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Command Syntax Conventions

The conventions used to present command syntax in this book are the same conventions
used in the IOS Command Reference. The Command Reference describes these conven-
tions as follows:

Q

o o o O O

Boldface indicates commands and keywords that are entered literally, as shown.
In actual configuration examples and output (not general command syntax),
boldface indicates commands that are manually input by the user (such as a
show command).

Italics indicate arguments for which you supply actual values.
Vertical bars (|) separate alternative, mutually exclusive elements.
Square brackets [ ] indicate optional elements.

Braces { } indicate a required choice.

Braces within brackets [{ }] indicate a required choice within an optional element.



XiX

Introduction

This book was written to allow students to gain a comprehensive foundation in the many
different technologies that are found in modern internetworks today. From the most
critical network devices to their configuration and troubleshooting, this text provides
students with numerous examples, illustrations, and real-world scenarios to gain confi-
dence in the vast world of computer networking.

Goals and Methods

The goal of this book is simple: to provide the reader with a strong foundation in each
aspect of computer networking covered in the ICND1 Version 2 blueprint from Cisco
Systems.

To accomplish this goal, great pains were taken to reorganize, simplify, and elaborate

on specific content from previous editions of this text. Review questions were added
for each technology to endure mastery. In addition, two new sections were added to
each chapter: Additional Resources and Production Network Simulation Questions.

The Additional Resources sections each contain a link to a video created by the author.
These videos both complement and supplement the material from the chapter. We hope
you enjoy them! The Production Network Simulation Questions help bring the material
to life and also challenge the reader with a more “real-world” review.

Who Should Read This Book

Three primary audiences were identified for this text:

Q The network engineer needing to review key technologies that are important in
today’s networks.

Q The reader who is interested in learning about computer networking and who
might lack any previous experience in the subject.

Q The reader who is interested in obtaining the Cisco CCNA Certification.

How This Book Is Organized

Although you could read this book from cover to cover, it is designed to be flexible and
allow you to easily move between chapters and sections of chapters to cover only the
material you need. If you intend to read all the chapters, the order in which they are pre-
sented is an excellent sequence.



xx Interconnecting Cisco Network Devices Part | (ICND1) Foundation Learning Guide

Chapters 1 through 20 cover the following topics:

Q

Chapter 1, “The Functions of Networking”: What are the key devices that make
up a network today? And for that matter, what is so important about a comput-
er network anyway? These questions and more are explored in this first chapter.

Chapter 2, “The OSI and TCP/IP Models”: While most students shudder at the
thought of learning these important networking models, this chapter makes this
pursuitsimple—and perhaps even enjoyable!

Chapter 3, “LANs and Ethernet”: The local-area network and the Ethernet con-
nections that help build it are some of the most important aspects to learn in
modern networking. This chapter details these important technologies for the
reader.

Chapter 4, “Operating Cisco 10S Software”: This chapter covers the basics of
using the software that powers the majority of Cisco devices today.

Chapter 5, “Switch Technologies™: Switch technologies replaced the need for
hubs in our network environments and, as such, are a critical component in the
modern network. This chapter explores the inner workings of these important
devices.

Chapter 6, “VLANS and Trunks”: VLANSs permit the creation of broadcast
domains (IP subnets) in the local-area network and are of critical importance. So
are the trunk links that carry VLAN traffic from Cisco device to Cisco device.
This chapter ensures that the reader is well versed in these important technolo-
gies.

Chapter 7, “The TCP/IP Internet Layer”: One of the key layers in the OSI model
for any network engineer to master is the Internet layer. This chapter is dedi-
cated to this important concept.

Chapter 8, “IP Addressing and Subnets”: What is one topic that many fear in the
CCNA curriculum? The mastery of IP addressing—including subnetting. This
chapter dispels these fears and provides simple instructions for creating the best
IP addressing schemes for your small network.

Chapter 9, “The TCP/IP Transport Layer”: The transport layer of the OSI model
is often misunderstood. This chapter ensures that readers can describe the
importance and operation of this key layer.

Chapter 10, “The Functions of Routing”: Why is routing so important? How
does it work? This chapter is a must-read for anyone who requires more infor-
mation about these critical network devices called routers.

Chapter 11, “The Packet Delivery Process”: Everything that must occur when
you type www.ciscopress.com in your web browser and press Enter is abso-
lutely amazing. This chapter details the processes that occur when two systems
communicate on a typical network today.


http://www.ciscopress.com/

Q Chapter 12, “Configuring a Cisco Router”: In Chapter 10, you learn all about the
functions that a router must perform, and how the device does it. In this chap-
ter, you learn the basics of configuring a Cisco router to perform its important
jobs!

Q Chapter 13, “Static Routing”: Static routes are extremely important in your net-
work infrastructure. This chapter ensures that you can create them with accuracy
and ease in your Cisco-based network.

Q Chapter 14, “Dynamic Routing Protocols”: There are many different implemen-
tations of routing protocols. This chapter sheds light on the different protocols
and their differences.

Q Chapter 15, “OSPF”: OSPF is the most popular interior gateway protocol in use
on the planet today. This chapter is dedicated to this important protocol and
provides the reader with a strong foundation in this complex routing protocol.

Q Chapter 16, “DHCP and NAT”: How can we dynamically provide our worksta-
tions with their correct IP address information? What are we to do about the
exhaustion of TCP/IP addresses today? These critical questions are answered in
this chapter.

Q Chapter 17, “Securing the Network™: To be a CCNA, you must understand
the basic concepts involved with network security. This chapter provides that
knowledge!

Q Chapter 18, “Managing Traffic with Access Control Lists”: Access control lists
are fundamental constructs in Cisco devices. If you want to master Cisco net-
working, you must be knowledgeable about these components.

Q Chapter 19, “Introducing WAN Technologies”: There are a wide variety of
methods in use today for sending data long distances in the network. This chap-
ter is dedicated to these various options and provides an overview of WANs for
further more in-depth study.

Q Chapter 20, “Introducing IPv6”: The future of the TCP/IP protocol is here! And
it is here to stay (at least for a while). This chapter educates the reader on IP
version 6 and even gets him or her configuring this protocol in a dynamically
routed network environment!

XXi
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Chapter 1

The Functions of Networking

This chapter includes the following sections:
Q Chapter Objectives
Q What Is a Network?
Q Physical Components of a Network
Q Interpreting a Network Diagram
Q Network User Applications
Q Impact of User Applications on the Network
Q Characteristics of a Network
Q Physical Versus Logical Topologies
Q Connections to the Internet
Q Chapter Summary
Q Additional Resources
Q Review Questions

Q Production Network Simulation Question 1-1

When you are planning, building, or supporting a network, the tasks and components
can sometimes be overwhelming. It reminds me of when | would watch my father design,
then build, and then support a new home. When | was very young, these looked like truly
impossible feats. | believed my father possessed superhuman skills! It was not until later
in life that | understood exactly how he did it. He took this amazingly complex overall
task and made it much simpler by breaking it down into many subtasks or modules.
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It turns out, this is exactly how we can approach networking and the functions of a
network. We can break down this very complex area into many different modules and
layers. This book presents several “blueprints” that will serve us well in this endeavor.
Chapter 2, “The OSI and TCP/IP Models,” covers these blueprints specifically, but before
we get there, we need to discuss what a network really is and why it is so important to
organizations and individuals today.

In this chapter, we also learn that the key to understanding computer networks lies

in understanding the foundations of network communications. You see, the key to
building a complex network involves gaining an understanding of the physical and logical
components of a simple network. To become proficient in networking, you must gain
knowledge of why networks are built and the protocols used in modern network designs.
This chapter explores the basics of computer networking and provides a solid foundation
on which to build a comprehensive knowledge of networking technology.

Chapter Objectives

Upon completing this chapter, you will understand the basic functions of computer net-
working and be able to describe many different network components and their functions.
These abilities include meeting these objectives:

Define a network and describe examples of networks

Identify common network components by function

Describe the impact of user applications on the network

Q

Q

Q Interpret network diagrams

Q

Q List the characteristics of a network
Q

Compare and contrast logical and physical topologies

What Is a Network?

A network is a connected collection of devices and end systems, such as computers and
servers, that can communicate with each other over a particular media. Today, we tend to
take this for granted, and we forget that it was not that long ago when the office was con-
nected by what we now call Sneakernet. This meant that we would copy files to a disk
media and then carry these files to the person who needed them (while wearing sneakers
[shoes], of course).

Today, sneakers are seldom the media used to carry our important data, and that is a
good thing because more and more companies spread their employees out all over the
globe. Today, the media might be copper wires, fiber-optic connections, or even radio
waves through the air. Networks carry data in many types of environments, including
homes, small businesses, and large enterprises. Large enterprise networks can have a
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number of locations that need to communicate with each other frequently. Network loca-
tions are based on where workers are situated. Common categories for enterprise network
locations include

Q Main office: A main office is a site where everyone is connected through a network
and where most corporate information is located. A main office can have hundreds
or even thousands of people who depend on network access to do their jobs. A
main office might use several connected networks, which can span many floors in
an office building or cover a campus that contains several buildings. Oftentimes, the
main office is referred to as corporate headquarters, or simply, headquarters.

Q Remote locations: A variety of remote locations use networks to connect to the
main office or to each other. An example of a remote location might be a facility for
storing backups from the main office.

Q Branch offices: In branch offices, smaller groups of people work and communicate
with each other through a network. Although some corporate information can be
stored at a branch office, it is more likely that branch offices have local network
resources, such as printers, but must access information directly from the main
office. As you will learn in this course, oftentimes Virtual Private Network (VPN)
connections can be created to provide the branch office with secure network con-
nectivity to the main office over an Internet connection. The company might alter-
natively invest in completely private wide-area network (WAN) connections called
leased lines.

Q Home offices: When individuals work from home, the location is called a home
office. Home-office workers often require on-demand connections to the main office
or branch offices to access information or to use network resources such as file serv-
ers. Once again, Internet-based VVPNs are often used for these connections. Home
office users are also commonly referred to as teleworkers or telecommuters.

Q Mobile users: Mobile users connect to the main office network. The location of the
mobile users determines their network access requirements, and this location is often
a hotel or conference center, or even a highway rest stop. Once again, Virtual Private
Networks are often a critical ingredient in providing mobile users with the network
access they require. Mobile user support is one of the fastest-growing areas of net-
working today, as more and more employees have come to expect this level of network
access using a wide variety of devices including mobile smart phones, iPads, and other
portable devices. This has led to a new area of computer networking termed Bring
Your Own Device (BYOD). As you might expect, this leads to tremendous challenges
in connectivity and security. If you are interested in more information about BYOD
and Cisco solutions to this growing networking field, visit www.cisco.com/go/byod.

Note This book has just started and we are already seeing plenty of acronyms.
Remember that in addition to an excellent networking terminology glossary, this text
also contains a handy reference of networking acronyms.
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You can use a network in your home office to communicate through the Internet to
locate information, place orders for merchandise, and send messages to friends. You can
also have a small office that is set up with a network that connects other computers and
printers in the office. Similarly, you might work in a large enterprise with many comput-
ers, printers, storage devices, and servers that are used to communicate and store informa-
tion from many departments over large geographic areas. The great news is that all these
network locations share many common components.

Figure 1-1 shows some of the common locations of networks we will discuss in this sec-
tion that can be used to connect users to business applications. Notice that more and
more, thanks to advances in VPN technologies, the Internet can function as the glue that
binds the various network locations together.

Home Office Mobile Users

Branch Office Headquarters

Figure 1-1 Typical Network Locations

Physical Components of a Network

There are four major categories of physical components in a typical computer network
that we are responsible for at the CCENT/CCNA level:

Q Endpoints: Computers and mobile devices are just some of the components that
serve as endpoints in modern networks. These devices send and receive data.
Endpoints in the network are also printers and servers.
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Q Interconnections: The interconnections consist of components that provide a means
for data to travel from one point to another point in the network. This category
includes components such as

Q Network interface cards (NICs) that translate computer data into a format that
can be transmitted over the local network.

Q Network media such as cables or wireless radio frequencies that provide the
means by which signals are transmitted from one networked device to another.

Q Connectors that provide the actual connection points for the media.

Q Switches: Switches are devices that provide network attachment to the end systems and
provide intelligent switching of the data within the local network. As you will learn,
these devices operate at Layer 2 of the Open Systems Interconnection (OSI) model and
work with Layer 2 addresses called Media Access Control (MAC) addresses.

Q Routers: Routers interconnect networks and choose the best paths between these
networks. These devices operate at Layer 3 of the OSI model and work with Layer 3
addresses called IP addresses.

Note In this book, you learn much about many of these devices. For example, in
Chapter 5, “Switch Technologies,” you learn much more about Cisco switches.

Figure 1-2 shows some of these common physical components of the typical network.
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Figure 1-2 Typical Physical Components of a Network

Interpreting a Network Diagram

Documentation is one of the most important areas for a modern network administrator.
As networking becomes more and more complex, involving a vast number of new and
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emerging technologies such as wireless, Voice over IP (VolP), and Video over IP, the net-
work documentation proves critical to maintain and operate the equipment successfully.
A key ingredient in the network documentation is network diagrams.

The network diagram captures network-related information. The amount of information
and the detail differ from organization to organization. A series of lines and icons com-
monly represent the network topology. Cisco developed icons to consistently represent
its equipment (as well as other vendor equipment) in network diagrams. Of course you
will see these symbols used consistently throughout this text. The icons that you should
master for the CCENT (and CCNA\) certification are depicted in Figure 1-3.

@%’75

Router Layer 2 (Workgroup) Switch Server
l
=’ \'/ Q',
PNy —_—
Hub Multilayer Switch PC
ST

Wireless Router Network Access Server Access Point

N S

A— 2
Network Management Station Bridge NetFlow Enabled Router

LAN Ethernet Link

T Z

WAN Link

Figure 1-3 Icons Found in Many Network Diagrams

Other information can be included in the network diagram as space allows. For example,
it is common to identify the interface on a device in the S0/0/0 format for a serial inter-
face, Fa0/0 for a Fast Ethernet interface, or Gi0/1 for a Gigabit Ethernet interface. Realize
that the 0/0/0 designation identifies the module, the slot, and the port identifier. This
equates to the location in the Cisco device. It is also common to include the network
address of the segment in the 192.168.1.0/24 format. Figure 1-4 provides an example of a
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typical network diagram. In the example, 192.168.1.0 indicates the network address and
/24 indicates the subnet mask, and .1 and .2 at the device ends indicate IP addresses on
interfaces (.1 corresponds to 192.168.1.1).
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Internet
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PC Server

Figure 1-4 Typical Network Diagram

Network User Applications

The key to utilizing multiple resources in a data network is having applications that are
aware of these communication mechanisms. Although many applications are available for
users in a network environment, some applications are common to nearly all users.

The most common network user applications today include the following:

Q Email: Email is a valuable application for most network users. Users can communi-
cate information (messages and files) electronically in a timely manner, to not only
other users in the same network, but also to other users outside the network (suppli-
ers, information resources, and customers, for example). Examples of email programs
include Microsoft Outlook and the web-based Gmail by Google.

Q Web browser: A web browser enables access to the Internet through a common
interface. The Internet provides a wealth of information and has become vital to
the productivity of both home and business users. Communicating with suppliers
and customers, handling orders and fulfillment, and locating information are now
routinely done electronically over the Internet, which saves time and increases over-
all productivity. The most commonly used browsers are Internet Explorer, Safari,
Firefox, and Chrome.
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Q Instant messaging: Instant messaging started in the personal user-to-user space;
however, it soon provided considerable benefit in the corporate world. Now many
instant-messaging applications, such as those provided by Microsoft and Google,
provide data encryption and logging, features essential for corporate use.

Q Collaboration: Working together as individuals or groups is greatly facilitated when
the collaborators are on a network. Individuals creating separate parts of an annual
report or a business plan, for example, can either transmit their data files to a cen-
tral resource for compilation or use a workgroup software application to create and
modify the entire document, without any exchange of paper. One of the best-known
traditional collaboration software programs is Lotus Notes. Lotus Notes is still
around today, but renamed IBM Notes. Today, collaboration tools are being built in
to just about every major category of network application.

Q Database: This type of application enables users on a network to store information
in central locations (such as storage devices) so that others on the network can eas-
ily retrieve selected information in the formats that are most useful to them. Some of
the most common databases used in enterprises today are Oracle and Microsoft SQL
(Structured Query Language) Server. A hugely popular new application called SharePoint
from Microsoft actually relies on Microsoft’s own database product—SQL Server.

Impact of User Applications on the Network

The key to user applications is that they enable users to be connected to one another
through the various types of software. As a business begins to rely on these applications
as part of the day-to-day business process, the network that the applications operate in
becomes a critical part of the business. A special relationship exists between these appli-
cations and the network. The applications can affect network performance, and network
performance can affect applications. Therefore, you need to understand some common
interactions between user applications and the network.

Historically, when the interaction between the network and the applications that ran on
the network was considered, bandwidth was the main concern. Batch applications such as
File Transfer Protocol (FTP), Trivial File Transfer Protocol (TFTP), and inventory updates,
which simply used the network to transfer bulk data between systems, would be initiated
by a user and then run to completion by the software with no further direct human inter-
action. As long as the time the application took to complete did not become too exces-
sive, no one really cared about network performance. So while bandwidth was the single
big concern with these applications, this concern was mitigated by the nature of how
these applications function. | can recall many times going to sleep for the evening during
a large network file transfer and waking up happy to see that the transfer had actually
completed by morning.

Interactive applications, such as Enterprise Resource Planning (ERP) software, perform
tasks, such as inventory inquiries and database updates that require more human inter-
action. The user requests some type of information from the server and then waits for
a reply. With these types of applications, bandwidth becomes even more important
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because users are intolerant of slow responses. However, application response is not sole-
ly dependent on the bandwidth of the network; the server and storage devices also play a
part. However, in cases where the network bandwidth becomes a problem, other features
such as quality of service (QoS) can alleviate some bandwidth limitations by giving the
traffic from interactive applications preference over batch applications.

Another type of application that can be affected heavily by the network is a real-time
application. Like interactive applications, real-time applications such as Voice over IP
(VolP) and video applications involve human interaction. Because of the amount of infor-
mation that is transmitted with video, bandwidth is critical. Interestingly, in the case

of VoIP, bandwidth is not as important because packets are very small, but these VoIP
applications are extremely latency sensitive. Latency refers to delay as the packet moves
through the data network. In fact, variations in the amount of latency (jitter) can affect
the VoIP applications dramatically. Not only is proper bandwidth mandatory, but QoS is
also mandatory with many of these real-time applications. VolIP and video applications
often must be given the highest priority.

In today’s environment, the end user is bombarded with ads indicating how much money
can be saved by converting to VoIP and how installation is as easy as dropping a VoIP
router into the network. Although this is often true in the home network, it can result in
disaster in a small office network. Applications that used to work start to run so slowly
that they are unusable, for example, when someone is on the phone, and voice quality is
poor. This type of implementation does not provide enough bandwidth to the Internet,
nor does it provide a proper QoS scheme.

Of course the great news is that all these issues can be overcome with proper network
design and implementation.

Table 1-1 summarizes the different categories of applications that are typical, as well as
their characteristics.

Table 1-1 Typical Network Application Categories

Application Category Examples Characteristics

Batch applications FTP, TFTP, inventory No direct human interaction; bandwidth
updates important, but not critical

Interactive applications  Inventory inquiry, Human-to-machine interaction; human
database update waiting for response; response time thus

important but not critical, unless wait
becomesexcessive

Real-time applications \VolIP, video Human-to-human interaction; end-to-end
latency critical; bandwidth amounts criti-
cal in the case of video
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Characteristics of a Network

Many characteristics are commonly used to describe and compare various network
designs. When you are determining how to build a network, each of these characteristics
must be considered along with the applications that will be running on the network. The
key to building the best network is to achieve a balance of these characteristics. Also,
always strive to meet the needs of an organization. For example, if the business must
have the highest level of availability for its e-commerce services (think Amazon.com), you
must ensure that your network meets this requirement head on.

Networks can be described and compared according to network performance and struc-
ture, as follows:

Q Speed: Speed is a measure of how fast data is transmitted over the network. A more
precise term would be data rate.

Q Cost: Cost indicates the general cost of components, installation, and maintenance
of the network. There are many ways to elaborate on cost. For example, what is the
initial investment (capital expenditures) versus the ongoing expenditures (operating
expenses)?

Q Security: Security indicates how secure the network is, including the data that is
transmitted over the network. Security encompasses two major domains—internal
to the network and external to the network. Many organizations focus on external
security, guarding against attacks from outside their organization. Companies cannot
forget internal security mechanisms to guard against those within the organization.

Q Availability: Availability is a measure of the probability that the network will be
available for use when required. For networks that are meant to be used 24 hours a
day, 7 days a week, 365 days a year, availability is calculated by dividing the time it
is actually available by the total time in a year and then multiplying by 100 to get a
percentage.

For example, if a network is unavailable for 15 minutes a year because of network
outages, its percentage availability can be calculated as follows:

([Number of minutes in a year — downtime] / [Number of minutes in a year]) * 100 =
Percentage availability

([525600 — 15] / [525600]) * 100 = 99.9971

For many companies, success in the area of availability is to achieve five nines. That
is 99.999 percent uptime. Believe it or not, for certain organizations, that would be
considered a failure!

Q Scalability: Scalability indicates how well the network can accommodate more users
and data transmission requirements. If a network is designed and optimized for just
the current requirements, it can be very expensive and difficult to meet new needs
when the network grows.
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Q Reliability: Reliability indicates the dependability of the components (routers,
switches, PCs, and so on) that make up the network. Reliability is often measured as
a probability of failure, or mean time between failures (MTBF). As you might guess,
reliability is often confused with availability. | like to consider reliability as more of
a measure of how well the network is meeting the needs of the organization, while
availability is a measure of just how often it is there.

Q Topology: Networks have two types of topologies: the physical topology and the logi-
cal topology. The physical topology is the arrangement of the cables, network devices,
and end systems (personal computers [PC] and servers) in the network. The logical
topology is the path that the data signals take through the physical topology. The logi-
cal topology is often much more abstract and less detailed than the physical topology.
For example, a cloud might represent a large section of the logical topology to indicate
that the traffic moves through a section of the network where details of the exact
pathing are not required. Because topologies are so critical in describing a network,
this chapter elaborates on physical and logical topologies in the next section.

These characteristics and attributes provide a means to compare different networking
solutions. Increasingly, features such as security, availability, scalability, and reliability
have become the focus of many network designs because of the importance of the net-
work to the business process. Remember, it is worth repeating, we should construct a net-
work that meets the needs of the business. We should not implement new technologies
for the sake of just implementing new cool stuff.

Physical Versus Logical Topologies

Building a reliable and scalable network depends partially on the physical and logical topol-
ogy. Topology defines the interconnection method used between devices, including the
layout of the cabling and the primary and backup paths used in data transmissions. As pre-
viously mentioned, each type of network has both a physical and a logical topology.

Physical Topologies

The physical topology of a network refers to the physical layout of the devices and
cabling. You must match the appropriate physical topology to the type of cabling that
will be installed. Therefore, understanding the type of cabling used is important to under-
standing each type of physical topology. Here are the three primary categories of physi-
cal topologies:

Q Bus: Computers and other network devices are cabled together in a line.

Q Ring: Computers and other network devices are cabled together with the last device
connected to the first to form a circle, or ring. This category includes both ring and
dual-ringtopologies.

Q Star: A central cabling device connects the computers and other network devices.
This category includes both star and extended-star topologies.
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Figure 1-5 shows some common physical topologies used in networking.
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Bus Topology Ring Topology Star Topology

Figure 1-5 Common Physical Topologies

Logical Topologies

The logical topology of a network refers to the logical paths that the signals use to travel
from one point on the network to another—that is, the way in which data accesses the
network media and transmits packets across it.

The physical and logical topologies of a network can be the same. For example, in a
network physically shaped as a linear bus, the data travels along the length of the cable.
Therefore, the network has both a physical bus topology and a logical bus topology.

On the other hand, a network can have quite different physical and logical topologies. For
example, a physical topology in the shape of a star, in which cable segments connect all
computers to a central hub, can have a logical ring topology. Remember that in a ring, the
data travels from one computer to the next, and inside the hub, the wiring connec- tions
are such that the signal actually travels around in a circle from one port to the next,
creating a logical ring. Therefore, you cannot always predict how data travels in a network
simply by observing its physical layout.

A star topology is by far the most common implementation of local-area networks (LAN)
today. Specifically, it is the extended star that we see most today. Ethernet uses a logical
bus topology in either a physical bus or a physical star. An Ethernet hub is an example of
a physical star topology with a logical bus topology.

Figure 1-6 shows some common logical topologies used in networking today and in the
past.
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Figure 1-6 Common Logical Topologies

Bus Topology

The bus topology is commonly referred to as a linear bus; all the devices on a bus topol-
ogy are effectively connected by one single cable.

As illustrated in Figure 1-7, in a bus topology, a cable proceeds from one computer to

the next like a bus line going through a city. The main cable segment must end with a
terminator that absorbs the signal when it reaches the end of the line or wire. If no ter-
minator exists, the electrical signal representing the data bounces back at the end of the
wire, causing errors in the network. An example of a physical bus topology is a Thicknet
Ethernet cable running through the length of a building with devices taped into it, though
this is an antiquated connection method that is no longer used. An example of a logical
bus topology is an Ethernet hub.
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Figure 1-7 Bus Topology

Star and Extended-Star Topologies

The star topology is the most common physical topology in Ethernet LANs. When a star
network is expanded to include an additional network device that is connected to the
main network devices, the topology is referred to as an extended-star topology. The fol-
lowing sections describe both the star and extended-star topologies.

Star Topology

When installed, the star topology resembles spokes in a bicycle wheel. It is made up of

a central connection point that is a device, such as a hub, switch, or router, where all the
cabling segments actually meet. Each device on the network is connected to the central
device with its own cable.

Although a physical star topology costs more to implement than the physical bus topol-
ogy, the advantages of a physical star topology make it worth the additional cost. Each
device is connected to the central device with its own wire, so if that cable has a prob-
lem, only that one device is affected and the rest of the network remains operational. This
benefit is important and is the reason why almost every newly designed Ethernet LAN
has a physical star topology. Figure 1-8 depicts a star topology with all transmissions
going through a single point.
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Figure 1-8 Star Topology

Extended-Star Topology

A common deployment of an extended-star topology is in a hierarchical design such as a
WAN or an enterprise or a campus LAN. Figure 1-9 shows the topology of an extended star.

Figure 1-9 Extended-Star Topology
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The problem with the pure extended-star topology is that if the central node point fails,
large portions of the network can become isolated. For this reason, most extended-star
topologies employ a redundant connection to a separate set of connection devices to pre-
vent isolation in the event of a device failure.

Ring Topologies

As the name implies, in a ring topology, all the devices on a network are connected in the
form of aring or circle. Unlike the physical bus topology, a ring type of topology has no
beginning or end that needs to be terminated. Data is transmitted in a way that is differ-
ent from the logical bus topology. In one implementation, a “token” travels around the
ring, stopping at each device. If a device wants to transmit data, it adds that data and the
destination address to the token. The token then continues around the ring until it finds
the destination device, which takes the data out of the token. The advantage of using this
type of method is that no collisions of data packets occur. Two types of ring topology
exist: single-ring and dual-ring.

Single-Ring Topology
In a single-ring topology, all the devices on the network share a single cable, and the data
travels in one direction only. Each device waits its turn to send data over the network.
The single ring, however, is susceptible to a single failure, stopping the entire ring from
functioning. Figure 1-10 shows the traffic flow in a single-ring topology.

Figure 1-10 Traffic Flow in a Single-Ring Topology
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Dual-Ring Topology

In a dual-ring topology, two rings allow data to be sent in both directions. This setup cre-
ates redundancy (fault tolerance), meaning that if one ring fails, data can be transmitted
on the other ring. Figure 1-11 shows the traffic flow in a typical dual-ring topology. Dual-
ring topologies are found in fiber-optic WAN technologies as an example.

g e

v N

¢ )

[}

Two Links Connected to the\
Same Networking Device \. ./

Figure 1-11 Traffic Flow in a Dual-Ring Topology

Mesh and Partial-Mesh Topologies

Another type of topology that is similar to the star topology is the mesh topology. The
mesh topology provides redundancy between devices in a star topology. A network can
be fully meshed or partially meshed depending on the level of redundancy needed. This
type of topology helps improve network availability and reliability. However, it increases
cost and can limit scalability, so you need to exercise care when meshing.

Full-Mesh Topology

The full-mesh topology connects all devices (or nodes) to one another for redundancy
and fault tolerance. Implementing a full-mesh topology is expensive and difficult. This
method is the most resistant to failures because the failure of any single link does not
affect reachability in the network.

Figure 1-12 shows the connections in a full-mesh topology.
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Figure 1-12 Full-Mesh Topology

Partial-Mesh Topology

In a partial-mesh topology, at least one device maintains multiple connections to all other
devices, without having all other devices fully meshed. This method trades off the cost
of meshing all devices by allowing the network designer to choose which nodes are the
most critical and appropriately interconnect them.

Figure 1-13 shows an example of a partial-mesh topology.

Figure 1-13 Partial-Mesh Topology

Connections to the Internet

Another key component for most business users today is a connection to the Internet.
An Internet connection is a WAN connection, but small- to medium-sized computer net-
works can use various methods and topologies to interconnect to the Internet.
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You have three common methods of connecting the small office to the Internet. Digital
subscriber line (DSL) uses the existing telephone lines as the infrastructure to carry the
signal. Cable uses the cable television (CATV) infrastructure. Serial uses the classic digital
local loops.

In the case of DSL and cable, the incoming lines are terminated into a modem that con-
verts the incoming digital encoding into a digital format for the router to process. In the
case of serial, this is done by channel service unit (CSU)/digital service unit (DSU). In all
three cases (DSL, cable, and serial), the digital output is sent to a router that is part of
the customer premises equipment (CPE). Figure 1-14 shows the equipment placement for
these different connection methods.

U
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CSU/DSU

Figure 1-14 Common Internet Connection Methods

Chapter Summary

A network is a connected collection of devices that can communicate with each other.
Networks in homes, small businesses, or large enterprises allow users to share resources
such as data and applications (email, web access, messaging, collaboration, and data-
bases), peripherals, storage devices, and backup devices. Networks carry data (or data
packets) following rules and standards called protocols, each with its own specialized
function. Networks can be evaluated in terms of both performance and structure, using
measures such as speed, cost, security, availability, scalability, reliability, and topology.
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It is critically important to document your network and ensure that this documentation is
updated and current. There are many tools available to assist in the creation of documen-
tation, and Cisco provides standard icons to represent almost all network objects.

Networks consist of a physical and a logical topology. The logical topology is an
abstracted view of the flow of communications. For example, we might say that data
flows from Site A to Site B and then on to Site C. A physical topology is a detailing of
exactly how the information flows from device to device (often called hop to hop). There
are many common types of physical topologies, and this chapter explored several, includ-
ing the bus, star, and various mesh topologies.

Just as there is variety in the types of networks, types of network devices, and types of
network topologies, there is also tremendous variety today in how connections to the
Internet are made. These include broadband (cable and DSL) options as well as satellite,
cellular, andserial leased lines.

Additional Resources

Q Cisco.com Routers Home Page, Cisco Systems: http://cisco.com/go/routers
Q Cisco.com Switches Home Page, Cisco Systems: http://cisco.com/go/switches

Q Introducing Routers and Switches Video, AJS Networking: http://ajsnetworking.
com/rands

Review Questions

Use the questions here to review what you learned in this chapter. The correct answers
and solutions are found in Appendix A, “Answers to Chapter Review Questions.” This
appendix also includes the answers to the Production Network Simulation Questions that
follow these Review Questions.

1. Which of the following statements about networks are accurate? (Choose three.)

a. Networks transmit data in many kinds of environments, including homes, small
businesses, and large enterprises.

b. A main office can have hundreds or even thousands of people who depend on
network access to do their jobs.

c. A network is a connected collection of devices that can communicate with each
other.

d. A main office usually has one large network to connect all users.

e. The purpose of a network is to create a means to provide all workers with access
to all information and components that are accessible by the network.

f. Remote locations cannot connect to a main office through a network.
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2. What is the purpose of a router?

3.

4.

5.

a.

b
c.
d

To interconnect networks and choose the best paths between them

. To provide the connection points for the media

To serve as the endpoint in the network, sending and receiving data

. To provide the means by which the signals are transmitted from one networked

device to another

What is the purpose of a switch?

a.

To connect separate networks and filter the traffic over those networks so that the
data is transmitted through the most efficient route

. To choose the path over which data is sent to its destination
. To serve as the endpoint in the network, sending and receiving data
. To provide network attachment to the end systems and intelligent switching of

the data within the local network

What is the purpose of network interconnections?

a.

To connect separate networks and filter the traffic over those networks so that the
data is transmitted through the most efficient route

. To choose the path over which data is sent to its destination

c. To provide a means for data to travel from one point to another in the network

d. To provide network attachment to the end systems and intelligent switching of

the data within the local network

Which of the following are common network applications? (Choose three.)

-0 QO O T D

. Email

. Collaboration

. Graphicscreation
. Databases

. Word processing

Spreadsheets

21
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6. Match each network characteristic to its definition.

1. Speed
2. Cost

T o O T 9
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3. Security

4. Availability
5. Scalability
6. Reliability

7. Topology

. Indicates how easily users can access the network

. Indicates how dependable the network is
. Indicates the protection level of the network itself and the data that is transmitted
. Indicates how fast data is transmitted over the network

. Indicates how well the network can accommodate more users or data transmis-
sion requirements

Indicates the structure of the network

. Indicates the general price of components, installation, and maintenance of the
network

7. Which physical topology is often used in switched networks today?

a

b
c
d

. Dual-ring

. Star

. Extended-star
. Bus

8. Which statement about logical topologies is accurate?

a.

A logical topology defines the way in which the computers, printers, network
devices, and other devices are connected.

. Alogical topology depends solely on the type of computers to be included in the
network.

. Alogical topology describes the paths that the signals travel from one point on a
network to another.

. A network cannot have different logical and physical topologies.
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9. Match each topology type to its correct description.

__ 1. All the network devices connect directly to each other in a linear fashion.

__ 2. All the network devices are directly connected to one central point, with no
other connections between them.

__ 3. All the devices on a network are connected in the form of a circle.
___ 4. Each device has a connection to all the other devices.

__ 5. Atleast one device maintains multiple connections to other devices.
__ 6. This design adds redundancy to the network.

. Star
. Bus

a
b

c. Full-mesh
d. Ring

e. Partial-mesh
f

. Dual-ring

10. Which type of network application is the most impacted by end-to-end latency?
. Batch applications

a
b. Interactiveapplications
c. Real-time applications
d

. Web-based applications

Production Network Simulation Question 1-1

Your boss has informed you that you are responsible for designing and configuring the
network for a new small branch office opening in your organization. He has already
decided that he wants to use Gigabit Ethernet links because a friend told him that is the
best thing to do when building a new network. Your boss has informed you there are
fourteen PCs and two Mac Pros that are to be connected, and that all these devices will
need very fast Internet access.

What are two categories of networking devices you will need? Also provide your boss
with a short description of why each is required.
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Chapter 2

The OSI and TCP/IP Models

This chapter includes the following sections:

Q

Q

Q

Q

Q

Chapter Objectives

Understanding the Host-to-Host Communications Model
The OSI Reference Model

Data Communications Process

Peer-to-Peer Communication

The TCP/IP Protocol Stack

OSI Model Versus TCP/IP Stack

Chapter Summary

Additional Resources

Review Questions

Production Network Simulation Question 2-1

Remember, mastering a complex topic is going to require that we break it up into smaller
pieces to make things more manageable. This chapter presents two very powerful
“blueprints” that we can follow when it comes to computer networking mastery. The

OSI and TCP/IP models prove to be critical for an understanding of the complexities of
internetworking. These “host-to-host communication models were created to help define
how network processes function, including the various components of networks and the
transmission of data. Understanding the structure and purpose of the most commonly
used protocol stack—TCP/IP—is central to understanding how one host communicates
with another. This chapter introduces the OSI and TCP/IP models and describes the
functions of the layers of each model.
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Chapter Objectives

Upon completing this chapter, you will be able to describe the OSI and TCP/IP models

and their various component parts. You will also be able to describe the importance of

these networking models, a feat that has historically been difficult for many students of
networking. These abilities include meeting these objectives:

Q Understand the concept of the host-to-host communications model
Q Describe the layers of the OSI model

Q Describe the process of encapsulation and deencapsulation

Q Understand the manner in which systems use the OSI layers

Q Describe the layers of the TCP/IP model

Q Compare and contrast the OSI and TCP/IP models

Understanding the Host-to-Host Communications
Model

The Open Systems Interconnection (OSI) reference model was created to help define how
network processes function in general, including the various components of networks and
transmission of data. Understanding the structure and purpose of the OSI model is cen-
tral to understanding how one host communicates with another. This section introduces
the OSI model and describes each of its layers. Remember that this is a reference model
to provide a framework for building protocols and to help people understand the process
around network communications and not a communications standard in itself.

Note This section is a discussion of the OSI reference model and not the OSI
protocol.

No matter what type of connectivity, operating system, or network services interconnect
computers and computer networks, the fact still remains that for these devices to com-
municate, some rules must exist. Like any system of communication, rules govern how
the communication takes place. Also, some medium for the communication to take place
over exists. For example, a language has rules for the formation of sentences using basic
words. This language can be used for verbal communication, using air as the medium, or
written communication, using paper as the medium.

Most languages have rules that specify how words are put together and then how they
are spoken or written. In many western languages, words are written from left to right,
but in some eastern languages, words are written from right to left or even top to bottom.
To be able to effectively communicate, you must understand how to read the words and
in what order to read them.
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Many of the computers and operating systems within an organization are manufactured
by different companies and use different types of programs to operate; however, if these
systems are going to communicate with one another, they must use a common set of
rules for data communications. The rules that define how systems talk to one another are
called protocols.

Many internetworking protocols can be used to establish communications paths between
systems, and each of these protocols provides very similar functions. To provide a way to
establish some common and open rules for building a data communications protocol, the
International Organization for Standardization (ISO) created the OSI reference model.

The OSI Reference Model

The OSI reference model is the primary model for network communications. The early
development of local-area networks (LAN), metropolitan-area networks (MAN), and
wide-area networks (WAN) was chaotic in many ways. The early 1980s saw tremendous
increases in the number and sizes of networks. As companies realized that they could
save money and gain productivity by using networking technology, they added networks
and expanded existing networks as rapidly as new network technologies and products
were introduced.

By the mid-1980s, companies began to experience difficulties from all the expansions
they had made. It became more difficult for networks using different specifications and
implementations to communicate with each other. The companies realized that they need-
ed to move away from proprietary networking systems, those systems that are privately
developed, owned, and controlled.

Note In the computer industry, proprietary is the opposite of open. Proprietary
means that one company or a small group of companies controls all usage of the
technology. Open means that free usage of the technology is available to the public.

To address the problem of networks being incompatible and unable to communicate with
each other, the ISO researched different network schemes. As a result of this research,
the 1SO created a model that would help vendors create networks that would be compat-
ible with, and operate with, other networks.

The OSI reference model, released in 1984, was the descriptive scheme that the ISO cre-
ated. It provided vendors with a set of standards that ensured greater compatibility and
interoperability between the various types of network technologies produced by compa-
nies around the world. Although other models exist, most network vendors today relate
their products to the OSI reference model, especially when they want to educate custom-
ers on the use of their products. The OSI model is considered the best tool available for
teaching people about sending and receiving data on a network.
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It is quite ironic that both instructors and students alike will groan when the subject of
the OSI model is brought up. When used correctly, this model really does prove to be the
best way to both teach and learn about networking. One of the reasons this is true is that
the OSI model allows us to focus on portions of this vastly complex topic. To use the
house building analogy once again, it is like focusing on the electrical as opposed to the
plumbing and framing.

The OSI reference model has seven layers, as shown in Figure 2-1, each illustrating a par-
ticular network function. This separation of networking functions is called layering. The
OSI reference model defines the network functions that occur at each layer. More impor-
tantly, the OSI reference model facilitates an understanding of how information travels
throughout a network. In addition, the OSI reference model describes how data travels
from application programs (for example, spreadsheets), through a network medium, to an
application program located in another computer, even if the sender and receiver are con-
nected using different network media.

Application
[ 6] Presentation
Session
Transport
Network
Data Link

Physical

Figure 2-1 OSI Reference Model

Dividing the network into these seven layers provides these advantages:

Q Reduces complexity: It breaks network communication into smaller, simpler parts.

Q Standardizes interfaces: It standardizes network components to allow multiple ven-
dor development and support.

Q Facilitates modular engineering: Itallows different types of network hardware and
software to communicate with each other.

Q Ensures interoperable technology: It prevents changes in one layer from affecting
the other layers, allowing quicker development.

Q Accelerates evolution: It provides effective updates and improvements to individual
components without affecting other components or having to rewrite the entire pro-
tocol.

Q Simplifies teaching and learning: It breaks network communication into smaller
components to make learning easier. Yes, | know this might be difficult for you to
believe right now!
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Note Itis important that you memorize the seven layers of the OSI model. There are
two common mnemonic devices to aid you in this endeavor. From the top of the model
down, you can use the popular mnemonic All People Seem to Need Data Processing.
Or, if you prefer, you can start from the bottom and work your way up with Please Do
Not Throw Sausage Pizza Away.

The practice of moving information between computers is divided into seven techniques
in the OSI reference model.

Each OSI layer contains a set of functions performed by programs to enable data to
travel from a source to a destination on a network. The following sections provide brief
descriptions of each layer in the OSI reference model.

Layer 7: The Application Layer

The application layer is the OSI layer that is closest to the end user of the network. This
layer provides network services to the user’s applications. It differs from the other layers
in that it does not provide services to any other OSI layer, but only to applications out-
side the OSI reference model. The application layer establishes the availability of intended
communication partners and synchronizes and establishes agreement on procedures for
error recovery and control of data integrity. Examples of services that operate at this
layer include Hypertext Transfer Protocol (HTTP) and Simple Mail Transfer Protocol
(SMTP). As you probably know, these services facilitate web browser and email applica-
tions, respectively. This layer was certainly named appropriately and therefore is easy to
memorize its function.

Layer 6: The Presentation Layer

The presentation layer ensures that the information that the application layer of one
system sends out is readable by the application layer of another system. For example, a
device using a network application communicates with another device, one using extend-
ed binary coded decimal interchange code (EBCDIC) and the other using American
Standard Code for Information Interchange (ASCII) to represent the same characters. If
necessary, the presentation layer might be able to translate between multiple data formats
by using a common format. The easy way to memorize the function of this layer is to
think about it presenting data in an understandable format to the application layer.

Layer 5: The Session Layer

The session layer establishes, manages, and terminates sessions between two commu-
nicating hosts. It provides its services to the presentation layer. The session layer also
synchronizes dialogue between the presentation layers of the two hosts and manages
their data exchange. For example, web servers have many users, So many communication
processes are open at a given time. Therefore, keeping track of which user communicates
on which path is important. In addition to session regulation, the session layer offers
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provisions for efficient data transfer, class of service, and exception reporting of session
layer, presentation layer, and application layer problems. With the session layer in charge
of managing sessions, memorization is certainly simple once again.

Layer 4: The Transport Layer

The transport layer segments data from the sending host’s system and reassembles the
data into a data stream on the receiving host’s system. For example, business users in
large corporations often transfer large files from field locations to a corporate site.
Reliable delivery of the files is important, so the transport layer breaks down large files
into smaller segments that are less likely to incur transmission problems.

The boundary between the transport layer and the session layer can be thought of as the
boundary between application protocols and data-flow protocols. Whereas the applica-
tion, presentation, and session layers are concerned with application issues, the lower
four layers are concerned with data-transport issues. It is the lower four layers where we
make our money as Cisco network engineers!

The transport layer attempts to provide a data-transport service that shields the upper
layers from transport implementation details. Specifically, issues such as reliability of
transport between two hosts are the concern of the transport layer. In providing commu-
nication service, the transport layer establishes, maintains, and properly terminates virtual
circuits. Transport error detection and recovery and information flow control provide reli-
able service.

At the transport layer, we begin to have addressing that is critical for networking func-
tions. While the application, presentation, and session layers are not concerned with net-
work addressing, this changes dramatically beginning at the transport layer. For example,
at the transport layer, port numbers can be used to determine what particular network
service the data is destined for. You will learn more about port numbers and how these
are used in Chapter 9, “The TCP/IP Transport Layer.” Because the transport layer is so
important to us and so complex, we gave it an entire chapter of its own.

Layer 3: The Network Layer

The network layer provides connectivity and path selection between two host systems
that might be located on geographically separated networks. The growth of the Internet
has increased the number of users accessing information from sites around the world,

and the network layer manages this connectivity. Thought of in these terms of the public
Internet, | guess we can consider it one of the busiest layers! The addressing that is used
at the network layer is called IP addressing. This addressing is a critical component used
to direct data from one device to another, or even from one device to many devices. IP
addresses are covered in much more detail in Chapter 8, “IP Addressing and Subnets,” and
Chapter 20, “Introducing IPv6.”
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Layer 2: The Data Link Layer

The data link layer defines how data is formatted for transmission and how access to
the network is controlled. This layer is responsible for defining how devices on a com-
mon media communicate with one another, including addressing and control signaling
between devices. The addressing found at the data link layer is called Media Access
Control, or MAC, addressing. This addressing is covered in much more detail in Chapter
3, “LANs and Ethernet.”

Layer 1: The Physical Layer

The physical layer defines the electrical, mechanical, procedural, and functional specifica-
tions for activating, maintaining, and deactivating the physical link between end systems.
Characteristics such as voltage levels, timing of voltage changes, physical data rates, maxi-
mum transmission distances, physical connectors, and other similar attributes are defined
by physical layer specifications. When my father would build those houses | mentioned
in Chapter 1, he would hire an electrician who would love this layer.

Note It is important to also master the OSI model by layer references. For example,
know that the network layer is often simply called Layer 3, while the data link layer is
termed Layer 2, and so on.

The Data Communications Process

All communications on a network originate at a source and are sent to a destination. A
networking protocol using all or some of the layers listed in the OSI reference model
moves data between devices. Recall that Layer 7 is the part of the protocol that com-
municates with the application, and Layer 1 is the part of a protocol that communicates
with the media. A data frame is able to travel across a computer network because of

the layers of the protocol. The process of moving data from one device in a network is
accomplished by passing information from applications down the protocol stack, adding
an appropriate header at each layer of the model. This method of passing data down the
stack and adding headers and trailers is called encapsulation. After the data is encapsu-
lated and passed across the network, the receiving device removes the information added,
using the messages in the header as directions as to how to pass the data up the stack to
the appropriate application.

Data encapsulation is an important concept to networks. It is the function of like layers
on each device, called peer layers, to communicate critical parameters such as address-
ing and control information.

Although encapsulation seems like an abstract concept, it is actually quite simple.
Imagine that you want to send a coffee mug to a friend in another city. In my case, it
would be a Boston Red Sox mug to one of my New York Yankees fan friends. How will
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the mug get there? Basically, it will be transported on the road or through the air. You
cannot go outside and set the mug on the road or throw it up in the air and expect it to
get there. You need a service to pick it up and deliver it. So, you call your favorite parcel
carrier and give it the mug. But, that is not all. Here is the complete process:

1. Pack the mug in a box.
2. Place an address label on the box so that the carrier knows where to deliver it.
3. Give the box to a parcel carrier.

4. The carrier drives it down the road toward its final destination.

This process is similar to the encapsulation method that protocol stacks use to send data
across networks. After the package arrives, your friend has to reverse the process. He
takes the package from the carrier, reads the label to see who it is from, and finally opens
the box and removes the mug. The reverse of the encapsulation process is known as
deencapsulation. The next sections describe the encapsulation and deencapsulation pro-
cesses in more detail using our network data instead of sports mugs.

Encapsulation

As indicated in the previous section, encapsulation on a data network is similar to the
process of sending that mug. However, instead of sending a coffee mug to a friend, you
send information from an application from one device to another. The information sent
on a network is referred to as data or data packets.

Encapsulation wraps data with the necessary protocol information before network tran-
sit. Therefore, as the data moves down through the layers of the OSI reference model,
each OSI layer adds a header (and a trailer, if applicable) to the data before passing it
down to a lower layer. The headers and trailers contain control information for the net-
work devices and receiver to ensure proper delivery of the data and to ensure that the
receiver can correctly interpret the data.

Figure 2-2 illustrates how encapsulation occurs. It shows the manner in which data travels
through the layers. These steps occur to encapsulate data:

1. The user data is sent from an application to the application layer.

2. The application layer adds the application layer header (Layer 7 header) to the user
data. The Layer 7 header and the original user data become the data that is passed
down to the presentation layer.

3. The presentation layer adds the presentation layer header (Layer 6 header) to the
data. This then becomes the data that is passed down to the session layer.

4. The session layer adds the session layer header (Layer 5 header) to the data. This then
becomes the data that is passed down to the transport layer.

5. The transport layer adds the transport layer header (Layer 4 header) to the data. This
then becomes the data that is passed down to the network layer.
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6. The network layer adds the network layer header (Layer 3 header) to the data. This
then becomes the data that is passed down to the data link layer.

7. The data link layer adds the data link layer header and trailer (Layer 2 header and
trailer) to the data. A Layer 2 trailer is usually the frame check sequence (FCS),
which is used by the receiver to detect whether the data is in error. This then
becomes the data that is passed down to the physical layer.

8. The physical layer then transmits the bits onto the network media as defined by the

media type.
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Figure 2-2 Data Encapsulation

Deencapsulation

When the remote device receives a sequence of bits, the physical layer at the remote
device passes the bits to the data link layer for manipulation. The data link layer performs
the following process, referred to as deencapsulation:

1. It checks the data-link trailer (the FCS) to see whether the data is in error.
2. If the data is in error, it is discarded.

3. If the data is not in error, the data link layer reads and interprets the control informa-
tion in the data-link header.

4. It strips the data-link header and trailer and then passes the remaining data up to the
network layer based on the control information in the data-link header.
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Each subsequent layer performs a similar deencapsulation process, as shown in Figure 2-3.

Think of deencapsulation as the process of reading the address on a package to see
whether it is for you and then opening and removing the contents of the package if it is
addressed to you.

Receiver
(]
4
_
User Data
Application L7 User Data
HDR
. L6 L7
[ 6] Presentation HDR | HDR | USer Data
L5 L6 L7
HDR|HDR|HDR | YS€" Data
L4 L5 L6 L7 User Data
HDR |HDR |HDR |HDR
L3 L4 L5 L6 L7 User Data
HDR |[HDR [HDR|HDR |HDR
. L2 L3 L4 L5 L6 L7
Data Link HDR |HDR | HDR |HDR | HDR |HDR User Data | FCS
Physical Bits
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Figure 2-3 Deencapsulation

Peer-to-Peer Communication

For data to travel from the source to the destination, each layer of the OSI reference
model at the source must communicate with its peer layer at the destination. This form of
communication is referred to as peer-to-peer communication. During this process, the
protocols at each layer exchange information, called protocol data units (PDU), between
peer layers, as shown in Figure 2-4.

Data packets on a network originate at a source and then travel to a destination. Each
layer depends on the service function of the OSI layer below it. To provide this service,
the lower layer uses encapsulation to put the PDU from the upper layer into its data field.
It then adds whatever headers the layer needs to perform its function. As the data moves
down through Layers 7 through 5 of the OSI reference model, additional headers are
added. The grouping of data at the Layer 4 PDU is called a segment.

The network layer provides a service to the transport layer, and the transport layer pres-
ents data to the internetwork subsystem. The network layer moves the data through the
internetwork by encapsulating the data and attaching a header to create a datagram (the
Layer 3 PDU). The header contains information required to complete the transfer, such
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as source and destination logical addresses. A more common term than datagram for the
network layer PDU is a packet.

Sender Receiver
A— A—
) |
i—— ——
A A/
v ¢
Application o Application
Presentation Presentation
Session - Session
Transport - Transport
Network - Network
Data Link - Data Link
Physical Physical

Network

Figure 2-4 Peer-to-Peer Communication

The data link layer provides a service to the network layer by encapsulating the network
layer datagram in a frame (the Layer 2 protocol data unit [PDU]). The frame header con-
tains the physical addresses required to complete the data-link functions, and the trailer
contains the frame check sequence (FCS). The FCS is used to ensure that there are no
errors in the frame.

The physical layer provides a service to the data link layer, encoding the data-link frame
into a pattern of 1s and 0s (bits) for transmission on the medium (usually a wire) at Layer
1. The Layer 1 PDU is indeed called the bit.

Network devices such as hubs, switches, and routers work at the lower three layers. Hubs
are at Layer 1, switches are at Layer 2, and routers are at Layer 3. A switch that can both
route and switch is called a Layer 3 switch, or a multilayer switch.

The TCP/IP Protocol Stack

The TCP/IP suite is a layered model similar to the OSI reference model. Its name is actu-
ally a combination of two individual protocols, Transmission Control Protocol (TCP) and
Internet Protocol (IP). These are just two of the many protocols in the TCP/IP suite of
protocols. TCP/IP is divided into layers, each of which performs specific functions in the
data communication process.

35



36 Interconnecting Cisco Network Devices, Part 1 (ICND1) Foundation Learning Guide

Both the OSI model and the TCP/IP stack were developed by different organizations at
approximately the same time as a means to organize and communicate the components
that guide the transmission of data.

Although the OSI reference model is universally recognized, the historical and technical
open standard of the Internet is the TCP/IP protocol stack. The TCP/IP protocol model,
shown in Figure 2-5, varies slightly from the OSI reference model.

Application

Transport

Internet

Network Access

Figure 2-5 TCP/IP Protocol Stack

Notice that the TCP/IP protocol stack has four layers. The functions of each layer are
described in the following list:

Q Application layer: The application layer handles high-level protocols, including
issues of representation, encoding, and dialog control. The TCP/IP model combines
all application-related issues into one layer and ensures that this data is properly
packaged for the next layer. Note that this layer encompasses the functions of the
session, presentation, and application layers from the OSI model.

Q Transport layer: The transport layer deals with QoS issues of reliability, flow con-
trol, and error correction. One of its protocols, TCP, provides reliable network com-
munications. Notice that this layer coordinates to the transport layer of the OSI
model.

Q Internet layer: The purpose of the Internet layer is to send source datagrams from
any network on the internetwork and have them arrive at the destination, regardless
of the path they took to get there. This layer coordinates with the network layer of
the OSI model.

Q Network access layer: The name of this layer is broad and somewhat confusing. It
is also called the host-to-network layer. It includes the LAN and WAN protocols and
all the details in the OSI physical and data link layers.

OSI Model Versus TCP/IP Stack

Both similarities and differences exist between the TCP/IP protocol stack and the OSI ref-
erence model. Figure 2-6 offers a side-by-side comparison of the two models.

Similarities between the TCP/IP protocol stack and the OSI reference model include the
following:
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Q Both have application layers, though they include different services.
Q Both have comparable transport and network layers.

Q Both assume packet-switched technology, not circuit-switched. (Analog telephone
calls are an example of circuit-switched technology.)

TCP/IP Protocol Stack 0S| Model
Application
Applicati p tati Application
pplication resentation
Protocols Layers
Session
Transport Transport
Internet Nk
Data Flow
i Layers
Network Networks Data Link
ficcess Physical

Figure 2-6 OSI Model Versus TCP/IP

The differences that exist between the TCP/IP protocol stack and the OSI reference
model include the following:

Q TCP/IP combines the presentation and session layers into its application layer.

Q TCP/IP combines the OSI data link and physical layers into the network access layer.

TCP/IP protocols are the standards around which the Internet developed, so the TCP/IP
protocol stack gains credibility just because of its protocols. In contrast, networks are not
typically built on the OSI reference model, even though the OSI reference model is still
used today as a guide.

Chapter Summary

In this chapter, you learned the details surrounding the OSI and TCP/IP models. You
learned the layers of these models and their functions. You also learned why these mod-
els are so important, and you can now compare and contrast the two models.

This chapter also presented the way in which end systems use these models and the pro-
cesses of encapsulation and deencapsulation.

37
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Additional Resources

Q OSI Model, Wikipedia: http://en.wikipedia.org/wiki/OSI1_model

Q Troubleshooting with the OSI Model Video, AJS Networking: http://ajsnetworking.
com/osi

Review Questions

Use the questions here to review what you learned in this chapter. The correct answers
and solutions are found in Appendix A, “Answers to Chapter Review Questions.”

1. Which of the following statements about the purpose of the OSI model are accu-
rate? (Choose two.)

a.
b.

The OSI model defines the network functions that occur at each layer.

The OSI model facilitates an understanding of how information travels through-
out a network.

c. The OSI model ensures reliable data delivery through its layered approach.

d.

The OSI model allows changes in one layer to affect the other layers.

2. Match each OSI layer to its function.

1. Physical
2. Data link

3. Network

4. Transport
5. Session

6. Presentation

7. Application

a. Provides connectivity and path selection between two host systems that might be

located on geographically separated networks

. Ensures that the information sent at the application layer of one system is read-

able by the application layer of another system

. Defines how data is formatted for transmission and how access to the network is

controlled

. Segments data from the system of the sending host and reassembles the data into

a data stream on the system of the receiving host

. Defines the electrical, mechanical, procedural, and functional specifications for

activating, maintaining, and deactivating the physical link between end systems

Provides network services to the applications of the user, such as email, file trans-
fer, and terminal emulation


http://en.wikipedia.org/wiki/OSI_model
http://ajsnetworking.com/osi
http://ajsnetworking.com/osi

g.
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Establishes, manages, and terminates sessions between two communicating hosts
and also synchronizes dialogue between the presentation layers of the two hosts
and manages their data exchange

3. Arrange the steps of the data encapsulation process in the correct order.

a.

h.

1. Step1
2.Step 2
3.Step 3
4. Step 4
5.Step 5
6. Step 6
7. Step 7
8. Step 8

The presentation layer adds the presentation layer header (Layer 6 header) to the
data. This then becomes the data that is passed down to the session layer.

. The session layer adds the session layer header (Layer 5 header) to the data. This

then becomes the data that is passed down to the transport layer.

. The application layer adds the application layer header (Layer 7 header) to the

user data. The Layer 7 header and the original user data become the data that is
passed down to the presentation layer.

. The network layer adds the network layer header (Layer 3 header) to the data.
This then becomes the data that is passed down to the data link layer.

. The transport layer adds the transport layer header (Layer 4 header) to the data.

This then becomes the data that is passed down to the network layer.
The user data is sent from an application to the application layer.

. The data link layer adds the data link layer header and trailer (Layer 2 header and
trailer) to the data. A Layer 2 trailer is usually the frame check sequence, which is
used by the receiver to detect whether the data is in error. This then becomes the
data that is passed down to the physical layer.

The physical layer then transmits the bits onto the network media.

At which layer does deencapsulation first occur?

a

b
c
d

. Application
. Data link

. Network

. Transport
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5. Match each layer with the function it performs in peer-to-peer communication.

_ 1. Network layer
__ 2. Data link layer
__ 3. Physical layer

a. Encapsulates the network layer packet in a frame

b. Moves the data through the internetwork by encapsulating the data and attaching
a header to create a packet

c. Encodes the data-link frame into a pattern of 1s and Os (bits) for transmission on
the medium (usually a wire)

6. What is the function of a network routing protocol?
a. Uses sets of rules that tell the services of a network what to do
b. Ensures reliable delivery of data
c. Moves data to its destination in the most efficient manner
d. Is aset of functions that determine how data is defined

7. Match each TCP/IP stack layer to its function.
__ 1. Provides applications for file transfer, network troubleshooting, and Internet
activities, and supports the network
__ 2. Segments data for transmission on the network.

__ 3. Defines the electrical, mechanical, procedural, and functional specifications for
activating, maintaining, and deactivating the physical link between end systems

__ 4. Provides routing of data from the source to a destination by defining the pack-
et and addressing scheme, moving data between the data link and transport
layers, routing packets of data to remote hosts, and performing fragmentation
and reassembly of data packets

. Network Access
. Internet layer
. Transport layer

o O T 9

. Application layer

8. Which layer of the TCP/IP stack maps directly to the OSI stack?
a. Network layer
b. Transport layer
c. Application layer
d. Data link layer
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9. What is a PDU referred to as at the transport layer?
a. Frame
b. Packet
c. Bits
d. Segment

10. What is the second layer from the bottom in the TCP/IP model?
a. Network
b. Data link
c. Internet
d. Transport

Production Network Simulation Question 2-1

One of your fellow engineers just told you that he was informed by a superior that the
recent problems with network performance are a result of network layer issues. Your fel-
low engineer wants to know what this means. Specifically, tell him what classic network
device exists at this layer, and what type of addressing it deals with.
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Chapter 3

LANSs and Ethernet

This chapter includes the following sections:
Q Chapter Objectives
Q Understanding LANs
Q Connecting to an Ethernet LAN
Q Chapter Summary
Q Additional Resources
Q Review Questions

Q Production Network Simulation Question 3-1

Local-area networks (LAN) tend to spoil us as network users. These collections of high-
speed network equipment allow us to achieve remarkable speeds in accessing network
data and information. LANS are a relatively low-cost means of sharing expensive
resources. LANs allow multiple users in a relatively small geographic area to exchange
files and messages and to access shared resources such as file servers. LANSs have rapidly
evolved into support systems that are critical to communications within an organization.
This chapter will ensure that you are comfortable describing these important network
structures.

This chapter also describes different Ethernet media options (copper and fiber), which
are presented together with a description of the most common connectors and cable
types. Ethernet frame structure is introduced, and important fields are described. MAC
addresses and their function are also elaborated on.
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Chapter Objectives

Upon completing this chapter, you will be able to describe LAN networks. You will also
be able to describe common Ethernet technologies typically found within these impor-
tant areas of the overall network. These abilities include meeting these objectives:

Q Definea LAN

Q ldentify the components of a LAN

Q Describe the types of Ethernet LAN connection media
Q Describe the fields of an Ethernet frame

Q Define the structure and function of MAC addresses

Understanding LANs

A local-area network is a common type of network found in home offices, small busi-
nesses, and large enterprises. Understanding how a LAN functions, including network
components, frames, Ethernet addresses, and operational characteristics, is important for
an overall knowledge of networking technologies.

This section describes LANSs and provides fundamental knowledge about LAN character-
istics, components, and functions. It also describes the basic operations of an Ethernet
LAN and how frames are transmitted over it.

The Definition of a LAN

A LAN is a network of computers and other components located relatively close together
ina limited area. LANS can vary widely in their size. A LAN might consist of only two
computers in a home office or small business, or it might include hundreds of comput-
ers in a large corporate office or multiple buildings. Figure 3-1 shows some examples of
LANS.
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Figure 3-1 Examples of LANs

A small home business or a small office environment could use a small LAN to connect
two or more computers and to connect the computers to one or more shared peripheral
devices such as printers. A large corporate office could use multiple LANSs to accom-
modate hundreds of computers and shared peripheral devices, for departments such as
finance or operations, spanning many floors in an office complex.

Components of a LAN

Every LAN has specific components, including hardware, interconnections, and software.
Figure 3-2 highlights some typical hardware components of a LAN.
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Figure 3-2 Typical Components of a LAN
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Regardless of the size of the LAN, it requires these fundamental components for its
operation:

Q Computers: Computers serve as the endpoints in the network, sending and receiving
data.

Q Interconnections: Interconnections enable data to travel from one point to another
in the network. Interconnections include these components:

Q NICs: Network interface cards (NIC) translate the data produced by the computer
into a format that can be transmitted over the LAN.

Q Network media: Network media, such as cables or wireless media, transmit sig-
nals from one device on the LAN to another.

Q Network devices: A LAN requires the following network devices:

Q Hubs: Hubs provide aggregation devices operating at Layer 1 of the OSI refer-
ence model. However, hubs have been replaced in this function by switches, and it
is very rare to see hubs in any LAN these days.

Q Ethernetswitches: Ethernet switches form the aggregation point for LANSs.
Ethernet switches operate at Layer 2 of the OSI reference model and provide
intelligent distribution of frames within the LAN.

Q Routers: Routers, sometimes called gateways, provide a means to connect LAN
segments. Routers operate at Layer 3 of the OSI reference model.

Q Protocols: Protocols govern the way data is transmitted over a LAN and include the
following:

Q Ethernet protocols
Q Internet Protocol (IP)
Q Internet Protocol version 6 (IPv6)

Q Address Resolution Protocol (ARP) and Reverse Address Resolution Protocol
(RARP)

Q Dynamic Host Configuration Protocol (DHCP)

Functions of a LAN

LANs provide network users with communication and resource-sharing functions, includ-
ing the following:

Q Data and applications: When users are connected through a network, they can share
files and even software application programs. This makes data more easily available
and promotes more efficient collaboration on work projects.

Q Resources: The resources that can be shared include both input devices, such as
cameras, and output devices, such as printers.
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Q Communication path to other networks: If aresource is not available locally, the

LAN, through a gateway, can provide connectivity to remote resources—for exam-
ple, access to the web.

How Big Is a LAN?

A LAN can be configured in a variety of sizes, depending on the requirements of the
environment in which it operates.

LANSs can be of various sizes to fit different work requirements, including the following:

Q Small office/home office (SOHO): The SOHO environment typically has only a few
computers and some peripherals such as printers.

Q Enterprise: The enterprise environment might include many separate LANs in a large
office building or in different buildings on a corporate campus. In the enterprise
environment, each LAN might contain hundreds of computers and peripherals..

Figure 3-3 demonstrates the dramatic differences that can exist with the size of LANSs.

SOHO LAN

Enterprise LAN

Figure 3-3 Different LAN Sizes
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Ethernet

Ethernet is the most common type of LAN. It was originally developed in the 1970s

by Digital Equipment Corporation (DEC), Intel, and Xerox (D1X) and was called DIX
Ethernet. It later came to be called thick Ethernet (because of the thickness of the cable
used in this type of network), and it transmitted data at 10 megabits per second (Mbps).
The standard for Ethernet was updated in the 1980s to add more capability, and the new
version of Ethernet was referred to as Ethernet Version 2 (also called Ethernet II).

The Institute of Electrical and Electronics Engineers (IEEE) is a professional organiza-
tion that defines network standards. IEEE standards are the predominant LAN standards
in the world today. In the mid-1980s, an IEEE workgroup defined new standards for
Ethernet-like networks. The set of standards they created was called Ethernet 802.3 and
was based on the carrier sense multiple access with collision detection (CSMA/CD) pro-
cess. Ethernet 802.3 specified the physical layer (Layer 1) and the MAC portion of the
data link layer (Layer 2). Today, this set of standards is most often referred to as simply
“Ethernet.”

Ethernet LAN Standards

Ethernet LAN standards specify cabling and signaling at both the physical and data link
layers of the OSI reference model. This topic describes Ethernet LAN standards at the
data link layer.

Figure 3-4 shows how LAN protocols map to the OSI reference model.
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Figure 3-4 Ethernet and the OSI Model

The IEEE divides the OSI data link layer into two separate sublayers:

Q Logical link control (LLC): Transitions up to the network layer

Q MAC: Transitions down to the physical layer
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LLC Sublayer

The IEEE created the LLC sublayer to allow part of the data link layer to function inde-
pendently from existing technologies. This layer provides versatility in services to the
network layer protocols that are above it, while communicating effectively with the vari-
ety of MAC and Layer 1 technologies below it. The LLC, as a sublayer, participates in the
encapsulation process.

An LLC header tells the data link layer what to do with a packet when it receives a frame.
For example, a host receives a frame and then looks in the LLC header to understand that
the packet is destined for the IP protocol at the network layer.

The original Ethernet header (prior to IEEE 802.2 and 802.3) did not use an LLC header.
Instead, it used a type field in the Ethernet header to identify the Layer 3 protocol being
carried in the Ethernet frame.

MAC Sublayer

The MAC sublayer deals with physical media access. The IEEE 802.3 MAC specification
defines MAC addresses, which uniquely identify multiple devices at the data link layer.
The MAC sublayer maintains a table of MAC addresses (physical addresses) of devices.
To participate on the network, each device must have a unique MAC address.

The Role of CSMA/CD in Ethernet

Ethernet signals are transmitted to every station connected to the LAN, using a spe-
cial set of rules to determine which station can “talk” at any particular time. This topic
describes that set of rules.

Ethernet LANSs manage the signals on a network by CSMA/CD, which is an important
aspect of Ethernet. Figure 3-5 illustrates the CSMA/CD process.

In an Ethernet LAN, before transmitting, a computer first listens to the network media.

If the media is idle, the computer sends its data. After a transmission has been sent, the
computers on the network compete for the next available idle time to send another frame.
This competition for idle time means that no one station has an advantage over another
on the network.

Stations on a CSMA/CD LAN can access the network at any time. Before sending data,
CSMA/CD stations listen to the network to determine whether it is already in use. If it
is, the CSMA/CD stations wait. If the network is not in use, the stations transmit. A col-
lision occurs when two stations listen for network traffic, hear none, and transmit simul-
taneously (see Figure 3-5). In this case, both transmissions are damaged, and the stations
must retransmit at some later time. CSMA/CD stations must be able to detect collisions
to know that they must retransmit.

When a station transmits, the signal is referred to as a carrier. The NIC senses the carrier
and consequently refrains from broadcasting a signal. If no carrier exists, a waiting station
knows that it is free to transmit. This is the “carrier sense” part of the protocol.
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The extent of the network segment over which collisions occur is referred to as the colli-
sion domain. The size of the collision domain has an impact on efficiency and therefore on
data throughput. In today’s LANs, switches have replaced hubs. The reason this occurs is
that switches create tiny collision domains containing just one device. This eliminates the
potential for collisions. This process is often called “microsegmentation” of the network.

In the CSMA/CD process, priorities are not assigned to particular stations, so all stations
on the network have equal access. This is the “multiple access” part of the protocol. If
two or more stations attempt a transmission simultaneously, a collision occurs. The sta-
tions are alerted of the collision, and they execute a backoff algorithm that randomly
schedules retransmission of the frame. This scenario prevents the machines from repeat-
edly attempting to transmit at the same time. Collisions are normally resolved in micro-
seconds. This is the “collision detection” part of the protocol.

While collisions are resolved quickly, it is still advantageous to eliminate them entirely
from the network. This allows much more efficient communications. This is accomplished
through the use of switches as described earlier.

Ethernet Frames

Bits that are transmitted over an Ethernet LAN are organized into frames. In Ethernet ter-
minology, the “container” into which data is placed for transmission is called a frame. The
frame contains header information, trailer information, and the actual data that is being
transmitted.
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Figure 3-6 illustrates all the fields that are in a MAC layer of the Ethernet frame, which
include the following:

Q

Preamble: This field consists of 7 bytes of alternating 1s and 0s, which synchronize
the signals of the communicating computers.

Start-of-frame (SOF) delimiter: This field contains bits that signal the receiving
computer that the transmission of the actual frame is about to start and that any data
following is part of the packet.

Destination address: This field contains the address of the NIC on the local network
to which the packet is being sent.

Source address: This field contains the address of the NIC of the sending computer.

Type/length: In Ethernet I, this field contains a code that identifies the network
layer protocol. In 802.3, this field specifies the length of the data field. The protocol
information is contained in 802.2 fields, which are at the LLC layer. The newer 802.3
specifications have allowed the use of Ethertype protocol identifiers when not using
the 802.2 field.

Data and pad: This field contains the data that is received from the network layer on
the transmitting computer. This data is then sent to the same protocol on the destina-
tion computer. If the data is too short, an adapter adds a string of extraneous bits to
“pad” the field to its minimum length of 46 bytes.

Q Frame check sequence (FCS): This field includes a checking mechanism to ensure

that the packet of data has been transmitted without corruption.

Field Length, in Bytes Ethernet
8 6 6 2 46-1500 4
Preamble Dzzt(;r;:tsic;n A?;J:'tses Type Data ECS
Field Length, in Bytes IEEE 802.3
7 1 6 6 2 46-1500 4

SOF = Start-of-Frame Delimiter
FCS = Frame Check Sequence

Figure 3-6 Ethernet Frames

51



52 Interconnecting Cisco Network Devices, Part 1 (ICND1) Foundation Learning Guide

Ethernet Frame Addressing

Communications in a network occur in three ways: unicast, broadcast, and multicast.
Ethernet frames are addressed accordingly. Figure 3-7 shows forms of Ethernet communi-
cations.

The three major types of network communications are as follows:

Q Unicast: Communication in which a frame is sent from one host and addressed to
one specific destination. In a unicast transmission, you have just one sender and one
receiver. Unicast transmission is the predominant form of transmission on LANs and
within the Internet.

Q Broadcast: Communication in which a frame is sent from one address to all other
addresses. In this case, you have just one sender, but the information is sent to all
connected receivers. Broadcast transmission is essential when sending the same mes-
sage to all devices on the LAN.

Q Multicast: Communication in which information is sent to a specific group of devic-
es or clients. Unlike broadcast transmission, in multicast transmission, clients must
be members of a multicast group to receive the information.

0 0O 49
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Figure 3-7 Ethernet Communications

Ethernet Addresses

The address used in an Ethernet LAN, which is associated with the network adapter, is
the means by which data is directed to the proper receiving location. Figure 3-8 shows
the format of an Ethernet MAC address.
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Figure 3-8 Ethernet MAC Address

The address that is on the NIC is the MAC address, often referred to as the burned-in
address (BIA), and some vendors allow the modification of this address to meet local
needs. A 48-bit Ethernet MAC address has two components:

Q 24-bit Organizational Unique Identifier (OUI): The letter O identifies the manufac-
turer of the NIC. The IEEE regulates the assignment of OUI numbers. Within the
OUlI, the two following bits have meaning only when used in the destination address:

Q Broadcast or multicast bit: This indicates to the receiving interface that the frame
is destined for all or a group of end stations on the LAN segment.

Q Locally administered address bit: Normally the combination of OUI and a 24-bit
station address is universally unique; however, if the address is modified locally,
this bit should be set.

Q 24-bit vendor-assigned end station address: This uniquely identifies the Ethernet
hardware.

MAC Addresses and Binary-Hexadecimal Numbers

The MAC address plays a specific role in the function of an Ethernet LAN. The MAC
sublayer of the OSI data link layer handles physical addressing issues, and the physical
address is a number in hexadecimal format that is actually burned into the NIC. This
address is referred to as the MAC address, and it is expressed as groups of hexadecimal
digits that are organized in pairs or quads, such as the following: 00:00:0c:43:2e:08 or
0000:0c43:2e08. Figure 3-9 shows the MAC address format compared to the MAC frame.

00.00.0c.43.2e.08

Broadcast

Vendor
ot Assigned

Local

Figure 3-9 Hexadecimal MAC Address
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Each device on a LAN must have a uniqgue MAC address to participate in the network.
The MAC address identifies the location of a specific computer on a LAN. Unlike other
kinds of addresses used in networks, the MAC address should not be changed unless you
have some specific need.

Connecting to an Ethernet LAN

In addition to understanding the components of an Ethernet LAN and the standards
that govern its architecture, you need to understand the connection components of an
Ethernet LAN. This section describes the connection components of an Ethernet LAN,
including network interface cards (NIC) and cable.

Ethernet Network Interface Cards

A NIC is a printed circuit board that provides network communication capabilities to and
from a personal computer on a network. Figure 3-10 shows an example of a NIC.

vy
PR

Figure 3-10 Network Interface Card
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Also called a LAN adapter, the NIC plugs into a motherboard and provides a port for
connecting to the network. The NIC constitutes the computer interface with the LAN.

The NIC communicates with the network through a serial connection, and with the com-
puter through a parallel connection. When a NIC is installed in a computer, it requires

an interrupt request line (IRQ), an input/output (I/O) address, a memory space within

the operating system (such as DOS or Windows), and drivers (software) that allow it to
perform its function. An IRQ is a signal that informs a central processing unit (CPU) that
an event needing its attention has occurred. An IRQ is sent over a hardware line to the
microprocessor. An example of an interrupt request being issued is when a key is pressed
on a keyboard, and the CPU must move the character from the keyboard to RAM. An
I/O address is a location in memory used by an auxiliary device to enter data into or
retrieve data from a computer.

The MAC address is burned onto each NIC by the manufacturer, providing a unique,
physical network address.

Ethernet Media and Connection Requirements

Distance and time dictate the type of Ethernet connections required. This section
describes the cable and connector specifications used to support Ethernet implementa-
tions.

The cable and connector specifications used to support Ethernet implementations are
derived from the EIA/TIA standards body. The categories of cabling defined for Ethernet
arederived fromthe EIA/TIA-568 (SP-2840) Commercial Building Telecommunications
Wiring Standards. EIA/TIA specifies an RJ-45 connector for unshielded twisted-pair
(UTP) cable.

The important difference to note is the media used for 10-Mbps Ethernet versus 100-
Mbps Fast Ethernet. In networks today, where you see a mix of 10- and 100-Mbps
requirements, you must be aware of the need to change over to UTP Category 5 to sup-
port Fast Ethernet.

Connection Media

Several types of connection media can be used in an Ethernet LAN implementation.
Figure 3-11 shows typical connection types.

The most common type of connection media is the RJ-45 connector and jack illustrated
in Figure 3-11. The letters RJ stand for registered jack, and the number “45” refers to a
specific physical connector that has eight conductors.



56 Interconnecting Cisco Network Devices, Part 1 (ICND1) Foundation Learning Guide

2E
w w1 O

0

ISO 8877 (RJ-45)

connectors and jacks

are slightly larger than O O

RJ-11 phone
connectors and jacks.

= 7

STP

nCI A emerver: A

U

==

aca

AUI connectors

are DB-15. Qw

H

a U ‘

acaca

EN
o2&

1AA@AAA eervero A A@AC@AdAd

Fiber Connector Port

Lr

)

O

/

o
$
&

&
N

SO

10/1000 MbEs FAST ETHERNET SWITCHING MODULE

Figure 3-11 Connection Types

H5796

O1LO

T Rx

A Gigabit Interface Converter (GBIC), shown in Figure 3-12, is a hot-swappable I/O
device that plugs into a Gigabit Ethernet port. A key benefit of using a GBIC is that it is
interchangeable, allowing you the flexibility to deploy other 1000BASE-X technology
without having to change the physical interface or model on the router or switch. GBICs
support UTP (copper) and fiber-optic media for Gigabit Ethernet transmission.

RJ-45

Connector

Plastic Tab

Figure 3-12 1000BASE-T GBIC

Typically, GBICs are used in the LAN for uplinks and are normally used for the back-
bone. GBICs are also seen in remote networks.

The fiber-optic GBIC, shown in Figure 3-13, is a transceiver that converts serial electric
currents to optical signals and converts optical signals to digital electric currents.
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Figure 3-13 Fiber GBIC
Optical GBICs include these types:
Q Short wavelength (1000BASE-SX)
Q Long wavelength/long haul (1000BASE-LX/LH)
Q Extended distance (LOOOBASE-ZX)

Unshielded Twisted-Pair Cable

Twisted-pair is a copper wire—based cable that can be either shielded or unshielded. UTP
cable is frequently used in LANSs. Figure 3-14 shows an example of a UTP cable.

Twisted-Pair

Outer Jacket \

i %

“
A /
‘\ \ \’ Color-Coded
Plastic
\.’.‘ Insulation

|\

RJ-45 Connector ——> %

UTP cable is a four-pair wire. Each of the eight individual copper wires in UTP cable is
covered by an insulating material. In addition, the wires in each pair are twisted around
each other. The advantage of UTP cable is its ability to cancel interference, because the
twisted wire pairs limit signal degradation from electromagnetic interference (EMI) and

Figure 3-14 UTP Cable
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radio frequency interference (RFI). To further reduce crosstalk between the pairs in UTP
cable, the number of twists in the wire pairs varies. Both UTP and shielded twisted-pair
(STP) cable must follow precise specifications regarding how many twists or braids are
permitted per meter.

UTP cable is used in a variety of types of networks. When used as a network medium,
UTP cable has four pairs of either 22- or 24-gauge copper wire. UTP used as a network
medium has an impedance of 100 ohms, differentiating it from other types of twisted-
pair wiring, such as that used for telephone wiring. Because UTP cable has an external
diameter of approximately 0.43 cm, or 0.17 inches, its small size can be advantageous
during installation. Also, because UTP can be used with most major network architec-
tures, it continues to grow in popularity.

Here are the categories of UTP cable:

Q Category 1: Used for telephone communications; not suitable for transmitting data
Q Category 2: Capable of transmitting data at speeds of up to 4 Mbps

Q Category 3: Used in 10BASE-T networks; can transmit data at speeds up to 10
Mbps

Q Category 4: Used in Token Ring networks; can transmit data at speeds up to 16
Mbps

Q Category 5: Capable of transmitting data at speeds up to 100 Mbps
Q Category 5e: Used in networks running at speeds up to 1000 Mbps (1 Gbps)

Q Category 6: Consists of four pairs of 24-gauge copper wires, which can transmit
data at speeds of up to 1000 Mbps

Q Category 6a: Used in networks running at speeds up to 10 Gbps

The most commonly used categories in LAN environments today are Categories 1 (used
primarily for telephony), 5, 5e, and 6.

UTP Implementation

For a UTP implementation in a LAN, you must determine the EIA/TIA type of cable
needed and also whether to use a straight-through or crossover cable. This topic
describes the characteristics and uses of straight-through and crossover cables, as well as
the types of connectors used when UTP is implemented ina LAN. Figure 3-15 shows an
RJ-45 connector.
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Figure 3-15 RJ-45 Connector

If you look at the RJ-45 transparent-end connector, you can see eight colored wires,
twisted into four pairs. Four of the wires (two pairs) carry the positive or true voltage
and are considered “tip” (T1 through T4); the other four wires carry the inverse of false
voltage grounded and are called “ring” (R1 through R4). Tip and ring are terms that
originated in the early days of the telephone. Today, these terms refer to the positive and
negative wires in a pair. The wires in the first pair in a cable or a connector are designated
as T1 and R1, the second pair as T2 and R2, and so on.

The RJ-45 plug is the male component, crimped at the end of the cable. As you look at
the male connector from the front, the pin locations are numbered from 8 on the left to 1
on the right.

The jack is the female component in a network device, wall, cubicle partition outlet, or
patch panel.

In addition to identifying the correct EIA/TIA category of cable to use for a connecting
device (depending on which standard is being used by the jack on the network device),
you need to determine which of the following to use:

Q Astraight-through cable (either T568A or T568B at each end)
Q A crossover cable (T568A at one end; T568B at the other)

In Figure 3-16, the RJ-45 connectors on both ends of the cable show all the wires in the same
order. If the two RJ-45 ends of a cable are held side by side in the same orientation, the colored
wires (or strips or pins) can be seen at each connector end. If the order of the colored wires is
the same at each end, the cable type is straight-through.
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Cable 10BASE-T/ Straight-Through Cable
100BASE-TX Straight-Through

- 8B - l

Hub/Switch Server/Router 1 8
Pin Label Pin Label 1 8 1 8
1 TX+ «<—> 1 TX+
2 TX— <—> 2 TX-
3 RX+«<—> 3 RX+
4 NC 4 NC wgwbwow br wowbwgw br
5 NC 5 NC g o b br o g b br
6 RX—-<«<—> 6 RX- Wires on cable ends
7 NC 7 NC are in same order.
8 NC 8 NC

Figure 3-16 Straight-Through Cable

With crossover cables, the RJ-45 connectors on both ends show that some of the wires
on one side of the cable are crossed to a different pin on the other side of the cable.
Specifically, for Ethernet, pin 1 at one RJ-45 end should be connected to pin 3 at the
other end. Pin 2 at one end should be connected to pin 6 at the other end, as shown in
the Figure 3-17.

Cable 10BASE-T/ Crossover Cable
100BASE-TX Crossover

- BB l

Hub/Switch Server/Router 1 8
Pin Label Pin Label 1 8 1 8

1 TX+ 1 TX+
2 TX- 2 TX-
3 RX+ 3 RX+
4 NC 4 NC wgwbwow br wowbwgw br
5 NC 5 NC g o b br o g b br
6 RX- 6 RX- Some wires on cable ends are crossed.
7 NC 7 NC
8 NC 8 NC

Figure 3-17 Crossover Cable
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Figure 3-18 shows the guidelines for choosing which type of cable to use when intercon-
necting Cisco devices. In addition to verifying the category specification on the cable,
you must determine when to use a straight-through or crossover cable.

Use straight-through cables for the following cabling:

Q Switch to router
Q Switch to PC or server

Q Hub to PC or server
Use crossover cables for the following cabling:

Switch to switch
Switch to hub
Hub to hub

Q

Q

Q

Q Router to router
Q Router Ethernet port to PC NIC
Q

PCtoPC

Straight-Through Cable Crossover Cable

& & &
C

<>
& O &y &
<>

A —

O
E]|<_>E]|

Figure 3-18 When to Use a Straight-Through Cable Versus a Crossover Cable
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Auto-MDIX

After reading the previous section, you might be concerned about when you are cabling
your network, you might make a critical mistake! Imagine, just one wrong type of cable,
and your entire LAN might fail to access key resources. Fortunately, there is great news
because of a new technology called Auto-MDIX. Auto-MDIX stands for automatic
medium-dependent interface crossover, a feature that lets the interface automatically dis-
cover whether the wrong cable is installed. A switch that supports the Auto-MDIX feature
detects the wrong cable and causes the switch to swap the pair it uses for transmitting and
receiving. This solves the cabling problem, and the switch is able to communicate just fine
regardless of the fact that you connected the “wrong” cable. Obviously, this new technol-
ogy is very desirable and is making its way to more and more Cisco devices all the time.

Optical Fiber

An optical fiber is a flexible, transparent fiber that is made of very pure glass (silica) and
is not much bigger in diameter than a human hair. It acts as a waveguide, or “light pipe,”
to transmit light between the two ends of the fiber. Optical fibers are widely used in
fiber-optic communications, which permit transmission over longer distances and at high-
er bandwidths (data rates) than other forms of communication. Fibers are used instead of
metal wires because signals travel along them with less loss and with immunity to electro-
magnetic interference. Figure 3-19 shows an example of optical fiber.

Optical Fiber (Single Mode)
Optical Fiber

125|250

Cladding

Buffer (or Coating)

Dimensions are in pm(10°® meters)

Figure 3-19 Optical Fiber

The two fundamental components that allow a fiber to confine light are the core and the
cladding. Most of the light travels from the beginning to the end inside the core. The
cladding around the core provides confinement. The diameters of the core and cladding
are shown in this illustration, but the core diameter can vary for different fiber types. In
this case, the core diameter of 9 um is very small—the diameter of a human hair is about
50 um. The outer diameter of the cladding is a standard size of 125 um. Standardizing the
size means that component manufacturers can make connectors for all fiber-optic cables.
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The third element in this picture is the buffer (coating), which has nothing to do with the
confinement of the light in the fiber. Its purpose is to protect the glass from scratches and
moisture. The fiber-optic cable can be easily scratched and broken, like a glass pane. If
the fiber is scratched, the scratch could propagate and break the fiber. Another important
aspect is the need to keep the fiber dry.

The most significant difference between single-mode fiber (SMF) and multimode fiber
(MMF) is in the ability of the fiber to send light for a long distance at high bit rates. In
general, MMF is used for shorter distances at a lower bit rate than SMF. For long-distance
communications, SMF is preferred. There are many variations of fiber for both MMF and
SMF. Figure 3-20 shows the two fiber types.

Multimode Fiber (MMF) Single-Mode Fiber (SMF)

N2

Cladding n, Cladding

Ny

ore ny Core

Figure 3-20 Fiber-Optic Types

The most significant physical difference is in the size of the core. The glass in the two
fibers is the same, and the index of refraction change is similar. The core diameter can
make a major difference. The diameter of the fiber cladding is universal for matching fiber
ends.

The effect of having different-size cores in fiber is that the two fiber types will support
different ways for the light to get through the fiber. The left image illustrates MMF.
MMF supports multiple ways for the light from one source to travel through the fiber
(the source of the designation “multimode™). Each path can be thought of as a mode.

For SMF, the possible ways for light to get through the fiber have been reduced to one, a
“single mode.” It is not exactly one, but that is a useful approximation. Table 3-1 summa-
rizes the characteristics of MMF and SMF.

Table 3-1 Summarizing MMF and SMF Characteristics

MMF Characteristics SMF Characteristics

LED transmitter usually used Larger transmitter usually used
Lower bandwidth and speed Higher bandwidth and speed
Shorter distances Longer distances

Less expensive More expensive
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An optical fiber connector terminates the end of an optical fiber. A variety of optical
fiber connectors are available. The main differences among the types of connectors are
dimensions and methods of mechanical coupling. Generally, organizations standardize

on one kind of connector, depending on the equipment that they commonly use, or they
standardize per type of fiber (one for MMF, one for SMF). Taking into account all the
generations of connectors, about 70 connector types are in use today. Figure 3-21 shows
some common connector types.

SMA Biconic ST SC FC D4 LC

Figure 3-21 Common Fiber-Optic Connector Types

There are three types of connectors:

Q Threaded
Q Bayonet
Q Push-pull

These materials are used for connectors:

Q Metal

Q Plastic sleeve
Most common connectors are classified as these types:

Q ST: Typical for patch panels (for their durability)
Q FC: Typical used by service providers for patch panels
Q SC: Typical for enterprise equipment

Q LC: Typical for enterprise equipment, commonly used on Small Form-Factor
Pluggable (SFP) modules

In data communications and telecommunications applications today, small-form-factor
connectors (for example, LCs) are replacing the traditional connectors (for example, SCs),
mainly to pack more connectors on the faceplate and thus reduce system footprints.
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Chapter Summary

LANSs are a critical component in computer networks today. While these structures come
in many different sizes, they are always used to carry data at speeds as fast as possible
over short geographic distances.

Ethernet is the most common type of LAN used today. Standards unique to Ethernet spec-
ify Ethernet LAN cabling and signaling at both the physical and data link layers of the OSI
reference model. Bits that are transmitted over an Ethernet LAN are organized into frames.
Ethernet LANs manage the signals on a network using a process called CSMA/CD.

A NIC or LAN adapter plugs into a motherboard and provides an interface for connecting
to the network. The MAC address is burned onto each NIC by the manufacturer, providing
a unique, physical network address that permits the device to participate in the network.

The cable and connector specifications used to support Ethernet implementations are
derived from the EIA/TIA standards body. The categories of cabling defined for Ethernet
arederived fromthe EIA/TIA-568 (SP2840) Commercial Building Telecommunications
Wiring Standards. Several connection media are used for Ethernet, with RJ-45 and GBIC
being the most common.

A GBIC is a hot-swappable I/O device that plugs into a Gigabit Ethernet port on a net-
work device to provide a physical interface.

UTP cable is a four-pair wire. Each of the eight individual copper wires in UTP cable

is covered by an insulating material, and the wires in each pair are twisted around each
other. A crossover cable connects between similar devices like router to router, PC to PC,
or switch to switch. A straight-through cable connects between dissimilar devices like
switch to router or PC to switch.

This chapter also examined fiber-optic media. Optical fiber is a flexible, transparent fiber
that is made of very pure glass (silica) and is not much bigger than a human hair. It acts as
a waveguide, or “light pipe,” to transmit light between the two ends of the fiber. Optical
fibers are widely used in fiber-optic communications, which permit transmission over lon-
ger distances and at higher bandwidths (data rates) than other forms of communication.

Additional Resources
Q Gigabit Ethernet, Wikipedia: http:/fen.wikipedia.org/wiki/Gigabit_Ethernet
Q How Fiber Optics Work, How Stuff Works: http://computer.howstuffworks.com/ fiber-
optic.htm

Review Questions

Use the questions here to review what you learned in this chapter. The correct answers
and solutions are found in Appendix A, “Answers to Chapter Review Questions.”


http://en.wikipedia.org/wiki/Gigabit_Ethernet
http://computer.howstuffworks.com/fiber-optic.htm
http://computer.howstuffworks.com/fiber-optic.htm
http://computer.howstuffworks.com/fiber-optic.htm
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1. What organization is responsible for Ethernet standards?
a. ISO

b. IEEE

c. EIA

d. IEC

2. What are the characteristics of Ethernet 802.3? (Choose three.)

. Based on the CSMA/CD process

. Is a standard that has been replaced by Ethernet I1

. Specifies the physical layer (Layer 1)

. Developed in the mid-1970s

. Specifies the MAC portion of the data link layer (Layer 2)
Also referred to as thick Ethernet

-~ 0o Q O T 9

3. Which statement about an Ethernet address is accurate?
a. The address used in an Ethernet LAN directs data to the proper receiving location.
b. The source address is the 4-byte hexadecimal address of the NIC on the com-
puter that is generating the data packet.
c. The destination address is the 8-byte hexadecimal address of the NIC on the
LAN to which a data packet is being sent.

d. Both the destination and source addresses consist of a 6-byte hexadecimal number.

4. Which statement about MAC addresses is accurate?

a. A MAC address is a number in hexadecimal format that is physically located on
the NIC.

b. A MAC address is represented by binary digits that are organized in pairs.

c. Itis not necessary for a device to have a unique MAC address to participate in the
network.

d. The MAC address can never be changed.

5. Which statement about NICs is accurate?
a. The NIC plugs into a USB port and provides a port for connecting to the network.

b. The NIC communicates with the network through a serial connection and com-
municates with the computer through a parallel connection.

c. The NIC communicates with the network through a parallel connection and com-
municates with the computer through a serial connection.

d. ANIC isalso referred to as a switch adapter.
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6. Which minimum category of UTP is required for Ethernet L000BASE-T?
a. Category 3

. Category 4

b
c. Category 5
d

. Category 5e

7. Match the UTP categories to the environments in which they are most commonly used.

9.

a.

1. Category 1
2. Category 2
3. Category 3
4. Category 4
5. Category 5
6. Category 5e
7. Category 6
8. Category 6e

Capable of transmitting data at speeds up to 100 Mbps

b. Used in networks running at speeds up to 1000 Mbps (1 Gbps)

(9]
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. Consists of four pairs of 24-gauge copper wires, which can transmit data at
speeds up to 1000 Mbps

. Used for telephone communications; not suitable for transmitting data

. Used in Token Ring networks; can transmit data at speeds up to 16 Mbps
Capable of transmitting data at speeds up to 4 Mbps

. Used in 10BASE-T networks; can transmit data at speeds up to 10 Mbps

. Used in networks running at speeds up to 10 Gbps

Which type of UTP cable would you use to connect a router to a PC to have the

d
a

b
c
d

evices pass user data?

. Straight-through

. Crossover

. Rollover

. None of these options are correct.

Which type of UTP cable would you use to connect a switch to another switch?

a

b
c
d

. Straight-through

. Crossover

. Rollover

. None of these options are correct.
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10. What type of optical fiber provides higher speeds and bandwidths?
a. MMF
b. SMF
c. MNF
d. GMF

Production Network Simulation Question 3-1

Your colleague has come to you desperate for help. He needs to know what type of
Ethernet cable he needs to use in each of these segments he is responsible for:

1. The PC to the switch

2. The switch to another switch

3. The switch to a router

4. The router to another router

None of these devices support the Auto-MDIX feature, so provide him with the correct
cable type for each instance.
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Operating Cisco I0OS Software

This chapter includes the following sections:
Q Chapter Objectives
Q Cisco IOS Software Features and Functions
Q Cisco IOS CLI Functions
Q Configuring Network Devices
Q External Configuration Sources
Q Entering the EXEC Modes
Q Helpinthe CLI
Q Managing Cisco 10S Configuration
Q Improving the User Experience in the CLI
Q Chapter Summary
Q Additional Resources
Q Review Questions

Q Production Network Simulation Question 4-1

What good would your computer be without any software installed within it? It would
be a very complex and expensive paperweight! Just as your computer runs software such
as an OS (operating system), so does your Cisco router and switches. Cisco 10S Software
is a feature-rich network system software that provides network intelligence to meet
most of today’s networking demands. This chapter describes Cisco 10S Software and the
basic Cisco IOS command-line interface (CLI) functions and operations. The chapter also
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describes how to navigate the Cisco 10S CLI configuration modes, how to use embedded
keyboard help, how to manage configurations, and how to use additional Cisco 10S
features to improve the user experience in the CLI. For those readers who are tired of all
the theory in computer networking that we have dealt with thus far, this chapter is for
you!

Chapter Objectives

Upon completing this chapter, you will be able to describe the features and functionality
of Cisco 10S Software. You will also be able to navigate the CLI and take advantage of
many features designed to improve your user experience. These abilities include meeting
these objectives:

List the features and functions of Cisco 10S Software
Define the functions and use of the Cisco 10S CLI
Describe the user EXEC mode

Describe privileged EXEC mode

Enter EXEC mode

Explain the role of CLI error messages

Describe how to manage Cisco IOS configurations

o o o o o0 o O O

Describe how to improve the user experience in the Cisco I0S CLI

Cisco 10S Software Features and Functions

Like a computer, a switch or router cannot function without an operating system.
Without an operating system, the hardware does not have any capabilities. Cisco 10S
Software is the system software in Cisco devices. It is the core technology that extends
across most of the Cisco product lines. Cisco I0S Software is used for most Cisco devic-
es, regardless of the size and type of the device. It is used for routers, LAN switches,
small wireless access points, large routers with numerous interfaces, and many other
devices.

Note Cisco also makes additional versions of the 10S for enterprise- and Internet
service provider (ISP)—grade equipment. Also, Cisco has created a Next Generation
Operating System (NX-OS) for its storage-area network (SAN) and data center (DC)
equipment. While these operating systems are not covered at the CCENT level, |
certainly want you to be aware of them.



Chapter 4: Operating Cisco I0S Software 71

The Cisco 10S Software operational details vary on different internetworking devices,
depending on the purpose and feature set on the device.

The services that are provided by Cisco I0S Software are generally accessed using the
CLI. The CLI is accessed through a console connection, a modem connection, or a Telnet
or Secure Shell (SSH) session. Regardless of which connection method is used, access to
the Cisco I0S CLI is generally referred to as an EXEC session. The look and feel of the
CLI is similar among different device types, although features that are accessible through
the CLI vary, based on the version of Cisco 10S Software and the type of device.

While features will vary, Cisco 10S Software typically enables the following network ser-
vices in Cisco products:

Q Features to carry the chosen network protocols and functions

Q Connectivity that enables high-speed traffic between devices

Q Security controls that monitor access and prohibit unauthorized network use
Q Scalability that adds interfaces and capability as needed for network growth

Q Reliability that ensures dependable access to networked resources

Cisco IOS CLI Functions

Cisco I0S Software uses a CLI through the console as its traditional environment to enter
commands. Cisco I0S Software is designed as a modal operating system. The term modal
describes a system where there are various modes of operation, each having its own
domain of operation. The CLI uses a hierarchical structure for the modes.

To enter commands into the CLI, type or copy and paste the entries within one of the
several console command modes. Each command mode is indicated with a distinctive
prompt. The term prompt is used because the system is prompting you to make an entry.
By default, every prompt begins with the device name. Following the name, the remain-
der of the prompt indicates the mode. As commands are used and modes are changed,
the prompt changes to reflect the current context. Pressing the Enter key instructs the
device to parse and execute the command.

The typical interface to a Cisco 10S device is through a console connection or a Telnet
connection to the CLI. Figure 4-1 shows an administrator configuring a router and switch
through a console connection. The type of cable used to connect the administrator’s PC
to the console port of the Cisco device is called a rollover cable.
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Figure 4-1 Administrator Connecting to the CLI

As a security feature, Cisco I0S Software separates EXEC sessions into two access levels:

Q User EXEC: Allows a person to access only a limited number of basic monitoring
commands.

Q Privileged EXEC: Allows a person to access all device commands, such as those
used for configuration and management, and can be password protected to allow
only authorized users to access the device.

Note Cisco actually creates 16 security levels for you on its devices, but it only
populates the two listed above by default. These 16 levels are numbered 0 through 15.
Level 1is user EXEC and level 15 is Privileged EXEC. The other security levels can be
used by administrators to enact what is called Role-Based Access Control (RBAC). This
permits many different levels of administrative control over the device.

Configuring Network Devices

The Cisco I0OS CLI is used to communicate the configuration details that implement the
network requirements of an organization. This topic describes the initial steps for starting
and configuring a Cisco network device.

When a Cisco 10S device is started for the first time, its initial configuration with default
settings is sufficient for it to operate at Layer 2. When a Cisco router is started for the
first time, however, the device does not have sufficient information in its initial configu-
ration to operate at Layer 3, because the device management requires IP address infor-
mation on its router interfaces, at a minimum. However, when an “unconfigured” Cisco
device starts for the first time, with no “startup configuration” settings, the 10S will
prompt you for basic configuration information using an interactive dialog mode called
setup mode.
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This basic configuration sets up the device with the following information:

Q Protocol addressing and parameter settings, such as configuring the 1P address and
subnet mask on an interface

Q Options for administration and management, such as setting up passwords

Changes to these minimal or default configurations to meet particular network require-
ments constitute many of the tasks of a network administrator. Figure 4-2 shows the
basic startup steps for a Cisco router or switch.

1. Find and check device hardware.
2. Find and load Cisco I0S software image.
3. Find and apply device configurations.

== =

Figure 4-2 Switch and Router Startup Steps

When a Cisco device starts up, the following three main operations are performed on the
networking device:

1. The device performs hardware-checking routines. A term often used to describe this
initial set of routines is power-on self-test (POST).

2. After the hardware has been shown to be in good working order, the device per-
forms system startup routines. These initiate the switch or device operating system
I0Ssoftware.

3. After the operating system is loaded, the device tries to find and apply software
configuration settings (later to be stored in the startup config file) that establish the
details needed for network operation.

Typically, a sequence of fallback routines provides software startup alternatives, if needed.

External Configuration Sources

A Cisco device can be configured from sources that are external to the device. Figure 4-3
illustrates just some of the sources from which a Cisco device can obtain configuration
settings.
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Figure 4-3 Sourcesfor Router Configurations

You can access a device directly or from a remote location without being physically con-
nected to the device. You can connect directly by using a console cable connection to the
console (CON) port, or you can connect from a remote location by dialing into a modem
connected to the auxiliary (AUX) port on the device. After a Cisco device is properly
configured, you can also make an over-the-network connection, through Telnet (to VTY
ports). In general, the console port is recommended for initial configuration because it
displays device startup messages, whereas the auxiliary port does not provide this infor-
mation. A Cisco 10S device can be configured through the following connections:

Q Console terminal: Upon initial installation, you can configure networking devices
from the console terminal, which is connected through the console port. You will
need the following items to configure a Cisco device from the console port:

Q RJ-45-t0—RJ-45 rollover cable

Q Personal computer (PC) or equivalent with “terminal” communications software
configured with the following settings:

Speed: 9600 bits per second

o]

Q Data bits: 8
Q Parity: None
Q Stop hit: 1
Q

Flow control: None
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Q Remote terminal: To support a remote device, a modem connection to the auxiliary
port of the device allows a remote device to be configured from a remote terminal.
However, the auxiliary port of the device must first be configured for communica-
tion with the external modem. You need the following items to connect remotely to
the auxiliary port on a Cisco device:

Q Straight-through serial cable
Q 14.4-kilobits-per-second (kbps) modem
Q PC orequivalent with suitable communications software

After initial startup and after an initial basic configuration, you access and configure
the device in the following ways:

Q Establish a terminal (vty) session using Telnet.

Q Configure the device through the current connection, or download a previously
written startup config file from a Trivial File Transfer Protocol (TFTP) server on the
network.

Q Download a configuration file using a network management software application
such as Cisco Prime.

Note Not all network devices have all the ports shown in Figure 4-3. For example,
some Cisco small office/home office (SOHO) devices do not have an auxiliary port.

Entering the EXEC Modes

As described earlier in this chapter, Cisco 10S Software supports two EXEC command
modes: user EXEC mode and privileged EXEC mode. The following procedure outlines
how to enable and enter the different EXEC modes on a Cisco switch or device:

1. Log into the device initially with a username and password (if login is configured
for CON, AUX, or VTY connections). This brings the device to a user EXEC mode
prompt. A prompt displays to signify the user EXEC mode. The right-facing arrow
(>) in the prompt indicates that the device or switch is at the user EXEC level. Enter
exit to close the session from the user EXEC mode.

2. Enter the ? command at the user EXEC-level prompt to display command options
available in the user EXEC mode. The ? command in privileged EXEC mode reveals
many more command options than it does at the user EXEC level. This feature is
referred to as context-sensitive help.

User EXEC mode does not contain any commands that might control the operation of
the device or switch. For example, user EXEC mode does not allow reloading or config-
uring of the device or switch.
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Critical commands, such as configuration and management, require you to be in privi-
leged EXEC (enable) mode.

To change to privileged EXEC mode from user EXEC mode, enter the enable command
at the hostname> prompt. If an enable password or an enable secret password is config-
ured, the switch or device will then prompt you for the required password.

Note If both an enable password and a secret password are set, the secret password is
the one that is required.

When the correct enable password is entered, the switch or device prompt changes from
hostname> to hostname#, indicating that the user is now at the privileged EXEC mode
level. Entering the ? command at the privileged EXEC level will reveal many more com-
mand options than those available at the user EXEC mode level.

To return to the user EXEC level, enter the disable command at the hostname# prompt.

Example 4-1 demonstrates the commands and router prompts described here.

Example 4-1 Using the CLI of the Cisco Router

Rl conO is now available

Press RETURN to get started.

R1> exit

Rl conO is now available

Press RETURN to get started.

R1> ?

Exec commands:

access-enable Create a temporary Access-List entry
access-profile Apply user-profile to interface
clear Reset functions

connect Open a terminal connection

crypto Encryption related commands.

disable Turn off privileged commands

<output omitted>
R1> enable
Password:

R1# ?

Exec commands:

access-enable Create a temporary Access-List entry




access-profile

access-template

archive

audio-prompt

auto

beep

bfe

calendar

call

call-home

cd

clear

clock

cns

configure
<output omitted>
R1# disable

R1>
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Apply user-profile to interface
Create a temporary Access-List entry
manage archive files

load ivr prompt

Exec level Automation

Blocks Extensible Exchange Protocol commands
For manual emergency modes setting
Manage the hardware calendar

Voice call

Call-Home commands

Change current directory

Reset functions

Manage the system clock

CNS agents

Enter configuration mode

Note For security reasons, a Cisco network device will not echo, or show on the
screen, the password that is entered. However, if a network device is configured over
a modem link, or if Telnet is used, the password is sent over the connection in plain
text. Telnet by itself does not offer a method to secure packets that contain passwords
or commands. Secure Shell (SSH) Protocol, which runs on most Cisco devices, allows
communication securely over insecure channels and provides strong authentication.
SSH can be seen in this context as an encrypted form of Telnet.

Help in the CLI

Cisco devices use Cisco I0S Software with extensive command-line input help facilities,
including context-sensitive help. This topic describes the CLI help that is available on

Cisco devices.

The Cisco I0S CLI on Cisco devices offers the following types of help:

Q Word help: Enter the character sequence of an incomplete command followed imme-
diately by a question mark. Do not include a space before the question mark. The
device will display a list of available commands that start with the characters that
you entered. For example, enter the sh? command to get a list of commands that
begin with the character sequence sh.
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Q Command syntax help: Enter the ? command to get command syntax help to see
how to complete a command. Enter a question mark in place of a keyword or argu-
ment. Include a space before the question mark. The network device will then dis-
play a list of available command options, with <cr> standing for carriage return. For
example, enter show ? to get a list of the various command options supported by the
show command.

Special Ctrl and Esc key sequences, the Tab key, the up-arrow and down-arrow keys, and
many others can reduce the need to reenter or type entire command strings. Cisco 10S
Software provides several commands, keys, and characters to recall or complete com-
mand entries from a command history buffer that keeps the last several commands that
you entered. These commands can be reused instead of reentered, if appropriate.

Console error messages help identify problems with an incorrect command entry. Error
messages that might be encountered while using the CLI are shown in Table 4-1.

Table 4-1 CLI Error Messages

Error Message Meaning How to Get Help

% Ambiguous You did not enter enough Reenter the command followed by a question
command: characters for your device to mark (?), without a space between the com-
“show con” recognize the command. mand and the question mark.

The possible keywords that you can enter
with the command are displayed.

Incomplete You did not enter all the key- Reenter the command followed by a question

command words or values required by ~ mark (?), with a space between the command
this command. and the question mark.

Invalid input You entered the command Enter a question mark (?) to display all the

detected at “*’ incorrectly. The caret () commands or parameters that are available.

marker marks the point of the error.

The command history buffer stores the commands that have been most recently entered.
To see these commands, enter the Cisco 10S show history command.

You can use context-sensitive help to determine the syntax of a particular command. For
example, if the device clock needs to be set but the clock command syntax is not known,
the context-sensitive help provides a means to check the syntax for setting the clock.

If the word clock is entered but misspelled, the system performs a symbolic translation of
the misspelled command as parsed by Cisco 10S Software. If no CLI command matches
the string input, an error message is returned. If there is no Cisco IOS command that
begins with the misspelled letters, by default, the device will interpret the misspelled
command as a host name and attempt to resolve the host name to an IP address, and then
try to telnet to that host.
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Context-sensitive help will supply the entire command, even if you enter just the first
part of the command, such as cl?.

If you enter the clock command but an error message indicating that the command is
incomplete is displayed, enter the question mark command (?) (preceded by a space) to
determine what arguments are required for completing the command sequence. In the
clock ? example, the help output shows that the keyword set is required after clock.

If you now enter the clock set command and then press Enter, but another error message
displays indicating that the command is still incomplete, press Ctrl-P (or the up-arrow
key) to repeat the command entry. Then, add a space and enter the question mark com-
mand (?) to display a list of command arguments that are available at that point in the CLI
for the given command.

After the last command recall, the administrator can use the question mark command (?)
to reveal the additional arguments, which involve entering the current time using hours,
minutes, and seconds.

After entering the current time, if you still see the Cisco 10S Software error message
indicating that the command entered is incomplete, recall the command, add a space, and
enter the question mark (?) to display a list of command arguments that are available at
that point for the given command. In the example, enter the day, month, and year using
the correct syntax, and then press Enter to execute the command.

Syntax checking uses the caret symbol (*) as an error-location indicator. The caret sym-
bol appears at the point in the command string where an incorrect command, keyword,
or argument has been entered. The error-location indicator and interactive help system
provide a way to easily find and correct syntax errors. In the clock example, the caret
symbol (*) indicates that the month was entered incorrectly. The parser is expecting the
month to be spelled out.

Enhanced Editing Commands

The Cisco I0S CLI includes an enhanced editing mode that provides a set of editing key
functions. Although the enhanced line-editing mode is automatically enabled, you can
disable it. You should disable enhanced line editing if there are scripts that do not interact
well when enhanced line editing is enabled. Use the terminal editing EXEC command to
turn on advanced line-editing features and the terminal no editing EXEC command to
disable advanced line-editing features.

Most commands are “undone,” or turned off, by reentering the command with the word
no in front of it. The terminal commands are one of the odd exceptions to the “no” rule.
Notice that terminal editing is turned off by entering terminal no editing (instead of “no
terminal editing”).

One of the advanced line-editing features is to provide horizontal scrolling for commands
that extend beyond a single line on the screen. When the cursor reaches the right margin,
the command line shifts ten spaces to the left. The first ten characters of the line can no lon-
ger be seen, but you can scroll back to check the syntax at the beginning of the command.
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The command entry extends beyond one line, and you can only see the end of the com-

mandstring:

SwitchX> $ value for customers, employees, and partners.

The dollar sign ($) indicates that the line has been scrolled to the left. To scroll back,
press Ctrl-B or the left-arrow key repeatedly until you are at the beginning of the com-
mand entry. You can also press Ctrl-A to return directly to the beginning of the line.

The key sequences are shortcuts or hot keys provided by the CLI. Use these key sequenc-
es to move the cursor around on the command line for corrections or changes. Table 4-2
describes each of the shortcuts.

Table 4-2 Command-Line Editing Keys

Command-Line Editing Key Description

Sequence

Ctrl-A Moves the cursor to the beginning of the command line

Ctrl-E Moves the cursor to the end of the command line

Esc-B Moves the cursor back one word

Esc-F Moves the cursor forward one word

Ctrl-B Moves the cursor back one character

Ctrl-F Moves the cursor forward one character

Ctrl-D Deletes a single character to the left of the cursor

Backspace Removes one character to the left of the cursor

Ctrl-R Redisplays the current command line

Ctrl-U Erases a line

Ctrl-W Erases a word to the left of the cursor

Ctrl-z Ends configuration mode and returns directly to the privi-
leged EXEC mode hostname# prompt

Tab Completes a partially entered command if enough characters

have been entered to make it unambiguous

Note The Esc key is not functional on all terminals.
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Command History

The Cisco CLI provides a history or record of commands that have been entered. This
feature, called the command history buffer, is particularly useful in helping recall long
or complex commands or entries.

With the command history feature, you can complete the following tasks:

Q Display the contents of the command buffer.
Q Set the command history buffer size.

Q Recall previously entered commands stored in the history buffer. There is a buffer for
the EXEC mode and another buffer for the configuration mode.

By default, command history is enabled, and the system records the last ten command
lines in its history buffer.

To change the number of command lines that the system will record and recall during the
current terminal session only, use the terminal history command at the user EXEC mode
prompt.

To recall commands in the history buffer beginning with the most recent command, press
Ctrl-P or the up-arrow key. Repeat the key sequence to recall successively older com-
mands.

To return to more recent commands in the history buffer, after recalling older commands
by pressing Ctrl-P or the up-arrow key, press Ctrl-N or the down-arrow key. Repeat the
key sequence to recall successively more recent commands.

On most computers, there are additional select and copy facilities available. You can copy
a previous command string, paste or insert it as the current command entry, and then
press Enter.

Managing Cisco IOS Configuration

A Cisco router has the following four primary types of memory:

Q RAM: Stores routing tables and the fast-switching cache. RAM holds the current
running configuration file, the currently loaded 10S, and so on.

Q@ NVRAM: Used for writable permanent storage of the startup configuration settings.

Q Flash: Provides permanent storage of the Cisco 10S Software image file, backup
configurations, and any other files through memory cards.

Q ROM: Provides the POST routine and also provides a mini-l10OS that can be used for
troubleshooting and emergencies, such as when the stored 10S in flash is corrupted.
The mini-lOS provided by ROM can also be for password recovery.

ROM cannot be modified or copied to by device administrators.
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The show startup-config command displays the saved startup configuration settings
stored in NVRAM. The show running-config command displays the current configura-
tion settings currently running in RAM. Figure 4-4 shows the location of the running and
startup configuration files, along with where the setup utility copies the configuration.

RAM NVRAM
Configuration Configuration
y

- -
> Y
show ‘_" show
running-config — startup-config
Console
| Setup Utility |

Figure 4-4 Location of Configuration Files
The show running-config command displays the current running configuration in RAM.

When you issue the show running-config command on a router, you will initially see
“Building configuration....” This output indicates that the running configuration is being
built from the active configuration settings currently running and currently stored in RAM.

After the running configuration is built from RAM, the “Current configuration:” message
appears, indicating that this is the current running configuration that is currently running
in RAM.

The first line of the show startup-config command output indicates the amount of
NVRAM used to store the configuration. For example, “Using 1359 out of 32762 bytes”
indicates that the total size of the NVRAM is 32,762 bytes and the current configuration
stored in NVRAM takes up 1359 bytes.

You can copy configuration files from the router or switch to a file server using FTP, SCP,
HTTP, TFTP, and others. For example, you can copy configuration files to back up a cur-
rent configuration file to a server before changing its contents, thereby allowing the origi-
nal configuration file to be restored from the server. The protocol that is used depends on
which type of server is used.

You can copy configuration files from an external server to the running configuration in
RAM or to the startup configuration file in NVRAM of the router or switch for one of
the following reasons:

Q To restore a backed-up configuration file.

Q To use the configuration file for another router or switch. For example, you might
add another router or switch to the network and want it to have a configuration
similar to the original router or switch. By copying the file to the network server and
making the changes to reflect the configuration requirements of the new router or
switch, you can save time.
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Q To load the same configuration commands onto all the routers or switches in the net-
work so that all the routers or switches have similar configurations.

In addition to using the setup utility or the CLI to load or create a configuration, there
are several other sources for configurations that you can use.

You can use the Cisco 10S copy command to move configurations from one component
or device to another. The syntax of the copy command requires that the first argument
indicate the source (where the configuration is to be copied from), followed by the des-
tination (where the configuration is to be copied to). For example, in the copy running-
config tftp: command, the running configuration in RAM is copied to a TFTP server.

Use the copy running-config startup-config command after a configuration change is
made in RAM and must be saved to the startup configuration file in NVRAM. Similarly,
copy the startup configuration file in NVRAM back into RAM with the copy startup-
config running-config command. Notice that you can abbreviate the commands.

Similar commands exist for copying between a TFTP server and either NVRAM or RAM.
Use the configure terminal command to interactively create configurations in RAM from
the console or remote terminal. Use the erase startup-config command to delete the
saved startup configuration file in NVRAM.

When a configuration is copied into RAM from any source, the configuration merges with
the existing configuration in RAM. New configuration parameters are added, and changes
to existing parameters overwrite the old parameters. Configuration commands that exist in
RAM for which there is no corresponding command in NVRAM remain unaffected.

Copying the running configuration from RAM into the startup configuration file in
NVRAM overwrites the startup configuration file in NVRAM.

After the commands to configure the router or switch have been entered, you must save
the running configuration to NVRAM with the copy running-config startup-config
command. If the configuration is not saved to NVRAM and the router or switch is
reloaded, the configuration will be lost and the router or switch will revert to the last con-
figuration saved in NVRAM.

You can use the TFTP servers to store configurations in a central place, allowing cen-
tralized management and updating. Regardless of the size of the network, there should
always be a copy of the current running configuration online as a backup.

The copy running-config tftp: command allows the current configuration to be uploaded
and saved to a TFTP server. The IP address or name of the TFTP server and the destina-
tion filename must be supplied. During the copying process, a series of exclamation
marks shows the progress of the upload.

The copy tftp: running-config command downloads a configuration file from the TFTP
server to the running configuration of the RAM. Again, the address or name of the TFTP
server and the source and destination filenames must be supplied. In this case, because
you are copying the file to the running configuration, the destination filename should be
running-config. This is a merge process, not an overwrite process.
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Figure 4-5 summarizes this important information.
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copy run tftp: copy start tftp:
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Figure 4-5 Managing Configuration Files

Improving the User Experience in the CLI

When you use show commands (for example, show running-config), Cisco I0S Software
automatically pauses its display of the output after a specified number of lines and dis-
plays “--More-- text. It then waits for user input to continue with the display. You must
press the spacebar to display a set of subsequent lines or press Enter to display a single
line.

You can use the terminal length command, followed by a number, to control the number
of lines that are displayed without pause. A value of 0 prevents the router from pausing
between screens of output. By default, the value is set to 24.

Another very useful feature that improves the user experience in the CLI is filtering of
show outputs. Using filtering, you can display only the parts of show outputs that you
are interested in. You can filter outputs by providing the pipe (|) character after a show
command, followed by a filtering parameter and a filtering expression.

Table 4-3 describes filtering parameters that are available for output filtering.

Table 4-3 show Command Output Modifiers

Parameter Description

begin Shows all the output lines from a certain point, starting with the line
that matches the filtering expression

exclude Excludes all output lines that match the filtering expression
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Parameter Description
include Includes all output lines that match the filtering expression
section Shows the entire section that starts with the filtering expression

Note You can use output filters in combination with any show command. The show
running-config command mentioned above is used for the sake of simplicity only.

Chapter Summary

Cisco I0S Software provides network services to Cisco products to perform various
internetworking functions. The Cisco 10S CLI uses a hierarchy of commands in its
command-mode structure. Two basic configuration modes are user EXEC and privileged
EXEC mode.

Context-sensitive help and console error messages are available in the Cisco 10S CLI to
help you configure Cisco devices. You can use hot keys and shortcuts, command history;,
and output filters to improve the CLI user experience.

Two general configurations that are used by Cisco routers and switches are the running
configuration and the startup configuration. The copy command allows saving and back-
ing up these important configuration files.

Additional Resources

Q Cisco 10S, Wikipedia: http://en.wikipedia.org/wiki/Cisco_lOS
Q Operating Cisco 10S Software Video, AJS Networking: http://ajsnetworking.com/ios

Review Questions

Use the questions here to review what you learned in this chapter. The correct answers
and solutions are found in Appendix A, “Answers to Chapter Review Questions.”

1. When a Cisco device starts up, which of the following does it run to check its hard-
ware?
a. Flash
b. RAM
c. POST
d. TFTP
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2. When a Catalyst switch or Cisco router starts up, what is the first operation per-
formed?

a. The device performs system startup routines.

b. The device performs hardware-checking routines.

c. The device attempts to locate other devices on the network.

d. The device tries to find and apply software configuration settings.

3. Upon initial installation of a Cisco switch or router, the network administrator typi-
cally configures the networking devices from a .

a. CD-ROM

b. TFTP server

c. Consoleterminal
d. Modem connection

4. If a network administrator is supporting a remote device, the preferred method is to
use a modem connection to the of the device for remote configuration.

a. LAN port

b. Uplink port
c. Console port
d. Auxiliary port

5. Which access level allows a person to access all router commands and can be pass-
word protected to allow only authorized individuals to access the router?

a. User EXEC level

b. Setup EXEC level

c. Enable EXEC level

d. Privileged EXEC level

6. How do you instruct a Cisco device to parse and execute an entered command?
a. Press the Send key.
b. Pressthe Enter key.
c. Add a space at the end of the command.
d. Wait 5 seconds after you enter a command.

7. Which CLI prompt indicates that you are working in privileged EXEC mode?
a. hostname#
b. hostname>
c. hostname-exec>
d. hostname-config
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8. Which command would you enter in privileged EXEC mode to list the command

options?

a. ?

b. init

c. help

d. login

9. What command do you use to save your
reboot of the device?
a. copy running-config startup-config
b. save

c. backup

d. copy startup-config running-config

10. W
a. show run|eigrp

b. show eigrp all

c. show run | section eigrp

d. show run | begin router eigrp 100

Production Network Simulati

configuration so that it can persist after a

hat command can you run to see all the configuration of EIGRP on the device?

on Question4-1

Your peer has the following configuration in RAM on Router CO1:

hostname COl1

!

interface fastethernet0/0

ip address 10.10.10.1 255.255.255.0
no shutdown

!

interface fastethernet0/1

shutdown

!

interface serial0/0

ip address 192.168.1.1 255.255.255.0

no shutdown

He is going to perform the command copy tftp

: running-config.

87



88 Interconnecting Cisco Network Devices, Part 1 (ICND1) Foundation Learning Guide

The configuration he is copying from the TFTP server is as follows:

hostname BOl1

!

interface fastethernet0/1

ip address 172.16.1.101 255.255.255.0

no shutdown

What is the configuration in RAM that results?
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Switch Technologies

This chapter includes the following sections:
Q Chapter Objectives
Q The Need for Switches
Q Switch Characteristics
Q Starting and Configuring a Switch
Q Switching Operation
Q Troubleshooting Common Switch Media Issues
Q Chapter Summary
Q Additional Resources
Q Review Questions

Q Production Network Simulation Question 5-1

For many years, hubs were used to connect multiple devices together in the local-area
network. These devices operated at Layer 1 and were called “bit spitters” by network
engineers. Sadly, these devices made no intelligent forwarding decisions. They simply
took in bits on a port and sent these bits out all other ports on the device. Obviously,
these devices led to collisions of frames on the network. To use the terminology you
will learn in this chapter, these devices created one large collision domain consisting

of many devices. A collision domain defines the devices that can experience a frame
collision, and with hubs placing many devices in such a domain, these devices would
help create frequent collisions. This chapter speaks to the next-generation replacement
technology for hubs, Cisco Catalyst switches. You will learn the basic characteristics of
these devices, find out how they function, configure their basic settings, and even learn
to troubleshoot the most common problems with these devices.
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Chapter Objectives

Upon completing this chapter, you will be able to describe modern switching technolo-
gies and configure basic parameters on a switch. These abilities include meeting these
objectives:

Describe the need for switches in modern networks
Define a collision domain versus a broadcast domain
Detail the characteristics of a modern switch
Explain the steps of a typical switch installation
Describe the function of common LEDs on switches
Connect to the console port of a switch

Apply a basic configuration to the switch

Explain the internal switching operations of a switch

o O o0 o O O O O o©

Troubleshoot common media and port issues with switches

The Need for Switches

As soon as we want to connect three or more local devices together, we need to use a
dedicated network device to enable communication between hosts.

In the earliest of networks, where network devices had few Ethernet segments, the end
host devices had to compete for the same bandwidth, with only one device being able to
transmit data at a time. The network segments that share the same bandwidth are known
as collision domains, because when two or more devices within that segment try to
communicate at the same time, collisions can occur.

Today, it is common to use switches as network devices operating at the data link layer
(Layer 2) of the Open Systems Interconnection (OSI) model to divide a network into seg-
ments and reduce the number of devices that are competing for bandwidth. Each new
segment results in a new collision domain. More bandwidth is available to the devices on
a segment, and collisions in the network are eliminated.

As shown in Figure 5-1, each switch port connects to a single PC or server. Each switch
port represents a unigue collision domain, while all ports on the switch represent a unique
broadcast domain.
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Figure 5-1 Switch Creating Multiple Collision Domains

Note The fancy term for placing a single device in its own collision domain with
switches is called microsegmentation of the network.

Ethernet switches selectively forward individual frames from a receiving port to the

port where the destination node is connected. This selective forwarding process can be
thought of as establishing a momentary point-to-point connection between the transmit-
ting and receiving nodes. The connection is made only long enough to forward a single
frame. During this instant, the two nodes have a full-bandwidth connection between
them and represent a logical point-to-point connection. This is also known as full-duplex
communication.

The switch builds and maintains a table, called a MAC table, which matches a destination
MAC address with the port that is used to connect to that destination. For each incom-
ing frame, the destination MAC address in the frame header is compared to the list of
addresses in the MAC table. Switches then use MAC addresses as they decide how to
forward frames.

Here are the steps used by a switch to process unicast frames on an Ethernet LAN:

1. When a unicast frame is received on a port, the switch compares the destination
MAC address to the MAC addresses contained in its tables.
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2. If the switch determines that the destination MAC address of the frame resides on
the same network segment as the source, it does not forward the frame. This process
is called filtering, and by performing this process, switches can significantly reduce
the amount of traffic going between network segments by eliminating the unneces-
sary frames.

3. If the switch determines that the destination MAC address of the frame is not in the
same network segment as the source, it forwards the frame to the appropriate seg-
ment.

4. If the switch does not have an entry for the destination address, it transmits the
frame out all ports except the port on which it received the frame. This process is
called flooding.

Note Itis critical that a CCENT/CCNA candidate understand this process thoroughly.
You should be able to describe filtering, forwarding, and flooding in detail.

SwitchCharacteristics

As you learned in the previous section, switches have become a fundamental part of most
networks. The introduction of full-duplex communications (having a connection that

can carry transmitted and received signals at the same time) has helped enable 1-Gbps
Ethernet and beyond.

Here are some important characteristics of switches:

High port density: Switches have high port densities: 24- and 48-port switches oper-
ate at speeds of 100 Mbps, 1 Gbps, and 10 Gbps. Large-enterprise switches can sup-
port hundreds of ports.

Large frame buffers: The ability to store more received frames before having to start
dropping them is useful, particularly when there might be congested ports to servers
or other parts of the network.

Port speed: Depending on the cost of a switch, it might be possible to support a
mixture of speeds. Ports of 100 Mbps are expected, but switches offering ports sup-
porting 1 or 10 Gbps are more common.

Fastinternal switching: Having fast internal switching allows many speeds: 100
Mbps, 1 Gbps, and 10 Gbps. The method that is used can be a fast internal bus or
shared memory, which affects the overall performance of the switch.

Low per-port cost: Switches provide high port density at a lower cost. For this rea-
son, LAN switches can accommodate network designs featuring fewer users per seg-
ment, therefore increasing the average available bandwidth per user.
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Starting and Configuring a Switch

Before you start a Cisco Catalyst switch, the physical installation must meet operational
conditions. After the switch is turned on and startup is complete, the initial software set-
tings can be configured. Verifying that the switch startup has been completed without
error is the first step in deploying a Catalyst switch. The switch must start successfully and
have a default configuration to operate on the network. This section presents an overview
of switch installation and describes how to verify the initial operation and configuration.

Switch Installation
Physical installation and startup of a Catalyst switch requires completion of these steps:

1. Before performing physical installation, verify the following: switch power require-
ments and switch operating environment condition requirements (operational tem-
perature and humidity).

2. Use the appropriate installation procedures for rack mounting, wall mounting, or
table or shelf mounting.

3. Before starting the switch, verify that network cable connections are secure.

4. Attach the power cable plug to the power supply socket of the switch. The switch
will start. Some Catalyst switches, including the Cisco Catalyst 2960 Series, do not
have Power buttons.

5. Observe the boot sequence: When the switch is on, the power-on self-test (POST)
begins. During POST, the switch LEDs blink while a series of tests determine that
the switch is functioning properly. The Cisco 10S Software output text is displayed
on the console.

When all startup procedures are finished, the switch is ready to configure.

Switch LED Indicators

The front panel of a switch has several lights, called LEDs, to help monitor system activi-
ty and performance. LED indicators provide only a quick view of the status of the switch.
For a more detailed view, Cisco IOS commands are used.

The front of the switch features these LEDs:

System LED: Indicates whether the system is receiving power and functioning correctly.
Remote Power Supply LED: Indicates whether the remote power supply is in use.

Port Mode LEDs: Indicate the current state of the Mode button, which is used to

switch between different modes. The modes are used to determine how the Port
Status LEDs are interpreted.

Port Status LEDs: Have different meanings, depending on the current value of the
Mode LED.

93



94 Interconnecting Cisco Network Devices, Part 1 (ICND1) Foundation Learning Guide

For more details about LED indicators and their functions, refer to the Cisco Switch
Hardware Installation Guide. It is recommended that you refer to the model-specific
documentation. The reference for the Catalyst 2960 switches can be found at www.cisco.
com/en/US/docs/switches/lan/catalyst2960/hardware/installation/guide/higover.html.

Figure 5-2 shows the LED locations on the Catalyst 2960 switch.

1 System LED
2 Redundant Power Supply LED

3-6 - Port Mode LEDs
7 Mode Button
8 Port Status LED
nl[ Y I'. —
Cisco
<
<>
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Figure 5-2 2960 LEDs

Connecting to the Console Port

To perform initial switch configuration, connect to the switch through the console port.
The following equipment is needed to access a Cisco device through the console port:

Q RJ-45-to-DB-9 console cable (also known as a rollover cable and provided with
your switch)

Q PC or equivalent with serial port and communications software, such as
HyperTerminal, configured with these settings:

Q Speed: 9600 bits/second
Q Data bits: 8

Q Parity: None

Q Stop bit: 1

Q Flow control: None

Modern computers and notebooks rarely include built-in serial ports. Often a USB-to-
RS232-compatible serial port adapter is used instead.

On newer Cisco network devices, a USB serial console connection is also supported.
A suitable USB cable (USB type A—to—5-pin mini-type B) and operating system device
driver are needed to establish connectivity.
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Note Only one console port can be active at a time. When a cable is plugged into the
USB console port, the RJ-45 port becomes inactive. When the USB cable is removed
from the USB port, the RJ-45 port becomes active.

After a console connection is established, you gain access to user EXEC mode by default.
To start the configuration, you must enter privileged EXEC mode by using the enable
command.

Basic Switch Configuration

Cisco 10S Software CLI modes are hierarchically structured. After you are in privileged
EXEC mode, you can access other configuration modes. Each mode is used to accom-
plish particular tasks and has a specific set of commands that are available in that mode.
For example, to configure a switch interface, you must be in interface configuration
mode. All configurations that are entered in interface configuration mode apply only to
that interface.

To start, you will explore how to navigate two frequently used configuration modes:
global configuration mode and interface configuration mode.

The example starts with the switch in privileged EXEC mode. To configure global switch
parameters, such as the switch host name or the switch IP address that are used for switch
management, use global configuration mode. To access global configuration mode, enter
the configure terminal command in privileged EXEC mode:

Switch# configure terminal

After the command is executed, the prompt changes to show that the router is in global
configuration mode:

Switch (config) #

Configuring interface-specific parameters is a common task. To access interface configu-
ration mode for the Fast Ethernet 0/1 interface from global configuration mode, enter the
interface FastEthernet 0/L command:

Switch (config) # interface FastEthernet 0/1

Or you can use a shorter version of the same command:

Switch (config)# interface fa 0/1

The prompt changes:

Switch (config-1if)#
To exit interface configuration mode, use the exit command. Sometimes you need to

execute commands on multiple interfaces at the same time. Use the interface range com-
mand in global configuration mode for this task:

Switch (config) # interface range FastEthernet 0/1 - 24

Switch (config-if-range) #
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This example shows how to configure interfaces Fast Ethernet 0/1 through 0/24 all at the
same time.

Naming the switch enables you to better manage the network by being able to uniquely
identify each switch within the network. The name of the switch is considered to be the
host name and is the name that is displayed at the system prompt. The switch name is
assigned in global configuration mode. In the example that follows, the switch name is set
to “TampaSwitch” with the use of hostname command. If the host name is not explicitly
configured, a switch has the factory-assigned default host name of “Switch.”

Switch (config) # hostname TampaSwitch

TampaSwitch (config) #

To manage a switch remotely, you need to assign an IP address to the switch. In the exam-
ple that follows, you want to manage TampaSwitch from a PC, a computer that is used
for managing the network, so you need to assign an IP address to TampaSwitch. This IP
address is assigned to a virtual interface called a virtual local-area network (VLAN). The
default configuration on the switch is to have switch management controlled through
VLAN 1. Therefore, the IP address in the example is assigned to VLAN 1.

To configure an IP address and subnet mask for the switch, you must be in VLAN 1 inter-
face configuration mode and then use the ip address configuration command.

You must use the no shutdown interface configuration command to ensure that physical
interfaces are operational. The logical VLAN interface has an auto-sense behavior and can
enable itself automatically, but administrators often still use the no shutdown command
here out of good habit.

The operational VLAN interface with the assigned IP address can be used, for example,
in remote management Telnet connections or if you use Simple Network Management
Protocol (SNMP) to manage the switch:

SwitchX (config)# interface vlan 1
SwitchX (config-if)# ip address 172.20.137.5 255.255.255.0
SwitchX (config-if) # no shutdown

To configure the switch so that it can be accessed remotely, a default gateway is needed.
This permits the switch to send packets back to the remote workstation that is managing
the device. To configure a default gateway for the switch, use the ip default-gateway
command. Enter the IP address of the next-hop router interface (172.20.1371) that is
directly connected to the switch where a default gateway is being configured.

After the default gateway is configured, the switch sends packets for all unknown IP
destinations to the configured gateway, which enables switch connectivity with distant
networks:

SwitchX (config)# ip default-gateway 172.20.137.1
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After you enter the initial commands to configure the switch, you must save the running
configuration to NVRAM with the copy running-config startup-config command. If the
configuration is not saved to NVRAM and the switch is reloaded, the configuration is
lost and the router reverts to the last configuration saved in NVRAM.

SwitchX# copy running-config startup-config

Note Itis much easier to use the shortcut command copy run star to save the
configuration. In production environments, you can even use the shortcut wr, which
stands for write memory. Unfortunately, this time-saver is not guaranteed to work in
the exam environments, so be sure you know copy run star.

Verifying the Switch Initial Startup Status

After you log in to a Catalyst switch, you can verify the switch software and hardware
status using verification commands executed from privileged EXEC mode.

Use the show version EXEC command to display the configuration of the system hard-
ware and the software version information. Examine this example and the explanation of
key fields:

TampaSwitch# show version

Cisco IOS Software, C2960 Software (C2960-LANBASEK9-M), Version 15.0(1)SE3, RELEASE
SOFTWARE (fcl)

<output omitted>

TampaSwitch uptime is 15 hours, 30 minutes
System returned to ROM by power-on

System restarted at 15:06:49 UTC Tue Aug 21 2012

System image file is "flash:/c2960-lanbasek9-mz.150-1.SE3/c2960-lanbasek9-mz. 150-1.
SE3.bin"

<output omitted>

cisco WS-C2960-24TT-L (PowerPC405) processor (revision DO) with
65536K bytes of memory.

Processor board ID FOC1141Z8YW

<output omitted>

This output is from a Cisco Catalyst WS-C2960-24 switch with 24 Fast Ethernet ports.
Notice the important information you can learn from this command. Some key elements
are described here:

Q Cisco I0S Software version: Cisco 10S Software, C2960 Software (C2960-
LANBASEK9-M), Version 15.0(1)SE3

Q Switch uptime: TampaSwitch uptime is 15 hours, 30 minutes
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Q System image file: flash:/c2960-lanbasek9-mz.150-1.SE3/c2960-lanbasek9-mz. 150-1.
SE3.bin

Q Switch platform: cisco WS-C2960-24TT-L
Q Memory: 65,536K bytes of memory
Q Processor board I1D: FOC1141Z8YW

The show interfaces command displays status and statistical information for the network
interfaces of the switch. The resulting output varies, depending on the type of interface
and type of network for which an interface has been configured. Usually this command
is entered with the options type and slot/number. The type option allows values such as
FastEthernet and GigabitEthernet, and the slot/number option indicates slot 0 and the
port number on the selected interface (for example, fa0/1).

As you might guess, the show interfaces command is used frequently when you are con-
figuring and monitoring network devices.

TampaSwitch# show interfaces

FastEthernet 0/1 FastEthernet0/1 is up, line protocol is up (connected)
Hardware is Fast Ethernet, address is 00le.147c.bd0l1 (bia 00le.147c.bd01l)
MTU 1500 bytes, BW 100000 Kbit/sec, DLY 100 usec,

reliability 255/255, txload 1/255, rxload 1/255

Encapsulation ARPA, loopback not set

Keepalive set (10 sec)

Full-duplex, 100Mbps, media type is 10/100BaseTX

<output omitted>

5 minute input rate 31000 bits/sec, 33 packets/sec

<output omitted>

Some key elements of this important output include

Q Layer 1 and Layer 2 status of the interface: FastEthernet 0/1 FastEthernet0/1 is up,
line protocol is up (connected)

Q Duplex and speed: Full-duplex, 100 Mbps

Q Router interface statistics: 5 minute input rate 31000 bits/sec

The show running-config command displays the current running (active) configuration
file of the switch. This command requires privileged EXEC mode access. The IP address,
subnet mask, and default gateway settings are displayed here:

TampaSwitch# show running-config

Building configuration... <output omitted>!
hostname TampaSwitch

!

<output omitted>
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interface Vlanl

ip address 172.20.137.5 255.255.255.0

ip default-gateway 172.20.137.1

<output omitted>

Switching Operation

As you know from this chapter thus far, the switch builds and maintains a table, called a
MAC address table, that matches a destination MAC address with the port used to con-
nect to that destination system. For each incoming frame, the destination MAC address
in the frame header is compared to the list of addresses in the MAC table. Switches then
use MAC addresses as they decide whether to filter, forward, or flood frames.

Now it is time to break down the process the switch uses to build this MAC address table
in even more detail. The following steps describe the switching process:

1.
2.

The switch receives a frame from PC A on port 1.

The switch enters the source MAC address and the switch port that received the
frame into the MAC table. Notice that this is done transparently; the sending device
is not aware that this is happening. This is why this technology is sometimes referred
to as transparent bridging.

. The switch checks the table for the destination MAC address. Because the destina-

tion address is not known, the switch floods the frame to all the ports except the
port on which it received the frame.

. The destination device with the matching MAC address replies to the PC A frame

with a unicast frame addressed to PC A.

. The switch enters the source MAC address of PC B and the port number of the

switch port that received the frame into the MAC table. The destination address of
the frame and its associated port is found in the MAC table.

. The switch can now forward frames between the source and destination devices

without flooding because it has entries in the MAC table that identify the associated
ports.

Figures 5-3 and 5-4 demonstrate these important steps.
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MAC Table MAC Table

Port 1: MACPCA Port 1: MAC PCA
Port 2: Empty Port 2: Empty
Port 3: Empty Port 3: Empty

(1
—’
A
PCC
Figure 5-3 First Three Steps of the Switching Process
MAC Table MAC Table
Port 1: MAC PC A Port 1: MAC PCA
Port 2: Empty Port 2: Empty
Port 3: Empty Port 3: MAC PC B

Figure 5-4 Last Three Steps of the Switching Process

Duplex Communication

Full-duplex communication increases effective bandwidth by allowing both ends of the
connection to transmit simultaneously. However, this method of optimizing network per-
formance requires microsegmentation before full-duplex communication can occur.

Half-duplex communication relies on a unidirectional data flow, where sending and
receiving data are not performed at the same time. This behavior is similar to walkie-talk-
ies or two-way radios in that only one person can talk at a time. If someone talks while
another person is speaking, a collision occurs. As a result, half-duplex communication
implements Ethernet carrier sense multiple access collision detect (CSMA/CD) to help
reduce the potential for collisions and to detect them when they do happen.

Half-duplex communication has performance issues that stem from the constant waiting,
because data can flow in only one direction at a time. Half-duplex connections are typi-
cally seen in older hardware, such as hubs. Nodes that are attached to hubs that share
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their connection to a switch port must operate in half-duplex mode because the end
computers must be able to detect collisions. Nodes can operate in a half-duplex mode if
the network interface card (NIC) cannot be configured for full-duplex operations. In this
case, the port on the switch operates in half-duplex mode as well. Because of these limi-
tations, full-duplex communication has replaced half-duplex in more current hardware.

In full-duplex communication, the data flow is bidirectional, so data can be sent and
received at the same time. The bidirectional support enhances performance by reducing
the wait time between transmissions. Most Ethernet, Fast Ethernet, and Gigabit Ethernet
NICs sold today offer full-duplex capability. Frames that are sent by the two connected
end nodes cannot collide because the end nodes use two separate circuits in the network
cable. Each full-duplex connection uses only one port. Full-duplex connections require a
switch that supports full duplex or a direct connection between two nodes that each sup-
port full duplex. Nodes that are directly attached to a dedicated switch port with NICs
that support full duplex should be connected to switch ports that are configured to oper-
ate in full-duplex mode.

The duplex parameters on the Cisco Catalyst 2960 Series are as follows:

Q The auto option sets autonegotiation of duplex mode. With autonegotiation
enabled, the two ports communicate to decide the best mode of operation.

Q The full option sets full-duplex mode.

Q The half option sets half-duplex mode.

For Fast Ethernet and 10/100/1000 ports, the default option is auto. For 100BASE-FX
ports, the default is full. The 10/100/1000 ports operate in either half- or full-duplex
mode when they are set to 10 or 100 Mbps, but when they are set to 1000 Mbps, they
operate only in full-duplex mode.

100BASE-FX ports operate only at 100 Mbps in full-duplex mode.

Manually set the duplex mode and speed of switch ports to avoid multivendor issues
with autonegotiation. Here is an example of manually setting the duplex and speed of a
switchinterface:

TampaSwitch (config)# interface FastEthernet0/5
TampaSwitch(config-if)# duplex full
TampaSwitch(config-if)# speed 100

Verify the duplex settings by using the show interfaces command on the Cisco Catalyst
2960 Series. The show interfaces privileged EXEC command displays statistics and sta-

tus for all interfaces or specified interfaces. This figure shows the duplex and speed set-

tings of a Fast Ethernet interface.

Autonegotiation can at times produce unpredictable results. By default, when autonego-
tiation fails, the Catalyst switch sets the corresponding switch port to half-duplex mode.
This type of failure happens when an attached device does not support autonegotia-

tion. If the device is manually configured to operate in half-duplex mode, it matches the
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default mode of the switch. However, autonegotiation errors can happen if the device is
manually configured to operate in full-duplex mode. This configuration, half-duplex on
one end and full-duplex on the other end, causes late collision errors at the half-duplex
end. To avoid this situation, manually set the duplex parameters of the switch to match
the attached device.

If the switch port is in full-duplex mode and the attached device is in half-duplex mode,
check for frame check sequence (FCS) errors on the full-duplex switch port.

Troubleshooting Common Switch Media Issues

Most issues that affect a switched network are encountered during the original imple-
mentation. Theoretically, after it is installed, a network continues to operate without
problems. However, that is only true in theory. Cabling gets damaged, configurations
change, and new devices are connected to the switch that require switch configuration
changes. Ongoing maintenance is a fact of life. This section describes the most common
media and port issues and indicates how to troubleshoot them.

Media Issues

Media issues are common. It is a fact of life that wiring gets damaged. The following are
some examples of everyday situations that can cause media issues:

Q Inanenvironment using Category 3 wiring, the maintenance crew installs a new air
conditioning system that introduces new electromagnetic interference (EMI) sources
into the environment.

Q Inan environment using Category 5 wiring, cabling is run too close to an elevator
motor.

Q Poor cable management puts a strain on some RJ-45 connectors, causing one or more
wires to break.

Q New applications change traffic patterns.

Q When new equipment is connected to a switch, the connection operates in a half-
duplex mode or a duplex mismatch occurs, which could lead to an excessive number
of collisions.

There are several ways in which light can be lost from the fiber. Some of these are manu-
facturing problems (for example, microbends, macrobends, and splicing fibers that do not
have their cores centered), while others are physics problems (back reflections) because
light reflects whenever it encounters a change in the index of refraction.

Macrobends are typically applied to the fiber during fiber installation.

There is another explanation for why light leaks out at a macrobend. Part of the traveling
wave, called the evanescent wave, travels inside the cladding. Around the bend, part of
the evanescent wave must travel faster than the speed of light in the material. This is not
possible, so that part radiates out of the fiber.
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Bend losses can be minimized by designing a larger index difference between the core
and the cladding. Another approach is to operate at the shortest possible wavelength and
perform good installations.

Splices are a way to connect two fibers by fusing their ends. The best way to align the
fiber core is by using the outside diameter of the fiber as a guide. If the core is at the cen-
ter of the fiber, a good splice can be achieved. If the core is off center, it is impossible to
create a good splice. You would have to cut the fiber farther upstream and test again.

Another possibility is that the fibers to be spliced could have dirt on their ends. Dirt can
cause many problems, particularly if the dirt intercepts some of or all the light from the
core. Recall that the core for single-mode fiber (SMF) is only 9 pm.

Figure 5-5 shows an excellent troubleshooting flowchart that you can use to aid in trou-

bleshooting switch media issues.
show
interface

No Check for
excessive
collisions

show
interface

show
interface

Verify
interface
status

Operational

Check for
excessive
noise

Successful
connection

No or bad
connection

Fix cabling and
connectors
for damage

Remove source
of noise
Check cable
length

Verify and fix
duplex
settings

Figure 5-5 Troubleshooting Switch Media Issues

To troubleshoot switch media issues when you have no connection or a bad connection
between a switch and another device, follow this general process:

1. Use the show interface command to check the interface status. If the interface is not
operational, check the cable and connectors for damage.

2. Use the show interface command to check for excessive noise. If there is excessive
noise, first find and remove the source of the noise, if possible. Verify that the cable
does not exceed the maximum cable length and check the type of cable that is used.
For copper cable, it is recommended that you use at least Category 5.

3. Use the show interface command to check for excessive collisions. If there are colli-
sions or late collisions, verify the duplex settings on both ends of the connection.

Note A counter shows excessive values when it is constantly increasing while
performing sequential verification of counter values.
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One of the most important elements of the show interface command output is the dis-
play of the line and data link protocol status. This figure indicates the key summary line
to check and the status meanings for an interface.

The first parameter refers to the hardware layer and essentially reflects whether the inter-
face is receiving the carrier detect signal from the other end. The second parameter refers
to the data link layer and reflects whether the data link layer protocol keepalives are being
received.

Based on the output of the show interface command, possible problems can be fixed as
follows:

Q If the interface is up and the line protocol is down, a problem exists. There could
be an encapsulation type mismatch, the interface on the other end could be error-
disabled, or there could be a hardware problem.

Q If the line protocol and the interface are both down, a cable is not attached or some
other interface problem exists. For example, in a back-to-back connection, the other
end of the connection can be administratively down.

Q If the interface is administratively down, it has been manually disabled (the shut-
down command has been issued) in the active configuration.

Figure 5-6 summarizes this important information.

Verify interface status.

Switch#show interface FastEthernet0/1

FastEthernet0/1 is up, line protocol is up

Hardware is Fast Ethernet, address is 0022.91c4.0e01 (bia 0022.91c4.0e01)
MTU 1500 bytes, BW 100000 Kbit, DLY 100 usec,

<output omitted>

Interface Status Line Protocol Status Link State

Up Up Operational
Up Down Connection problem
Down Down (notconnect) Cable unplugged; other end

of the link disconnected or
interface in shutdown mode.

Down Down Interface problem

Administratively down Down Disabled

Figure 5-6 \erifying Interface Status

Based on the output of the show interface command, you can find, diagnose, and cor-
rect the problem.

If you see many cyclic redundancy check (CRC) errors, there is too much noise on the
link, and you should inspect the cable for damage and length. You should also search for
and eliminate noise sources, if possible.
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Collisions will occur in networks where half-duplex is being used. Collisions in half-
duplex operations are completely normal, and you should not worry about them, as long
as you are satisfied with half-duplex operations. However, you should never see collisions
in a properly designed and configured network that uses full-duplex. It is highly recom-
mended that you use full-duplex unless you have older or legacy equipment that does not
support half-duplex.

Late collision refers to a collision that occurs after the preamble is transmitted. Late
collisions occur when you have serious problems in a switched network, such as duplex
misconfiguration. For example, you could have one end of a connection configured for
full-duplex and the other for half-duplex. You would see late collisions on an interface
that is configured for half-duplex. In that case, you must configure the same duplex set-
ting on both ends.

Figure 5-7 shows an example of show interface command output. The example shows
counters and statistics for the FastEthernet0/1 interface.

Display interface status and statistics.

Switch#show interface FastEthernet0/1
FastEthernet0/1 is up, line protocol is up
Hardware is Fast Ethernet, address is 0022.91c4.0e01 (bia 0022.91c4.0e01)
MTU 1500 bytes, BW 100000 Kbit, DLY 100 usec,
<output omitted>
2295197 packets input, 305539992 bytes, 0 no buffer
Received 1925500 broadcasts, 0 runts, 0 giants, 0 throttles
3 input errors, 3 CRC, 0 frame, 0 overrun, 0 ignored
0 watchdog, 68 multicast, 0 pause input
0 input packets with dribble condition detected
3594664 packets output, 436549843 bytes, 0 underruns
1935 output errors, 1790 collisions, 10 interface resets
0 unknown protocol drops
0 babbles, 135 late collision, 0 deferred
<output omitted>

Figure 5-7 Displayingthe Interface Status and Statistics

Table 5-1 describes some of the parameters in the show interface command output.

Table 5-1 show interface Command Parameters

Parameter Description

Runts Packets that are discarded because they are smaller than the minimum packet
size for the medium. For example, any Ethernet packet that is less than 64
bytes is considered a runt.

Giants Packets that are discarded because they exceed the maximum packet size
for the medium. For example, any Ethernet packet that is greater than 1518
bytes is considered a giant.

Input Errors Total number of errors. It includes runts, giants, no buffer, CRC, frame, over-
run, and ignored counts.
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Parameter Description

CRC CRC errors are generated when the calculated checksum is not the same as
the checksum received.

Output Errors  Sum of all errors that prevented the final transmission of datagrams out of
the interface that is being examined.

Collisions Number of messages retransmitted because of an Ethernet collision. This
often happens on half-duplex links when two devices transmit frames at the
sametime.

Late Collisions Jammed signal could not reach to ends. Caused by a duplex mismatch or by
exceeded Ethernet cable length limits.

Port Issues

A common issue with speed and duplex occurs when the duplex settings are mismatched
between two switches, between a switch and a router, or between a switch and a work-
station or server. This mismatch can occur when you manually hard-code the speed and
duplex or from autonegotiation issues between the two devices.

Duplex mismatch is a situation in which the switch operates at full-duplex and the con-
nected device operates at half-duplex or vice versa. The result of a duplex mismatch is
extremely slow performance, intermittent connectivity, and loss of connection. Other
possible causes of data-link errors at full-duplex are bad cables, a faulty switch port, or
NIC software or hardware issues.

If the mismatch occurs between two Cisco devices with Cisco Discovery Protocol
enabled, you will see Cisco Discovery Protocol error messages on the console or in the
logging buffer of both devices. Cisco Discovery Protocol is useful in detecting errors as
well as in gathering port and system statistics on nearby Cisco devices. Whenever there is
a duplex mismatch (in this example, on the FastEthernet0/1 interface), these error messag-
es are displayed on the switch consoles of Catalyst switches that run Cisco 10S Software:

%CDP-4-DUPLEX_ MISMATCH: duplex mismatch discovered on FastEthernet0/1 (not half
duplex)

Additionally, for switches with Cisco 10S Software, these messages appear for link up or
down situations (in this example, on the FastEthernet0/1 interface):

$LINK-3-UPDOWN: Interface FastEthernet0/1, changed state to up
$LINK-3-UPDOWN: Interface FastEthernet(0/1, changed state to down
These are examples of speed-related issues:

Q One end is set to one speed and the other is set to another speed, resulting in a mis-
match.

Q One end is set to a higher speed and autonegotiation is enabled on the other end:



Chapter 5: Switch Technologies

Q If autonegotiation fails, the switch senses what the other end is using and reverts
to optimal speed.

Q Autonegotiation is set on both ends:
Q Autonegotiation fails on both ends, and they revert to their lowest speed.
Q Both ends are set at lowest speed, and there is no mismatch.

Figure 5-8 shows an excellent process for troubleshooting port issues.

Troubleshooting duplex-related issues:

show show
interface interface

Check for
speed
mismatch

Check for
duplex
mismatch

No or bad
connection

Successful
connection

Manually fix the
speed on
both sides

Manually fix the
duplex setting on
both sides

$CDP-4-DUPLEX MISMATCH: duplex mismatch discovered on FastEthernet0/1 (not half duplex)

* Duplex mismatch detected by Cisco Discovery Protocol

Figure 5-8 Troubleshooting Port Issues

To troubleshoot switch port issues when you have no connection or a bad connection
between a switch and another device, use this general process:

1. Use the show interface command to check whether there is a speed mismatch
between the switch and a device on the other side (switch, router, server, and so on).
If there is a speed mismatch, set the speed on both sides to the same value.

2. Use the show interface command to check whether there is a duplex mismatch
between the switch and a device on the other side. It is recommended that you use
full-duplex if both sides support it.
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Chapter Summary

In this chapter, you learned that switches are the replacement technology for Layer 1
hubs. Workgroup switches operate at Layer 2 of the OSI model and can intelligently for-
ward frames out specific ports based on MAC address learning that the switches accom-
plish. When connected in a full-duplex manner, the switches create a collision domain
per each port. This eliminates collisions in the modern LAN and makes communications
remarkably more efficient.

The installation of a switch involves providing power to the device, observing the LEDs,
and observing the output at the CLI through the console port. Basic switch configura-
tions include providing a host name to the device, configuring interfaces, and providing
the switch with a default gateway and IP address so that the device can be managed
remotely.

Troubleshooting switches can often be broken into two main categories: troubleshooting
media issues and troubleshooting port issues. Common problems include damaged wires
when it comes to media, and duplex and/or speed mismatches on ports.

Additional Resources

Q Cisco Switches Homepage, Cisco Systems: www.cisco.com/go/switches

Q Basic Switch Configuration Video, AJS Networking: http://ajsnetworking.com/
switches

Review Questions

Use the questions here to review what you learned in this chapter. The correct answers
and solutions are found in Appendix A, “Answers to Chapter Review Questions.”
1. Which of the following statements about a switch are accurate? Choose two.
a. They operate at Layer 2 of the OSI model.

b. They must be assigned an IP address to forward frames between major network
segments.

c. They will flood or filter frames based on MAC address learning.
d. They build a table mapping IP addresses to specific ports for forwarding.

2. What command would you use to provide a meaningful name to your switch?
a. name
b. hostname
c. host
d. prompt
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What would be a valid first step for the physical startup of a Catalyst switch?
a. Observe the boot sequence carefully at the CLI.

b. Move the power switch to the ON position.

c. Connect the AC power cable.
d

. Verify that all cable connections are secure, the PC is connected to the console
port, and the console application is selected.

Which configuration mode would you use to configure a particular name on a switch?
a. User EXEC mode

b. Global Configuration mode

c. Line Console Configuration mode

d. Interface Configuration mode

Which CLI prompt and command indicate the correct way to set the port duplex
operation to full?

a. SwitchX(config-if)# duplex default
b. SwitchX(config)# duplex default
c. SwitchX(config)# duplex full

d. SwitchX(config-if)# duplex full

Which is the Cisco 10S command that is the most useful for troubleshooting media
issues?

a. show traffic
b. show counters
c. show interface
d. show errors

Issuing a show interface FastEthernet 0/1 command resulted in output that stated
“FastEthernet0/1 is up, line protocol is down.” What does this message mean?

. There could be an encapsulation type mismatch on the link.
. The Layer 1 properties of the interface are in error.
. The interface has been administratively disabled.

. The interface is fully functional, but there is no Layer 3 address assigned to the
interface.

o O T o

How does a switch respond when it receives a frame and there is no matching MAC
address in the MAC address table?

a. Itdrops the frame.

b. It forwards the frame according to the default forwarding entry.

c. It floods the frame out all interfaces except the port on which the frame arrived.
d. It forwards the frame to the default gateway.
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9. Your switch has one router attached and eight PCs. How many broadcast domains
are there if the switch is in its default configuration?

a1l
b. 2
c.8
d. 9
10. Your switch has one router attached and eight PCs. How many collision domains are

there if the switch is in its default configuration?

a1

b. 2
c.8
d. 9

Production Network Simulation Question 5-1

You supervisor has asked you to produce a configuration for a key Layer 2 switch. He
wants you to type the configuration in Notepad and save it as a TXT file so that he can
paste it into the device at a later time. Be sure to use the ! symbol between major sec-
tions. This character is ignored by the switch and helps the readability of configurations.
Your configuration must do the following in this order:

Enter privileged EXEC mode

Enter global configuration mode

Set the name of the device to Lindfield2

Set the default gateway to 10.10.10.1

Configure the VLAN 1 interface with the address 10.10.10.100/24
Ensure that this logical interface is enabled

Configure the interfaces Fa0/1 through Fa0/24 to be disabled

o o o0 o0 o O O ©

Save the configuration
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This chapter includes the following sections:
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Q
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Implementing VLANs and Trunks
Routing Between VLANSs
Chapter Summary

Additional Resources

Review Questions

Production Network Simulation Question 6-1

Chapter 6

Virtual local-area networks (VLAN) contribute to network performance by separating
large broadcast domains into smaller segments. A VLAN allows a network administrator
to create logical groups of network devices. These devices act as if they were in their
own independent network, even though they share a common infrastructure with

other VLANSs. A VLAN is a logical broadcast domain that can span multiple physical
LAN segments. Within the switched internetwork, VLANSs provide segmentation and
organizational flexibility. You can design a VLAN structure that lets you group stations
that are segmented logically by functions, project teams, and applications, without
regard to the physical location of the users. VLANSs allow you to implement access and
security policies to particular groups of users.

A VLAN can exist on asingle switch or span multiple switches. VLANS can include
stations in a single building or in multiple-building infrastructures. VLANSs can also
connect to other VLANSs across WANS. A process of forwarding network traffic from
one VLAN to another VLAN using a router is called inter-VLAN routing. VLANSs are
associated with unique IP subnets on the network. This subnet configuration facilitates
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the routing process in a multi-VLAN environment. When you use a router to facilitate
inter-VLAN routing, the router interfaces can be connected to separate VLANS. Devices
on those VLANSs send traffic through the router to reach other VLANS.

Chapter Objectives

Upon completing this chapter, you will be able to describe the need for and configura-
tion of VLANS and the trunk links that carry this traffic. These abilities include meeting
the following objectives:

Describe the issues in poorly designed LANSs
Describe the purpose and functions of VLANSs
Define the purpose and functions of trunking
Implement and verify VLANS

Assign ports to a VLAN

Configure and verify 802.1Q trunking

Describe VLAN design and creation guidelines

o o0 o o0 O O O O

Describe how redundancy in a network can cause broadcast loops and provide a
solution to this problem

Implementing VLANs and Trunks

A VLAN is alogical broadcast domain that can span multiple physical LAN segments.

It is used to group end stations that have a common set of requirements, independent

of their physical locations. A VLAN has the same attributes as a physical LAN, except
that it lets you group end stations even when they are not physically located on the same
LAN segment. A VLAN also lets you group ports on a switch so that you can limit uni-
cast, multicast, and broadcast traffic flooding. Flooded traffic that originates from a par-
ticular VLAN floods to only the ports belonging to that VLAN.

Issues in a Poorly Designed Network

Understanding how VLANSs operate and what the associated protocols are is important
for configuring, verifying, and troubleshooting VLANSs on Cisco access switches. This
section describes VLAN operations and their associated protocols.

A poorly designed network has increased support costs, reduced service availability,
security risks, and limited support for new applications and solutions. Less-than-optimal
performance affects end users and access to central resources directly. Some of the issues
that stem from a poorly designed network include the following:
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Q Failure domains: One of the most important reasons to implement an effective net-
work design is to minimize the extent of problems when they occur. When Layer 2
and Layer 3 boundaries are not clearly defined, failure in one network area can have
a far-reaching effect.

Q Broadcastdomains: Broadcasts exist in every network. Many applications and net-
work operations require broadcasts to function properly; therefore, it is not possible
to eliminate them completely. In the same way that avoiding failure domains involves
clearly defining boundaries, broadcast domains should have clear boundaries and
include an optimal number of devices to minimize the negative impact of broadcasts.

Q Largeamountof unknown MAC unicasttraffic: Cisco Catalystswitches limit uni-
cast frame forwarding to ports that are associated with the specific unicast address.
However, when frames arrive at a destination MAC address that is not recorded in
the MAC table, they are flooded out of the switch ports in the same VLAN except
for the port that received the frame. This behavior is called unknown MAC unicast
flooding. Because this type of flooding causes excessive traffic on all the switch
ports, network interface cards (NIC) must contend with a larger number of frames on
the wire. When data is propagated on a wire for which it was not intended, security
can be compromised.

Q Multicast traffic on ports where itis not intended: IP multicast is a technique
that allows IP traffic to be propagated from one source to a multicast group that is
identified by a single IP and MAC destination-group address pair. Similar to unicast
flooding and broadcasting, multicast frames are flooded out all the switch ports. A
proper design allows the containment of multicast frames while allowing them to be
functional.

Q Difficulty in management and support: A poorly designed network can be disor-
ganized and poorly documented and lack easily identified traffic flows, which can
make support, maintenance, and problem resolution time-consuming and arduous
tasks.

Q Possible security vulnerabilities: A switched network that has been designed with
little attention to security requirements at the access layer can compromise the integ-
rity of the entire network.

A poorly designed network always has a negative impact and becomes a support and cost
burden for any organization. Figure 6-1 shows a network with a single broadcast domain.
VLANSs can help alleviate some of the problems associated with this design.
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Figure 6-1 Network with Single Broadcast Domain

VLAN Overview

A VLAN is a logical broadcast domain that can span multiple physical LAN segments. In
the switched internetwork, VLANSs provide segmentation and organizational flexibility.
You can design a VLAN structure that lets you group stations that are segmented logical-
ly by functions, project teams, and applications without regard to the physical location of
the users. You can assign each switch port to only one VLAN, thereby adding a layer of
security. Ports in a VLAN share broadcasts; ports in different VLANs do not. Containing
broadcasts in a VLAN improves the overall performance of the network.

In the switched internetwork, VL ANS provide segmentation and organizational flexibility.
Using VLAN technology, you can group switch ports and their connected users into logi-
cally defined communities, such as coworkers in the same department, a cross-functional
product team, or diverse user groups sharing the same network application.

A VLAN can exist on a single switch or span multiple switches. VLANs can include sta-
tions in a single building or multiple-building infrastructures. VLANs can also connect
across WANSs. The process of forwarding network traffic from one VLAN to another
VLAN using a router is called inter-VLAN routing. VLANSs are associated with unique
IP subnets on the network. This subnet configuration facilitates the routing process in a
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multi-VLAN environment. When you are using a router to facilitate inter-VLAN routing,
the router interfaces can be connected to separate VLANSs. Devices on those VLANs
send traffic through the router to reach other VLANS.

Each VLAN in a switched network corresponds to an IP network. Therefore, VLAN
design must take into consideration the implementation of a hierarchical network-
addressing scheme. Figure 6-2 shows an example of VLANS in an organization and illus-
trates IP address allocation between various groups in the enterprise. You will notice that
each building has unique subnets. Each of these subnets would be assigned to a single
VLAN. Each building has been assigned a range with four IP subnets even though only
two departments are shown. The additional subnets could be used from growth.

Core

s == \l/
L R i ad
./1\ /1\.

10.1.1.0-10.1.4.0/24 10.2.1.0-10.2.4.0/24 10.3.1.0-10.3.4.0/24
IT, Human Resources Sales, Marketing Finance, Accounting

Figure 6-2 IP Addressing per VLAN

Understanding Trunking with 802.1Q

A trunk is a point-to-point link between one or more Ethernet switch interfaces and
another networking device such as a router or a switch. Ethernet trunks carry the traffic
of multiple VLANSs over a single link and allow you to extend the VL ANs across an entire
network. Cisco supports IEEE 802.1Q for Fast Ethernet and Gigabit Ethernet interfaces.
In addition, some Cisco switches support Cisco Inter-Switch Link (ISL) trunks, a prestan-
dard trunking technology. ISL is being phased out now by Cisco in favor of 802.1Q tech-
nology. Figure 6-3 shows an example of trunks interconnecting Cisco Catalyst switches.
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Figure 6-3 802.1Q Trunks

Ethernet trunk interfaces support different trunking modes. You can configure an inter-
face as trunking or nontrunking, or you can have it negotiate trunking with the neighbor-
ing interface.

Every 802.1Q port is assigned to a trunk, and all ports on a trunk are in a native VLAN. A
native VLAN is used in IEEE 802.1Q to send untagged frames to any non-802.1Q devices
that might exist on the segment. Every 802.1Q port is assigned an identifier value that is
based on the native VLAN ID (VID) of the port. (The default is VLAN 1.) All untagged
frames are assigned to the VLAN specified in this VID parameter.

802.1Q Frame

IEEE 802.1Q uses an internal tagging mechanism that inserts a 4-byte tag field into the
original Ethernet frame between the Source Address and Type or Length fields. Because
802.1Q alters the frame, the trunking device recomputes the frame check sequence (FCS)
on the modified frame.

It is the responsibility of the Ethernet switch to look at the 4-byte tag field and deter-
mine where to deliver the frame. An Ether Type of 0x8100 indicates to devices that the
frame has an 802.1Q tag. A tiny part of the 4-byte tag field—3 bits to be exact—is used
to specify the priority of the frame. The details of this are specified in the IEEE 802.1p
standard. The 802.1Q header contains the 802.1p field, so you must have 802.1Q to have
802.1p. Following the priority bit is a single flag to indicate whether the addressing is
Token Ring. This is because 802.1Q tagging could also be implemented in a Token Ring
environment; the flag will be 0 for an Ethernet frame. The remainder of the tag is used for
the VID. Figure 6-4 shows the 802.1Q frame format.
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Tagged Frame

Destination | Source | Length/Ether Type Data Original Frame
A
Destination | Source | Tag | Length/Ether Type Data ECS
Ether Type (0x8100) PRI VLAN ID
1 1 1 1 1 1 1 1 1 1

T— Token Ring Encapsulation Flag

Figure 6-4 802.1Q Frame Format

802.1Q Native VLAN

An 802.1Q trunk and its associated trunk ports have a native VLAN value. 802.1Q does
not tag frames for the native VLAN. Therefore, ordinary stations can read the native
untagged frames but cannot read any other frame because the frames are tagged. Figure
6-5 shows a frame from the native VLAN being distributed across the network trunks
untagged.

Figure 6-5 Untagged Frame

Native VLAN-Untagged

Note The default native VLAN in Cisco switches is VLAN 1.
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Understanding VLAN Trunking Protocol

VLAN Trunking Protocol (VTP) is a Layer 2 messaging protocol that maintains VLAN con-
figuration consistency by managing the additions, deletions, and name changes of VLANSs
across networks. VTP minimizes misconfigurations and configuration inconsistencies that
can cause problems, such as duplicate VLAN names or incorrect VLAN-type specifica-
tions. Figure 6-6 shows how you can use VTP to manage VLANS between switches.

VTP Domain ICND

VTP Server

€7 1. VLAN Added/Deleted

802.1Q
Trunk Trunk

iy & &

VTP Client VTP Client VTP Client VTP Client

2. Change Propagated

802.1Q 802.1Q

Trunk

802.1Q
Trunk

3. Synch to Latest Change

Figure 6-6 VTP

A VTP domain is one switch or several interconnected switches sharing the same VTP
environment. You can configure a switch to be in only one VTP domain.

By default, a Cisco Catalyst switch is in the no-management-domain state until it receives
an advertisement for a domain over a trunk link or until you configure a management
domain. Configurations made to a VTP server are propagated across trunk links to all the
connected switches in the network.

VTP Modes

VTP operates in one of three modes: server, transparent, or client. You can complete dif-
ferent tasks depending on the VTP operation mode. The characteristics of the three VTP
modes are as follows:

Q Server: The default VTP mode is server mode, but VLANS are not propagated over
the network until a management domain name is specified or learned. When you
change (create, modify, or delete) the VLAN configuration on a VTP server, the
change is propagated to all switches in the VTP domain. VTP messages are transmit-
ted out of all the trunk connections. A VTP server synchronizes its VLAN database
file with other VTP servers and clients.
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Q Transparent: When you change the VLAN configuration in VTP transparent mode,
the change affects only the local switch and does not propagate to other switches
in the VTP domain. VTP transparent mode does forward VTP advertisements that it
receives within the domain. A VTP transparent device does not synchronize its data-
base with any other device.

Q Client: You cannot change the VLAN configuration when in VTP client mode; how-
ever, a VTP client can send any VLANS currently listed in its database to other VTP
switches. VTP advertisements are forwarded in VTP client mode. A VTP clientsyn-
chronizes its database with other VTP servers and clients.

VTP clients that run Cisco Catalyst operating systems do not save the VLANS to
NVRAM. When the switch is reloaded, the VLANSs are not retained, and the revision
number is zero. However, Cisco I0S VTP clients save VL ANSs to the vlan.dat file in flash
memory, retaining the VLAN table and revision number.

Caution The erase startup-config command does not affect the vlan.dat file on Cisco
10S switches. VTP clients with a higher configuration revision number can overwrite
VLANSs on a VTP server in the same VTP domain. Delete the vlan.dat file and reload

the switch to clear the VTP and VLAN information. See the documentation for your
specific switch model to determine how to delete the vlan.dat file.

VTP Operation

VTP advertisements are flooded throughout the management domain. VTP adver-
tisements are sent every five minutes or whenever VLAN configurations change.

Advertisements are transmitted over the default VLAN (VLAN 1) using a multicast frame.

A configuration revision number is included in each VTP advertisement. A higher con-
figuration revision number indicates that the VLAN information being advertised is more
current than the stored information. Figure 6-7 illustrates this operation.

y
) 1. Add New VLAN
A—" —> 2.Rev3 Rev4

| 4

3. Rev3—>Rev4
4. Sync New VLAN
Information

3. Rev3—>Rev4
4. Sync New VLAN
Information

Cllent

Figure 6-7 VTP Operation
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One of the most critical components of VTP is the configuration revision number. Each
time a VTP server modifies its VLAN information, the VTP server increments the con-
figuration revision number by 1. The server then sends a VTP advertisement with the new
configuration revision number. If the configuration revision number being advertised is
higher than the number stored on the other switches in the VTP domain, the switches
overwrite their VLAN configurations with the new information being advertised.

The configuration revision number in VTP transparent mode is always 0.

Note In the overwrite process, if the VTP server deleted all the VLANSs and had the
higher revision number, the other devices in the VTP domain would also delete their
VLANS.

A device that receives VTP advertisements must check various parameters before incor-
porating the received VLAN information. First, the management domain name and pass-
word in the advertisement must match those configured in the local switch. Next, if the
configuration revision number indicates that the message was created after the configura-
tion currently in use, the switch incorporates the advertised VLAN information.

To reset the configuration revision number on some Cisco Catalyst switches, you can
change the VTP domain to another name and then change it back. You can also change
the VTP mode to transparent and then change it back to client or server.

VTP Pruning

VTP pruning uses VLAN advertisements to determine when a trunk connection is flood-
ing traffic needlessly.

By default, a trunk connection carries traffic for all VLANS in the VTP management
domain. In many enterprise networks, not every switch will have ports assigned to every
VLAN.

Figure 6-8 shows a switched network with VTP pruning enabled. Only switches 2, 4, and
5 support ports configured in VLAN 3. Switch 5 does not forward the broadcast traf-
fic from host X to switches 1 and 3 because traffic for VLAN 3 has been pruned on the
links between switch 5 and switch 1 and switch 3, as indicated in the figure.
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Figure 6-8 VTP Pruning

VTP pruning increases available bandwidth by restricting flooded traffic to those trunk
links that the traffic must use to access the appropriate network devices.

You can enable pruning only on Cisco Catalyst switches that are configured for VTP
servers, and not on clients.

Configuring VLANs and Trunks

By default, all the ports on a Catalyst switch are in VLAN 1. If you want to use VLANSs and
trunks, you need to configure them on the switches throughout the network. The steps you
use to configure and verify VLANS on a switched network include the following:

Q Determine whether to use VTP. If VTP will be used, enable VTP in server, client, or
transparent mode.

Q Enable trunking on the inter-switch connections.

Q Create the VLANSs on a VTP server and have those VL ANs propagate to other
switches.

Q Assign switch ports to a VLAN using static or dynamic assignment.

Q Save the VLAN configuration.
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VTP Configuration

When creating VLANS, you must decide whether to use VTP in your network. With
VTP, you can make configuration changes on one or more switches, and those changes
are automatically communicated to all other switches in the same VTP domain.

Default VTP configuration values depend on the switch model and the software version.
The default values for Cisco Catalyst switches are as follows:

Q VTP domain name: Null

Q VTP mode: Server

Q VTP password: None

Q VTP pruning: Enabled/Disabled (OS version specific)

Q VTP version: Version 1

The VTP domain name can be specified or learned. By default, the domain name is not
set. You can set a password for the VTP management domain. However, if you do not
assign the same password for each switch in the domain, VTP does not function properly.

VTP pruning eligibility is one VLAN parameter that the VTP protocol advertises.
Enabling or disabling VTP pruning on a VTP server propagates the change throughout
the management domain.

Use the vtp global configuration command to modify the VTP configuration, domain
name, interface, and mode:

SwitchX# configure terminal

SwitchX (config)# vtp mode [ server | client | transparent ]
SwitchX (config)# vtp domain domain-name

vtp password password

( )
SwitchX (config)
SwitchX (config)

( )

#
# vtp pruning
#

SwitchX (config end

Use the no form of this command to remove the filename or to return to the default set-
tings. When the VTP mode is transparent, you can save the VTP configuration in the

switch configuration file by entering the copy running-config startup-config privileged
EXECcommand.

Note The domain name and password are case sensitive. You cannot remove a domain
name after it is assigned; you can only reassign it.

Example: VTP Configuration

Example 6-1 demonstrates the commands that you would enter to configure VTP and dis-
play VTP status. The characteristics of the switch in this example are as follows:
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Q The switch is transparent in the VTP domain.
Q The VTP domain name is ICND (Interconnecting Cisco Network Devices).
Q Pruning is disabled.

Q The configuration revision is 0.

Note In the output from the show vtp status command, “VTP Version” identifies what
version of VTP the switch is capable of running, and “VTP V2 Mode” indicates whether
VTP Version 2 is being used. If “VTP V2 Mode” shows disabled, VTP Version 1 is being

used.

Example 6-1 Configuring VTP and Displaying VTP Status

SwitchX (config)# vtp domain ICND

Changing VTP domain name to ICND

SwitchX (config)# end

SwitchX# show vtp status

VTP Version

Configuration Revision

MD5 digest

SwitchX#

SwitchX (config)# vtp mode transparent

Setting device to VTP TRANSPARENT mode.

H
: 0

Maximum VLANs supported locally : 64

Number of existing VLANs : 17

VTP Operating Mode : Transparent
VTP Domain Name : ICND

VTP Pruning Mode : Disabled
VTP V2 Mode : Disabled
VTP Traps Generation : Disabled

: 0x7D 0x6E Ox5E 0x3D OxAF OxAO0 Ox2F OxAA
Configuration last modified by 10.1.1.4 at 3-3-93 20:08:05

802.1Q Trunking Configuration

The 802.1Q protocol carries traffic for multiple VLANSs over a single link on a multiven-

dor network.

802.1Q trunks impose several limitations on the trunking strategy for a network. You

should consider the following:

Q Ensure that the native VLAN for an 802.1Q trunk is the same on both ends of the

trunk link.

Q Native VLAN frames are untagged.
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Table 6-1 shows how 802.1Q trunking interacts with other switch features.

Table 6-1 Switch Feature Trunk Interaction

Switch Feature Trunk Port Interaction

Secure ports

A trunk port cannot be a secure port.

Port grouping

You can group 802.1Q trunks into EtherChannel port groups, but all
trunks in the group must have the same configuration.

When you create a group, all ports follow the parameters that are set for
the first port you add to the group. If you change the configuration of one
of these parameters, the switch propagates the setting that you enter to all
ports in the group. The settings include the following:

Q Allowed VLAN list

Q STP1 path cost for each VLAN
STP port priority for each VLAN
STP PortFast setting

Trunk status; if one port in a port group ceases to be a trunk, all
ports cease to be trunks

o O O

1 STP = Spanning Tree Protocol

Use the switchport mode interface configuration command to set a Fast Ethernet
or Gigabit Ethernet port to trunk mode. Many Cisco Catalyst switches support the
Dynamic Trunking Protocol (DTP), which manages automatic trunk negotiation.

Four options for the switchport mode command are listed in Table 6-2.

Table 6-2 switchport mode Parameters

Parameter Description

trunk Configures the port into permanent 802.1Q trunk mode and negotiates
with the connected device to convert the link to trunk mode.

access Disables port trunk mode and negotiates with the connected device to

convert the link to nontrunk.

dynamic desirable

Triggers the port to negotiate the link from nontrunk to trunk mode. The
port negotiates to a trunk port if the connected device is in trunk state,
desirable state, or auto state. Otherwise, the port becomes a nontrunk
port.

dynamic auto

Enables a port to become a trunk only if the connected device has the
state set to trunk or desirable. Otherwise, the port becomes a nontrunk
port.
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The switchport nonegotiate interface command specifies that DTP negotiation packets
are not sent on the Layer 2 interface. The switch does not engage in DTP negotiation on
this interface. This command is valid only when the interface switchport mode is access
or trunk (configured by using the switchport mode access or the switchport mode
trunk interface configuration command). This command returns an error if you attempt
to execute it in dynamic (auto or desirable) mode. Use the no form of this command to
return to the default setting. When you configure a port with the switchport nonegoti-
ate command, the port trunks only if the other end of the link is specifically set to trunk.
The switchport nonegotiate command does not form a trunk link with ports in either
dynamic desirable or dynamic auto mode.

Table 6-3 shows the steps to configure a port as an 802.1Q trunk port, beginning in privi-
leged EXEC mode.

Table 6-3 Configuring a Port as an 802.1Q Trunk Port

Step Action Notes

1

Enter the interface configuration mode and the port After you enter the interface
to be configured for trunking: command, the command-line
prompt changes from (config)

SwitchX(config)# interface int_type int_number #o (config-if) #.

Configure the port as a VLAN trunk: Enable trunking on the selected
interface.

SwitchX(config-if)# switchport mode trunk

Some Cisco Catalyst switches support only 802.1Q encapsulation, which is configured
automatically when trunking is enabled on the interface by using the switchport mode
trunk command.

To verify a trunk configuration on many Cisco Catalyst switches, use the show interfaces
interface switchport or the show interfaces interface trunk command to display the
trunk parameters and VLAN information of the port, as demonstrated in Example 6-2.

Example 6-2 \erifying Trunk Configuration, Parameters, and Port VLAN Information

SwitchX# show interfaces fa0/11 switchport
Name: Fa0/11

Switchport: Enabled

Administrative Mode: trunk

Operational Mode: down

Administrative Trunking Encapsulation: dotlg
Negotiation of Trunking: On

Access Mode VLAN: 1 (default)

Trunking Native Mode VLAN: 1 (default)
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SwitchX# show interfaces fa0/11 trunk

Port Mode Encapsulation Status Native vlan
Fa0/11 desirable 802.1qg trunking 1

Port Vlans allowed on trunk

Fa0/11 1-4094

Port Vlans allowed and active in management domain

Fa0/11 1-13

VLAN Creation

Before you create VLANS, you must decide whether to use VTP to maintain global
VLAN configuration information for your network.

The maximum number of VLANS is switch dependent. Many access layer Cisco Catalyst
switches can support up to 1001 user-defined VLANS, and this can be extended to 4094
if the switch is configured in VTP transparent mode.

Cisco Catalyst switches have a factory default configuration in which various default
VLAN:Ss are preconfigured (1002-1005) to support various media and protocol types. The
default Ethernet VLAN is VLAN 1. Cisco Discovery Protocol and VTP advertisements
aresenton VLAN 1.

For you to be able to communicate remotely with the Cisco Catalyst switch for manage-
ment purposes, the switch must have an IP address. This IP address should be in the man-
agement VLAN, which by default is VLAN 1. If VTP is configured, before you can create
a VLAN, the switch must be in VTP server mode or VTP transparent mode.

Table 6-4 lists the commands to use when adding a VLAN.

Table 6-4 Commands to Add VLANs

Command/Variable Description

vlan vlan-id ID of the VLAN to be added and configured. For vlan-id, the range is
1 to 4094 when the VTP is set to transparent and 1 to 1005 when the
VTP is in server mode. Do not enter leading 0s. You can enter a single
VID, aseries of VIDs separated by commas, or a range of VVIDs sepa-
rated by hyphens.

name vlan-name (Optional) Specify the VLAN name, an ASCII string from 1 to 32
characters that must be unique within the administrative domain.

By default, a switch is in VTP server mode so that you can add, change, or delete VL ANSs.
If the switch is set to VTP client mode, you cannot add, change, or delete VL ANSs.
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Use the vlan global configuration command to create a VLAN and enter VLAN configu-
ration mode:

SwitchX# configure terminal
SwitchX (config)# wvlan 2

SwitchX (config-vlan)# name switchlab99

Use the no form of this command to delete the VLAN.

To add a VLAN to the VLAN database, assign a number and name to the VLAN. VLAN 1
is the factory default VLAN. Normal-range VLANSs are identified with a number between

1 and 1001. VLAN numbers 1002 through 1005 are reserved for Token Ring and Fiber
Distributed Data Interface (FDDI) VLANS. If the switch is in VTP server or VTP transparent
mode, you can add, modify, or remove configurations for VLAN 2 to 1001 in the VLAN
database. (VIDs 1 and 1002 to 1005 are automatically created and cannot be removed.)

Note When the switch is in VTP transparent mode and the enhanced software image
is installed, you can also create extended-range VLANSs (VLANs with IDs from 1006 to
4094), but these VLANSs are not saved in the VLAN database.

Configurations for VIDs 1 to 1005 are written to the vlan.dat file (VLAN database). You
can display the VLANSs by entering the show vlan privileged EXEC command. The vlan.
dat file is stored in flash memory.

To add an Ethernet VLAN, you must specify at least a VLAN number. If no name is
entered for the VLAN, the default is to append the VLAN number to the word vlan. For
example, VLANO004 would be the default name for VLAN 4 if no name were specified.

After you configure the VLAN, you should validate the parameters for that VLAN.

Use the show vlan id vlan_number or the show vlan name vlan-name command to dis-
play information about a particular VLAN, as demonstrated in Example 6-3.

Example 6-3 Displaying VLAN Information

SwitchX# show vlan id 2

VLAN Name Status Ports

O
VLAN Type SAID MTU Parent RingNo BridgeNo Stp BrdgMode Transl Trans?2
e woor o

SwitchX#

127



128 Interconnecting Cisco Network Devices, Part 1 (ICND1) Foundation Learning Guide

Use the show vlan brief command to display one line for each VLAN that displays the
VLAN name, the status, and the switch ports.

Use the show vlan command to display information on all configured VLANs. The show
vlan command displays the switch ports assigned to each VLAN. Other VLAN parameters
that are displayed include the type (the default is Ethernet); the security association ID
(SAID), used for the FDDI trunk; the maximum transmission unit (MTU) (the default is 1500
for Ethernet VLANS); the STP; and other parameters used for Token Ring or FDDI VLANS.

VLAN Port Assignment

After creating a VLAN, you can manually assign a port or a number of ports to that
VLAN. A port can belong to only one VLAN at a time. When you assign a switch port
to a VLAN using this method, it is known as a static-access port.

On most Cisco Catalyst switches, you configure the VLAN port assignment from inter-
face configuration mode using the switchport access command, as demonstrated in
Example 6-4. Use the vlan vlan_number option to set static-access membership.

Note By default, all ports are members of VLAN 1.

Example 6-4 Configuring VLAN Port Assignment

SwitchX# configure terminal
SwitchX (config)# interface range fastethernet 0/2 - 4

SwitchX (config-if)# switchport access vlan 2

SwitchX# show vlan

VLAN Name Status Ports
1 default active Fa0/1
2 switchlab99 active Fa0/2, Fa0/3, Fa0/4

Use the show vlan brief privileged EXEC command to display the VLAN assignment and
membership type for all switch ports, as demonstrated in Example 6-5.

Example 6-5 Displaying VLAN Port Assignment and Membership Type

SwitchX# show vlan brief

VLAN Name Status Ports
1 default active Fa0/1
2 switchlab99 active Fa0/2, Fa0/3, Fa0/4

3 vlan3 active
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4 vlan4 active

1002 fddi-default act/unsup

1003 token-ring-default act/unsup

VLAN Name Status Ports
1004 fddinet-default act/unsup

1005 trnet-default

Alternatively, use the show interfaces interface switchport privileged EXEC command to
display the VLAN information for a particular interface, as demonstrated in Example 6-6.

Example 6-6 Displaying VLAN Information for a Specific Interface

SwitchX# show interfaces fa0/2 switchport
Name: Fa0/2

Switchport: Enabled

Administrative Mode: dynamic auto
Operational Mode: static access
Administrative Trunking Encapsulation: dotlg
Operational Trunking Encapsulation: native
Negotiation of Trunking: On

Access Mode VLAN: 2 (switchlab99)

Trunking Native Mode VLAN: 1 (default)

--- output omitted ----

Adds, Moves, and Changes for VLANs

As network topologies, business requirements, and individual assignments change, VLAN
requirements also change.

To add, change, or delete VLANS, the switch must be in VTP server or transparent mode.
When you make VLAN changes from a switch that is in VTP server mode, the change

is automatically propagated to other switches in the VTP domain. VLAN changes made
from a switch in VTP transparent mode affect only the local switch; changes are not
propagated to the domain.

Adding VLANs and Port Membership

After you create a new VLAN, be sure to make the necessary changes to the VLAN port
assignments.

Separate VLANS typically imply separate IP networks. Be sure to plan the new IP
addressing scheme and its deployment to stations before moving users to the new VLAN.
Separate VLANS also require inter-VLAN routing to permit users in the new VLAN to
communicate with other VLANS. Inter-VLAN routing includes setting up the appropriate
IP parameters and services, including the default gateway and DHCP.
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Changing VLANs and Port Membership

To modify VLAN attributes, such as the VLAN name, use the vlan vlan-id global con-
figuration command.

Note You cannot change the VLAN number. To use a different VLAN number, create
anew VLAN using a new number and then reassign all ports to this VLAN.

To move a port into a different VLAN, use the same commands that you used to make
the original assignments.

You do not need to first remove a port from a VLAN to make this change. After you reas-
sign a port to a new VLAN, that port is automatically removed from its previous VLAN.

Deleting VLANs and Port Membership

When you delete a VLAN from a switch that is in VTP server mode, the VLAN is
removed from all switches in the VTP domain. When you delete a VLAN from a switch
that is in VTP transparent mode, the VLAN is deleted only on that specific switch. Use
the global configuration command no vlan vlan-id to remove a VLAN.

Note Before deleting a VLAN, be sure to reassign all member ports to a different
VLAN. Any ports that are not moved to an active VLAN are unable to communicate
with other stations after you delete the VLAN.

To reassign a port to the default VLAN (VLAN 1), use the no switchport access vlan
command in interface configuration mode.

VLAN Design Considerations

Keep these important VLAN design considerations from Cisco in mind:

Q The maximum number of VLANS is switch dependent.

Q VLAN 1 is the factory default Ethernet VLAN.

Q The Cisco switch IP address should be in the management VLAN.
Q Keep management traffic in a separate VLAN.

Q Change the native VLAN to something other than VLAN 1.

Q Make sure that the native VLAN for an 802.1Q trunk is the same on both ends of
the trunk link.

Typically, access layer Cisco switches support up to 64, 256, or 1024 VL ANs. The maxi-
mum number of VLANS is switch dependent.
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Cisco switches have a factory default configuration in which various default VLANSs are
preconfigured to support various media and protocol types. The default Ethernet VLAN
is VLAN 1. Cisco Discovery Protocol advertisements are sent on VLAN 1. A good secu-
rity practice is to separate management and user data traffic, because you do not want
users to be able to establish Telnet sessions to the switch.

If you want to communicate with the Cisco switch remotely for management purposes,
the switch must have an IP address. This IP address should be in the management VLAN,
which by default is VLAN 1.

A good security practice is to change the native VLAN to something other than VLAN 1
(forexample, VLAN 98) and tag native VLAN traffic.

Ensure that the native VLAN for an 802.1Q trunk is the same on both ends of the trunk
link. If the ends are different, spanning tree loops might result. If 802.1Q trunk configura-
tion is not the same on both ends, Cisco 10S Software will report error messages. Also
ensure that native VLAN frames are untagged.

DTP offers four switch port modes: switch, trunk, dynamic auto, and dynamic desirable.
A general guideline is to disable autonegotiation. That is, do not use the dynamic auto
and dynamic desirable switch port modes.

Physical Redundancy in a LAN

Most complex networks include redundant devices to avoid single points of failure.
Although a redundant topology eliminates some problems, it can introduce other prob-
lems. STP is a Layer 2 link management protocol that provides path redundancy while
preventing undesirable loops in a switched network. It is a standard protocol as defined
by IEEE 802.1D.

A redundant topology can be accomplished using multiple links, multiple devices, or
both. The key is to provide multiple pathways and eliminate a single point of failure.
Figure 6-9 shows a simple redundant topology between segment 1 and segment 2.

Server/Host X Router Y e‘ |1
|

Segment 1

4 =

Segment 2

Figure 6-9 Redundant Topology
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Although redundant designs can eliminate the possibility of a single point of failure
causing a loss of function for the entire switched or bridged network, you must consider
problems that redundant designs can cause. Some of the problems that can occur with
redundant links and devices in switched or bridged networks are as follows:

Q Broadcast storms: Without some loop-avoidance process in operation, each switch
or bridge floods broadcasts endlessly. This situation is commonly called a broadcast
storm.

Q Multiple frame transmission: Multiple copies of unicast frames might be delivered
to destination stations. Many protocols expect to receive only a single copy of each
transmission. Multiple copies of the same frame can cause unrecoverable errors.

Q MAC database instability: Instability in the content of the MAC address table
results from copies of the same frame being received on different ports of the
switch. Data forwarding can be impaired when the switch consumes the resources
that are coping with instability in the MAC address table.

Layer 2 LAN protocols, such as Ethernet, lack a mechanism to recognize and eliminate
endlessly looping frames. Some Layer 3 protocols like IP implementa Time-To-Live (TTL)
mechanism that limits the number of times a Layer 3 networking device can retransmit a
packet. Lacking such a mechanism, Layer 2 devices continue to retransmit looping traffic
indefinitely.

A loop-avoidance mechanism is required to solve each of these problems.

STP provides loop resolution by managing the physical paths to given network segments.
STP allows physical path redundancy while preventing the undesirable effects of active

loops in the network. STP is an IEEE committee standard defined as 802.1D. Figure 6-10
illustrates how a blocked port would prevent traffic flow between the segments.

i/ —

Block

Figure 6-10 Blocking on a Port

STP behaves as follows:

Q STP forces certain ports into a standby state so that they do not listen to, forward, or
flood data frames. The overall effect is that there is only one path to each network
segment that is active at any one time.

Q Ifany of the segments in the network have a connectivity problem, STP reestablishes
connectivity by automatically activating a previously inactive path, if one exists.
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Figure 6-11 shows the final state of a Layer 2 network after spanning tree has performed
the operations to eliminate loops.

100 BASE-T
Designated Port (F) Root Port (F)
Root Bridge E E Nonroot Bridge
Designated Port (F) Nondesignated Port (B)
10 BASE-T

Figure 6-11 Loop Avoidance

Routing Between VLANS

Routing is the process of determining where to send data packets destined for addresses
outside the local network. Routers gather and maintain routing information to enable the
transmission and receipt of data packets. For traffic to cross from one VLAN to another,
a Layer 3 process is necessary.

This section describes the operation of inter-VLAN routing using a router on a stick.

Understanding Inter-VLAN Routing

Inter-VLAN communication occurs between broadcast domains through a Layer 3
device. Ina VLAN environment, frames are switched only between ports within the same
broadcast domain. VLANS perform network partitioning and traffic separation at Layer 2.
Inter-VLAN communication cannot occur without a Layer 3 device, such as a router.

Traditional inter-VLAN routing requires multiple physical interfaces on both the router
and the switch. VLANSs are associated with unique IP subnets on the network. This sub-
net configuration facilitates the routing process in a multi-VLAN environment. When
using a router to facilitate inter-VLAN routing, the router interfaces can be connected to
separate VLANSs. Devices on those VLANS send traffic through the router to reach other
VLAN:S. Figure 6-12 shows this method of inter-VLAN routing.
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Router

0/0
10.1.20.1
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10.1.10.
1

.
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VLAN 10 D D' VLAN 20
7 ——
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10.1.10.100/24 10.1.20.100/24

Figure 6-12 Router with a Separate Interface for Each VLAN

When you use a separate interface for each VLAN on a router, you can quickly run out
of interfaces. This solution is not very scalable.

Another option for inter-VVLAN routing is to connect the switch to a router using an
802.1Q trunk.

Example: Router on a Stick

Figure 6-13 illustrates a router attached to a core switch. The configuration between a
router and a core switch is sometimes referred to as a router on a stick.

&S

Router on
a Stick
VLAN 1 VLAN 2
L] L
— L
10.1.1.2 10.2.2.2

Figure 6-13 Router on a Stick

The router can receive packets on one VLAN and forward them to another VLAN. To
perform inter-VLAN routing functions, the router must know how to reach all VLANs
being interconnected. Each VLAN must have a separate connection on the router, and
you must enable 802.1Q trunking on those connections. The router already knows about
directly connected networks. The router must learn routes to networks to which it is not
directly connected.

To support 802.1Q trunking, you must subdivide the physical Fast Ethernet interface of
the router into multiple, logical, addressable interfaces, one per VLAN. The resulting
logical interfaces are called subinterfaces. This is illustrated in Figure 6-14.
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FastEthernet0/0.1 FastEtherneto/o

FastEthernet0/0.2 . @.’
FastEthernet0/0.3 f

Figure 6-14 Subinterfaces

Without this subdivision, you would have to dedicate a separate physical interface to
each VLAN.

Example: Subinterfaces

In the figure, the FastEthernet 0/0 interface is divided into multiple subinterfaces:
FastEthernet 0/0.1, FastEthernet 0/0.2, and FastEthernet 0/0.3.

Configuring Inter-VLAN Routing Using Router on a Stick

To be able to route between VLANSs on a switch, you will need to be able to configure
inter-VLAN routing.

In Figure 6-15, the FastEthernet 0/0 interface is divided into multiple subinterfaces:
FastEthernet 0/0.1 and FastEthernet 0/0.2. Each subinterface represents the router in each
of the VLANS for which it routes.

y— o0 Gy
@@
- (I
,f —f
10.1.1.2 10.2.2.2

Figure 6-15 Inter-VLAN Routing Configuration

Use the encapsulation dotlq vlan identifier command (where vlan identifier is the
VLAN number) on each subinterface to enable 802.1Q encapsulation trunking. The sub-
interface number does not have to be the same as the dotlQ VLAN number. However,
management is easier when the two numbers are the same.

The native VLAN frames in 802.1Q do not carry a tag. Therefore, the native VLAN sub-
interface is configured with the encapsulation dot1Q vlan identifier native command.
Ensure that the VLAN assigned to the native VLAN subinterface matches the native
VLAN on the switch it connects to. Each subinterface will have a unique IP address for
the VLAN it is associated with. This address will be used as the gateway address for
workstations in that VLAN.
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Using Multilayer (Layer 3) Switches

Some switches can perform Layer 3 functions, replacing the need for dedicated rout-

ers to perform basic routing on a network. Layer 3 switches are capable of performing
inter-VLAN routing. Traditionally, a switch makes forwarding decisions by looking at the
Layer 2 header, while a router makes forwarding decisions by looking at the Layer 3 head-
er. A Layer 3 switch combines the functionality of a switch and a router into one device.
It switches traffic when the source and destination are in the same VLAN and routes
traffic when the source and destination are in different VLANS (that is, on different IP
subnets). To enable a Layer 3 switch to perform routing functions, VLAN interfaces on
the switch need to be properly configured. You must use the IP addresses that match the
subnet that the VLAN is associated with on the network. The Layer 3 switch must also
have IP routing enabled.

Layer 3 switching is more scalable than router on a stick, because the latter can only have
so much traffic through the trunk link. In general, a Layer 3 switch is primarily a Layer

2 device that has been upgraded to have some routing capabilities. A router is a Layer 3
device that can perform some switching functions.

However, the line between switches and routers becomes hazier every day. Some Layer
2 switches, like the switches in the Cisco Catalyst 2960 Series, support limited Layer
3 functionality. The 2960 switch supports static routing on Switched Virtual Interface
(SVI). Static routes can be configured, but routing protocols are not supported.

Figure 6-16 shows an example of inter-VLAN routing using a multilayer switch.

1 Layer 3 Switch
A L2
fa0/0 - 10.1.10.1 ,/l\ fa0/1 - 10.1.20.1

A4 y
VLAN 10 DI DI VLAN 20
y——— py———
| — | —
A/ A/
10.1.10.100/24 10.1.20.100/24

Figure 6-16 Inter-VLAN Routing Configuration Using a Layer 3 Switch

Chapter Summary

In this chapter, you learned why VL ANs are such a common element in network designs.
You learned to describe their purpose and function, and you also learned why trunk links
are critical for carrying the traffic of these VLANs from network device to network device.

This chapter also ensured that you can configure and verify VL ANSs and trunks and pro-
vided important guidelines for both of their implementations.

The chapter concluded with an examination of the need for Spanning Tree Protocol and
inter-VLAN routing solutions.
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Additional Resource
Q VLANSs, Trunks, and Switches, Oh My Video, AJS Networking: http://ajsnetworking.

com/vlans

Review Questions

Use the questions here to review what you learned in this chapter. The correct answers
and solutions are found in Appendix A, “Answers to Chapter Review Questions.”

1.

Which feature is required for multiple VLANSs to span multiple switches?
a. A trunk to connect the switches

b. A router to connect the switches

c. A bridge to connect the switches

d. AVLAN configured between the switches

Which of the following are reasons for using 802.1Q? (Choose two.)

a. Toallow switches to share a trunk link with nontrunking clients

. To allow clients to see the 802.1Q header

. To provide inter-VLAN communications over a bridge

. To load-balance traffic between parallel links using STP

. To provide trunking between Cisco switches and other vendor switches

DT QO O T

Which information does the show vlan command display?

a. VTP domain parameters

b. VMPS server configuration parameters

c. Ports that are configured as trunks

d. Names of the VLANSs and the ports that are assigned to the VL ANSs

Which of the following frame types are flooded to all ports except the source port
on aswitch? (Choose three.)

Unicast frames

Multicast frames

Broadcast frames

Frames with a destination address mapped to a given port
Frames with a destination address not yet learned by the switch
Frames with an unknown source address

0o 20 T

How does STP provide a loop-free network?

a. By placing all ports in the blocking state

b. By placing all bridges in the blocking state

c. By placing some ports in the blocking state
d. By placing some bridges in the blocking state
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6. Which command correctly assigns a subinterface to VLAN 50 using 802.1Q trunking?
a. Router(config) # encapsulation 50 dot1Q
b. Router(config) # encapsulation 802.1Q 50
c. Router(config-if) # encapsulation dotlQ 50
d. Router(config-if) # encapsulation 50 802.1Q

7. What happens to a switch port when you delete the VLAN to which it belongs?
a. The port becomes a member of the default VLAN 1.
b. The port becomes a member of the default VLAN 1 and becomes inactive.
c. The portremains in the deleted VLAN and becomes inactive.
d. A VLAN cannot be deleted when ports are assigned to it.

8. What statement is true about the native VLAN in 802.1Q?
a. The native VLAN must be 1.
b. The native VLAN is the single VLAN that is not tagged.
c. The native VLAN does not need to match on each end of the link.
d. The native VLAN traffic does not span switches on trunk links.

9. Which of the following statements are true about VLANs? (Choose two.)
a. The native VLAN is always tagged as VLAN 1.
b. VLANS are IP subnets.
c. A VLAN defines a collision domain.
d. Aroute processor is heeded to communicate between VLANS.

10. You notice in the output of the show vlan brief command on a factory default Cisco
switch that some of the ports are missing from the default VLAN 1. Why is this?

a. The ports are assigned to an inactive VLAN.
b. The ports are disabled.

c. The ports are nonfunctional.

d. The ports are trunk ports.

Production Network Simulation Question 6-1

You are responsible for building an 802.1Q trunk between two switches in your organiza-
tion’s network. The interface on each switch you are to trunk is Fast Ethernet 0/10. You
need to create two VLANs—10 and 20—and then configure the trunk. Also, ensure that
interface Fast Ethernet 0/5 is placed in VLAN 10. Provide the correct configuration in
Notepad.
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The TCP/IP Internet Layer

This chapter includes the following sections:
Q Chapter Objectives
Q Understanding TCP/IP’s Internet Layer
Q IP Network Addressing
Q Addressing Services
Q Chapter Summary
Q Additional Resources
Q Review Questions

Q Production Network Simulation Questions 7-1, 7-2, 7-3

All you need to do is look at how the TCPF/IP protocol suite was named and you will
know that this is a very important chapter of this book. The entire suite was named
after just two of the protocols used within it: Transmission Control Protocol (TCP) and
Internet Protocol (IP). In this chapter, we will provide much more detail on the Internet
layer of the TCP/IP model. Note that for our purposes, this is the same as discussing the
network layer of the OSI model.

As you will learn, of critical importance at this layer is addressing, specifically, Internet
(or IP) addressing. This is an area of much complexity, and is often an area of confusion
and frustration for students. Here, we will make it simple for you—covering this topic in
small, easy-to-mastersections.
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Chapter Objectives

Upon completing this chapter, you will be able to describe the importance of the Internet
layer of the TCP/IP model and describe IP addressing and popular IP addressing services.
These abilities include meeting the following objectives:

Q Describe the importance of the Internet layer

Q Describe the network addressing in IP

Q Define IP address classes

Q ldentify network and broadcast addresses

Q Describe private IP addresses and identify these addresses

Q Identify and describe common IP addressing services

Understanding TCP/IP’s Internet Layer

Among the protocols included in the TCP/IP protocol stack are a network layer protocol
and a transport layer protocol. The internetworking layer handles the routing of packets
of data by using IP addresses to identify each device on the network. Each computer,
router, printer, or any other device attached to a network has its own unique IP address
that routes packets of data.

Each IP address has a specific structure, and various classes of IP addresses exist. In addi-
tion, subnetworks and subnet masks play a role in IP addressing schemes, and different
routing functions and protocols are involved in transmitting data from one network node
to another using IP addresses.

The various aspects of IP addressing include calculations for constructing an IP address,
classes of IP addresses designated for specific routing purposes, and public versus private
IP addresses. Also, two different types of IP addresses exist: IP version 4 (IPv4) and IP
version 6 (IPv6). The 32-bit IPv4 address type is currently the most common, but the
128-bit IPv6 address is also in use and will probably become the more common address
type over time. This section describes 32-bit IPv4 addressing, except where IPv6 is
explicitly identified.

How do end systems initially obtain their IP address information? Although manual
assignment of IP address information is possible, it does not scale and is a barrier to
deployment and maintenance of networks. Therefore, protocols for the automatic assign-
ment of IP address information have evolved and now provide this essential function
without end-user intervention. This section describes how IP address protocols function.

IP Network Addressing

Just as you use addresses to identify the specific locations of homes and businesses so
that mail can reach them efficiently, you use IP addresses to identify the location of
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specific devices on a network so that data can be sent correctly to those locations. IP
addressing has various aspects, including the calculations for constructing an IP address,
the classes of IP addresses designated for specific routing purposes, and public versus
private IP addresses.

Learning how IP addresses are structured and how they function in the operation of a
network provides an understanding of how data is transmitted through Layer 3 internet-
working devices using TCP/IP. To facilitate the routing of packets over a network, the
TCP/IP protocol suite uses a 32-bit logical address known as an IP address. This address
must be unique for each device in the internetwork.

The header of the Internet layer of TCP/IP is known as the IP header. Figure 7-1 shows
the layout of the IP header.

Bit 0 Bit 15 Bit 16 Bit 31
Version (4) Lgir? ;tﬂe(zl) F;?gg?’\/ig%gf Total Length (16)
Identification (16) F'(a3‘-§’s Fragment Offset (13)
Time To Live (8) Protocol (8) Header Checksum (16)

Source IP Address (32)

Destination IP Address (32)

IP Options (0 Or 32 If Any)

Data (Varies If Any)

Figure 7-1

IP Header

20
Bytes

Note that each IP datagram carries this header, which includes a source IP address and
destination IP address that identify the source and destination network and host.

An IP address is a hierarchical address, and it consists of two parts:

Q The high-order, or leftmost, bits specify the network address component (network

ID) of the address.

Q The low-order, or rightmost, bits specify the host address component (host ID) of
the address.

Every physical or virtual LAN on the corporate internetwork is seen as a single network
that must be reached before an individual host within that company can be contacted.
Each LAN has a unique network address. The hosts that populate that network share
those same bits, but each host is identified by the uniqueness of the remaining bits. Like
a group of houses along the same road, the street address is the same, but the house num-
ber is unique.

Figure 7-2 illustrates a sample IP addressing scheme in an internetwork.
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172.18.0.2

172.17.0.1 ~—| 192.168.1.0
1013 1 1/71£.11.U.£ l 16811

10.13.0.0

Figure 7-2 IP Addressing

The IP address is 32 bits in length and is binary in nature, but it is expressed in a for-
mat that can be easily understood by the human brain. Basically, the 32 bits are bro-
ken into four sections of 8 bits each, known as octets or bytes. Each of these octets is
then converted into decimal numbers between 0 and 255, and each octet is separated
from the following one by dots. Figure 7-3 illustrates the format of an IP address using
172.16.122.204 as an example.

< 32 Bits >
Dotted
Decimal Network Host
Maximum 255 ‘ 255 ‘ 255 ‘ 255

1 8 9 16 17 24 25 32
Binary 11111111‘11111111‘11111111‘11111111
Example 172 ‘ 16 ‘ 122 ‘ 204
Decimal
E?ﬁ;’r‘)‘/"e 10101100‘00010000‘01111010‘11001100

Figure 7-3 IP Address Format

The IP address format is known as dotted-decimal notation. Figure 7-3 shows how the
dotted-decimal address is derived from the 32-bit binary value:

Q Sample address: 172.16.122.204.

Q Each bit in the octet has a binary weight (such as 128, 64, 32, 16, 8, 4, 2, and 1), and
when all the bits are on, the sum is 255.

Q The minimum decimal value for an octet is O; it contains all 0s.

Q The maximum decimal value for an octet is 255; it contains all 1s.

While many computers might share the same network address, combining the network
address with a host address uniquely identifies any device connected to the network.
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IP Address Classes

When IP was first developed, no classes of addresses existed, because it was assumed
that 254 networks would be more than enough for an internetwork of academic, military,
and research computers.

As the number of networks grew, the IP addresses were broken into categories called
classes to accommodate different sizes of networks and to aid in identifying them. These
classes are illustrated in Figure 7-4.

Assigning IP addresses to classes is known as classful addressing. The allocation of
addresses is managed by a central authority, the American Registry for Internet Numbers
(ARIN), which you can go to at www.arin.net for more information about network numbers.

Class A:

Class B:

Class C:

Class D:

Class E:

8 Bits 8 Bits 8 Bits 8 Bits
Network ‘ Host ‘ Host ‘ Host
Network ‘ Network ‘ Host ‘ Host
Network ‘ Network ‘ Network ‘ Host
Multicast
Research

Figure 7-4 Address Classes

Five IP address classes are used, as follows:

Q Class A: The Class A address category was designed to support extremely large net-

Note

works. A Class A address uses only the first octet to indicate the network address.
The remaining three octets are used for host addresses.

The first bit of a Class A address is always 0; therefore, the lowest number that can
be represented is 00000000 (decimal 0), and the highest number that can be repre-
sented is 01111111 (decimal 127). However, these two network numbers, 0 and 127,
are reserved and cannot be used as a network address. Any address that starts with a
value between 1 and 126 in the first octet, then, is a Class A address.

The 127.0.0.0 network is reserved for loopback testing (routers or local machines

can use this address to send packets to themselves). Therefore, it cannot be assigned to a
network.

Q Class B: The Class B address category was designed to support the needs of moder-

ate- to large-sized networks. A Class B address uses two of the four octets to indi-
cate the network address. The other two octets specify host addresses.
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Bits:
Class D:

The first 2 bits of the first octet of a Class B address are always binary 10. The
remaining 6 bits might be populated with either 1s or 0s. Therefore, the lowest num-
ber that can be represented with a Class B address is 10000000 (decimal 128), and
the highest number that can be represented is 10111111 (decimal 191). Any address
that starts with a value in the range of 128 to 191 in the first octet is a Class B
address.

Class C: The Class C address category is the most commonly used of the original
address classes. This address category was intended to support a lot of small net-
works.

A Class C address begins with binary 110. Therefore, the lowest number that can be
represented is 11000000 (decimal 192), and the highest number that can be repre-
sented is 11011111 (decimal 223). If an address contains a number in the range of
192 to 223 in the first octet, it is a Class C address.

Class D: The Class D address category was created to enable multicasting in an IP
address. A multicast address is a unique network address that directs packets with
that destination address to predefined groups of IP addresses. Therefore, a single sta-
tion can simultaneously transmit a single stream of datagrams to multiple recipients.

The Class D address category, much like the other address categories, is mathemati-
cally constrained. The first 4 bits of a Class D address must be 1110. Therefore, the
first octet range for Class D addresses is 11100000 to 11101111, or 224 to 239. An
IP address that starts with a value in the range of 224 to 239 in the first octet is a
Class D address.

As illustrated in Figure 7-5, Class D addresses (multicast addresses) include the fol-
lowing range of network numbers: 224.0.0.0 to 239.255.255.255.

Class E: Although a Class E address category has been defined, the Internet
Engineering Task Force (IETF) reserves the addresses in this class for its own
research. Therefore, no Class E addresses have been released for use in the Internet.
The first 4 bits of a Class E address are always set to 1111. Therefore, the first octet
range for Class E addresses is 11110000 to 11111111, or 240 to 255.

1 8 9 16 17 24 25 32
1110MMMM | Multicast Group | Multicast Group | Multicast Group
Range (224-239)

Figure 7-5 Multicast Addresses

Within each class, the IP address is divided into a network address (or network identifier,
network 1D) and the host address (or host identifier, host ID). The number of networks
and hosts varies by class. A bit or bit sequence at the start of each address, known as the
high-order bits, determines the class of the address, as shown in Figure 7-6.
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Bits: 1 89 16 17 24 25 32
Class A: ONNNNNNN ‘ Host ‘ Host ‘ Host
Range (1-126)
Bits: 1 89 16 17 24 25 32
Class B: 1ONNNNNN ‘ Network ‘ Host ’ Host
Range (128-191)
Bits: 1 89 16 17 24 25 32
Class C: 110NNNNN ‘ Network ‘ Network ’ Host

Range (192-223)

Figure 7-6 Address Classification

Figure 7-6 shows how the bits in the first octet identify the address class. The router uses
the first bits to identify how many bits it must match to interpret the network portion

of the address (based on the standard address class). Table 7-1 lists the characteristics of
Class A, B, and C addresses that address network devices.

Table 7-1 IP Address Classes

Class A Address Class B Address Class C Address

The first bit is 0. The first 2 bits are 10. The first 3 bits are 110.
Range of network numbers: Range of network numbers:  Range of network numbers:
1.0.00t0 126.0.0.0. 128.0.00 to 191.255.0.0. 192.0.00t0 223.255.255.0.

Number of possible networks:  Number of possible
127 (1 through 126 are usable;  networks: 16,384.

127 is reserved).

Number of possible networks:
2097152

Number of possible values Number of possible values
in the host portion: 16,777,216.* in the host portion: 65,536.*

Number of possible values in
the host portion: 256.*

*The number of usable hosts is 2 less than the total number possible because the host portion must be

nonzero and cannot be all 1s.

Network and Broadcast Addresses

Certain IP addresses are reserved and cannot be assigned to individual devices on a net-
work. These reserved addresses include a network address, which identifies the network
itself, and a broadcast address, which is used for broadcasting packets to all the devices

on a network.

An IP address that has binary Os in all host bit positions is reserved for the network
address. Therefore, as a Class A network example, 10.0.0.0 is the IP address of the net-

work containing the host 10.1.2.3. A router uses the network IP address when it searches
its IP route table for the destination network location. As a Class B network example, the
IP address 172.16.0.0 is a network address, as shown in the Figure 7-7.
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32 Bits
NETWORK HOST
8 Bits > < 8 Bits > < 8 Bits > < 8 Bits
1 Byte 1 Byte 1 Byte 1 Byte
N N H H
172 . 16 . 0 . 0

Network Address (Host Bits = All 0s)

Figure 7-7 Network Address

The decimal numbers that fill the first two octets in a Class B network address are
assigned. The last two octets contain 0s because those 16 bits are for host numbers and
are used for devices that are attached to the network. The IP address in the example
(172.16.0.0) is reserved for the network address; it is never used as an address for any
device that is attached to it. An example of an IP address for a device on the 172.16.0.0
network would be 172.16.16.1. In this example, 17216 is the network-address portion and
16.1 is the host-address portion.

If you wanted to send data to all the devices on a network, you would need to use a net-
work broadcast address. Broadcast IP addresses end with binary 1s in the entire host part
of the address (the host field), as shown in Figure 7-8.

For the network in the example (172.16.0.0), in which the last 16 bits make up the host
field (or host part of the address), the broadcast that is sent out to all devices on that net-
work includes a destination address of 172.16.255.255.

32 Bits
NETWORK HOST
8 Bits > < 8 Bits > < 8 Bits > < 8 Bits >
1 Byte 1 Byte 1 Byte 1 Byte
N N H H
172 . 16 . 255 . 255

Network Address (Host Bits = All 0s)

Figure 7-8 Network Broadcast Address
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The network broadcast is also known as a directed broadcast and is capable of being rout-
ed, because the longest match in the routing table would match the network bits. Because
the host bits would not be known, the router would forward this out all the interfaces
that were members of the major 172.16.0.0 network. Directed broadcast can be used to
perform a denial of service (DoS) attack against routed networks. This behavior is not the
default for Cisco routers, however.

If an IP device wants to communicate with all devices on all networks, it sets the desti-
nation address to all 1s (255.255.255.255) and transmits the packet. This address can be
used, for example, by hosts that do not know their network number and are asking some
server for it, as with Reverse Address Resolution Protocol (RARP) or DHCP. This form of
broadcast is never capable of being routed, because RFC 1812 prohibits the forwarding
of an all-networks broadcast. For this reason, an all-networks broadcast is called a local
broadcast because it stays local to the LAN segment or VLAN.

The network portion of an IP address is also referred to as the network ID. It is important
because hosts on a network can only directly communicate with devices in the same net-
work. If they need to communicate with devices with interfaces assigned to some other net-
work ID, a Layer 3 internetworking device that can route data between the networks is need-
ed. This is true even when the devices share the same physical media segment or VLAN.

A network 1D enables a router to put a packet onto the appropriate network segment. The
host ID helps the router deliver the Layer 2 frame, encapsulating the packet to a specific
host on the network. As a result, the IP address is mapped to the correct MAC address,
which is needed by the Layer 2 process on the router to address the frame.

Specific guidelines exist for assigning IP addresses in a network. First, each device or
interface must have a nonzero host number. Figure 7-9 shows devices and routers with IP
addresses assigned.

A A
172162100 [ JJ— I gy JEERR
L 4 a4
_A— EO A—
172.16.3.10 Dli 172.16.2. 7E] 10.250.8.11
1
A A
172.16.12.12 E]ﬁ *E] 10.180.30.118
_ ———4
Routing Table
|172.16| . |12 .12| Network Interface
Network Host 172.16.0.0 EO
10.0.0.0 El

Figure 7-9 Host Addresses
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Each wire is identified with the network address. This value is not assigned, but it is
assumed. A value of 0 means “this network” or “the wire itself” (for example, 172.16.0.0).
This is the information used by the router to identify each network. The routing table
contains entries for network or wire addresses; it usually does not contain any informa-
tion about hosts.

As soon as the network portion is determined by the classification, you can determine
the total number of hosts on the network by summing all available 1 and 0 combinations
of the remaining address bits and subtracting 2. You must subtract 2 because an address
consisting of all 0 bits specifies the network, and an address of all 1 bits is used for net-
work broadcasts.

The same result can be derived by using the following formula:
2N — 2 (where N is the number of bits in the host portion)

Figure 7-10 illustrates a Class B network, 172.16.0.0. In a Class B network, 16 bits are used
for the host portion. Applying the formula 2N — 2 (in this case, 216 — 2 = 65,534) results
in 65,534 usable host addresses.

All classful addresses have only a network portion and host portion. So, the router(s)
within the internetwork know it only as a single network, and no detailed knowledge of
the internal hosts is required. All datagrams addressed to network 172.16.0.0 are treated
the same, regardless of the third and fourth octets of the address.

Network Host

172 16 0 0
10101100 00010000 00000000 00000000 1
00000000 00000001 2
00000000 00000011 3
11111111 11111101 65534
11111111 11111110 65535
11111111 11111111 | 65536
- 2

[ 2n-2 = 216-2 = 65534]| 65534

Figure 7-10 Determining the Available Host Addresses

Each class of a network allows a fixed number of hosts. In a Class A network, the first
octet is assigned for the network, leaving the last three octets to be assigned to hosts. The
first host address in each network (all 0s) is reserved for the actual network address, and
the final host address in each network (all 1s) is reserved for broadcasts. The maximum
number of hosts in a Class A network is 224 — 2 (subtracting the network and broadcast
reserved addresses), or 16,777,214,

In a Class B network, the first two octets are assigned for the network, leaving the final
two octets to be assigned to hosts. The maximum number of hosts in a Class B network
is 216 — 2, or 65,534.
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In a Class C network, the first three octets are assigned for the network. This leaves the
final octet to be assigned to hosts, so the maximum number of hosts is 28 — 2, or 254.

Just as local broadcasts and directed broadcasts are special network addresses, you also
find a special host address known as the loopback address that is used to test the TCP/IP
stack on a host. This address is 127.0.0.1.

Another common special host address that many people run into is the autoconfiguration
IP address assigned when neither a statically nor a dynamically configured IP address

is found on startup. Hosts supporting IPv4 link-local addresses (RFC 3927) generate an
address in the 169.254.X.X/16 prefix range. The address can be used only for local net-
work connectivity and operates with many caveats, one of which is that it is not routed.
These addresses are usually encountered when a host fails to obtain an address through
startup using DHCP.

Public and Private IP Addresses

Some networks connect to each other through the Internet, whereas others are private.
Public and private IP addresses are required, therefore, for both of these network types.

Internet stability depends directly on the uniqueness of publicly used network addresses.
Therefore, some mechanism is needed to ensure that addresses are, in fact, unique. This
responsibility originally rested within an organization known as the InterNIC (Internet
Network Information Center). This organization was succeeded by the Internet Assigned
Numbers Authority (IANA). IANA carefully manages the remaining supply of IP address-
es to ensure that duplication of publicly used addresses does not occur. Such duplication
would cause instability in the Internet and compromise its capability to deliver datagrams
to networks using the duplicated addresses.

To obtain an IP address or block of addresses, you must contact an Internet service pro-
vider (ISP). The ISP allocates addresses from the range assigned by its upstream registry
or its appropriate regional registry, which is managed by IANA, as follows:

Q Asia Pacific Network Information Center (APNIC)
Q American Registry for Internet Numbers (ARIN)
Q Réseaux IP Europens Network Coordination Centre (RIPE NCC)

With the rapid growth of the Internet, public IP addresses began to run out, so new
addressing schemes such as classless interdomain routing (CIDR) and IPv6 were devel-
oped to help solve the problem. CIDR and IPv6 are discussed in the next section.

Although Internet hosts require a globally unique IP address, private hosts that are not
connected to the Internet can use any valid address, as long as it is unique within the pri-
vate network. Because many private networks exist alongside public networks, grabbing
“just any address” is strongly discouraged. Therefore, the IETF defined three blocks of IP
addresses (1 Class A network, 16 Class B networks, and 256 Class C networks) in RFC
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1918 for private, internal use. Addresses in this range are not routed on the Internet back-
bone, as shown in Table 7-2. Internet routers are configured to discard private addresses
as defined by RFC 1918.

Table 7-2 Private IP Addresses

Class RFC 1918 Internal Address Range
A 10.0.0.0 to 10.255.255.255

B 17216.00 to 172.31.255.255

C 192.168.0.0 to 192.168.255.255

If you are addressing a nonpublic intranet, these private addresses can be used instead of
globally unique addresses. If you want to connect a network using private addresses to
the Internet, however, it is necessary to translate the private addresses to public address-
es. This translation process is referred to as Network Address Translation (NAT). A
router is often the network device that performs NAT.

Address Exhaustion

The growth of the Internet has resulted in enormous demands for IP addresses. This sec-
tion describes the capabilities of IPv4 in relation to that demand.

When TCP/IP was first introduced in the 1980s, it relied on a two-level addressing
scheme, which at the time offered adequate scalability. The architects of TCP/IP could
not have predicted that their protocol would eventually sustain a global network of infor-
mation, commerce, and entertainment. Twenty years ago, IPv4 offered an addressing
strategy that, although scalable for a time, eventually resulted in an inefficient allocation
of addresses.

The Class A and B addresses make up 75 percent of the IPv4 address space, but a rela-
tive handful of organizations (fewer than 17,000) can be assigned a Class A or B network
number. Class C network addresses are far more numerous than Class A and B addresses,
although they account for only 12.5 percent of the possible 4 billion IP addresses, as
shown in Figure 7-11.

Unfortunately, Class C addresses are limited to 254 hosts, which does not meet the needs
of larger organizations that cannot acquire a Class A or B address.
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Class B Other
25% Classes
12.5%

Figure 7-11 1P Address Allocation

As early as 1992, the IETF identified two specific concerns:

Q The Class B address category was on the verge of depletion, and the remaining, unas-
signed IPv4 network addresses were nearly depleted at the time.

Q As more Class C networks came online to accommodate the rapid and substantial
increase in the size of the Internet, the resulting flood of hew network information
threatened the capability of Internet routers to cope effectively.

Over the past 20 years, numerous extensions to IPv4 have been developed to improve the
efficiency with which the 32-bit address space can be used.

In addition, an even more extendable and scalable version of IP, IPv6, has been defined
and developed. An IPv6 address is a 128-bit binary value, which can be displayed as 32
hexadecimal digits. It provides 3.4 x 1038 IP addresses. This version of IP should provide
sufficient addresses for future Internet growth needs. Table 7-3 compares IPv4 and IPv6
addresses.

Table 7-3 IPv6 Addresses

Version IPv4 IPv6

Number of octets 4 octets 16 octets

Binary representation 11000000.10101000. 11010001.11011100.11001001.01110001.110100

of address 11001001.01110001 01.11011100.110011001.01110001.11010001.110
11100.11001001.01110001.11010001.11011100.1
1001001.01110001

Notation of address 192.168.201.113 A524:72D3:2C80:DD02:0029:EC7A:002B:EAT3

Total number of 4,294,467,295 IP 3.4 x 1038 IP addresses
addressesavailable  addresses
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After years of planning and development, IPv6 is slowly being implemented in select net-
works. Eventually, IPv6 might replace IPv4 as the dominant internetwork protocol.

Another solution to the shortage of public IP addresses is a different kind of routing.
CIDR is a new addressing scheme for the Internet that allows more efficient allocation of
IP addresses than the old Class A, B, and C address scheme allows.

First introduced in 1993 and later deployed in 1994, CIDR dramatically improved the
scalability and efficiency of IPv4 in the following ways:

Q It replaced classful addressing with a more flexible and less wasteful scheme.

Q It provided enhanced route aggregation, also known as supernetting. As the Internet
grows, routers on the Internet require huge memory tables to store all the routing
information. Supernetting helps reduce the size of router memory tables by combin-
ing and summarizing multiple routing information entries into one single entry. This
reduces the size of router memory tables and also allows faster table lookup.

A CIDR network address looks like this:
192.168.54.0/23

The 192168.54.0 is the network address itself and the /23 means that the first 23 bits are
the network part of the address, leaving the last 9 bits for specific host addresses. The
effect of CIDR is to aggregate, or combine, multiple classful networks into a single larger
network. This aggregation reduces the number of entries required in the IP routing tables
and allows the provisioning a larger number of hosts within the network. Both are done
without using a network ID from the next larger classful address group.

With the CIDR approach, if you need more than 254 host addresses, you can be assigned
a /23 address instead of wasting an entire Class B address that supports 65,534 hosts.

Figure 7-12 shows an example of using CIDR. Company XYZ asks for an address block
from its ISP, not a central authority. The ISP evaluates company XYZ’s needs and allo-
cates address space from its own large CIDR block of addresses. CIDR blocks can be,
and are, assigned by the regional authorities to governments, service providers, enter-
prises, and organizations.
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Internet

192.168.54.0/23 /I/

192.168.0.0/16
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Figure 7-12 CIDR Addressing

Note Figure 7-12 shows an example using private IP addresses as defined in RFC 1918.
These addresses would never be used by an ISP for CIDR, but they are shown here merely
as an illustration. Public addresses are not used in this example for security reasons.

In this example, the ISP owns the 192.168.0.0/16 address block. The ISP announces only
this single 192.168.0.0/16 address to the Internet (even though this address block actually
consists of many Class C networks). The ISP assigns the smaller 192.168.54.0/23 address
block within the larger 192.168.0.0/16 address block to the XYZ company. This assignment
allows the XYZ company to have a network that can have up to 510 hosts (29 — 2 = 510),
or that network can be subdivided into multiple smaller subnets by the XYZ company.

Providers assume the burden of managing address space in a classless system. With this
system, Internet routers keep only one summary route, or supernet route, to the pro-
vider’s network, and only the individual provider keeps routes that are more specific to its
own customer networks. This method drastically reduces the size of internetwork routing

tables.

Addressing Services

Because of the complexity of modern IP networks, many services are necessary to pro-
vide seamless and easy-to-use internetworking. This section introduces some of these
important services. They are covered in more detail later in this book.
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Dynamic Host Configuration Protocol

Host addresses are assigned to devices either manually or automatically. Automated meth-
ods make administration of devices easier, so they are the ones most often employed.
Several automated methods that use protocols for assigning IP addresses exist, and
Dynamic Host Configuration Protocol (DHCP) is the most popular of those methods.

DHCP is a protocol used to assign IP addresses automatically and to set TCP/IP stack
configuration parameters, such as the subnet mask, default router, and Domain Name
System (DNS) servers for a host. DHCP is also used to provide other configuration infor-
mation as necessary, including the length of time the address has been allocated to the
host. DHCP consists of two components: a protocol for delivering host-specific configu-
ration parameters from a DHCP server to a host and a mechanism for allocating network
addresses to hosts. DCHP addresses are usually obtained on startup, and Figure 7-13
shows the communication that takes place to obtain the address.
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Figure 7-13 DHCP Request

Using DHCP, a host can obtain an IP address quickly and dynamically. All that is required
is a defined range of IP addresses on a DHCP server. As hosts come online, they contact
the DHCP server and request address information. The DHCP server selects an address
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and allocates it to that host. The address is only “leased” to the host, so the host periodi-
cally contacts the DHCP server to extend the lease. This lease mechanism ensures that
hosts that have been moved or are switched off for extended periods of time do not hold
on to addresses that they are not using. The addresses are returned to the address pool
by the DHCP server to be reallocated as necessary.

DHCP is a protocol specified by RFC 2131, superseding RFC 1541. DHCP is based on
the Bootstrap Protocol (BOOTP), which it has effectively superseded.

IP addresses can also be assigned statically by configuring the host manually.

Domain Name System

Another important parameter used in TCP/IP is DNS. DNS is a mechanism for converting
symbolic names into IP addresses. The DNS application frees users of IP networks from
the burden of having to remember IP addresses. Without this freedom, the Internet would
not be as popular or as usable as it is today.

The DNS address is a server that provides the DNS services. The address is typically
assigned during the DCHP address assignment or can be assigned manually.

Using Common Host Tools to Determine the IP Address of aHost

Most operating systems provide a series of tools that can be used to verify host address-
esand DNS addresses.

For a Microsoft Windows device, the Network Connections tab under System setup
enables you to set and view the IP address configured on the PC. As shown in Figure
7-14, this PC is configured to obtain the address from a DHCP server.

.-‘J.-_.'_‘Lo_c_a_l Area Connection Properties

General ‘ Authentication | Advanced |

Connect using

‘ BB VMware Acceleraled AMD FCNet Ad ‘

This connection uses the following items:

gthent for Microsoft Networks

gFlle and Printer Sharing for Microsoft Networks
QQDS Packet Scheduler

% Intemet Protocol [TCP/IP)

Install Uninstall Froperties
Description

Transmission Control Protocol/Intermet Pratocol. The default
wide area network protocol that provides communication

Internet Protocol (TCP/IP) Properties @EJ

General | Alternate Cnnﬁguratinn|

“fou can get |P settings assigned automatically if your network supports
this capability. Dtherwise, you need to ask your network administrator for
the appropriate |P settings.

() Obtain an IP address automalically
(O Use the following IP address:

(%) Obtain DNS server address automatically
(O Use the following DMS server addresses:

across diverse interconnected networks. TVEr I:l
[] Show icon in notification area when connected
Molify me when this connection has limited or no connectivity

Figure 7-14 TCP/IP Properties
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To determine the actual address of the device, the ipconfig command can be used from
the command line to display all current TCP/IP network configuration values and refresh
DHCP and DNS settings. Used without parameters, ipconfig displays the IP address, sub-
net mask, and default gateway for all adapters.

You can run ipconfig with various flags to determine exactly what output should be dis-
played. The syntax flags are as follows:

ipconfig [/all] [/renew [Adapter]] [/release [Adapter]] [/£flushdns]
[/displaydns] [/registerdns] [/showclassid Adapter] |[/setclassid Adapter
[ClassID]]

The parameters are as follows:

Q /all: Displays the full TCP/IP configuration for all adapters. Without this parameter,
ipconfig displays only the IP address, subnet mask, and default gateway values for
each adapter. Adapters can represent physical interfaces, such as installed network
adapters, or logical interfaces, such as dialup connections.

Q /renew [Adapter]: Renews DHCP configuration for all adapters (if an adapter is not
specified) or for a specific adapter if the Adapter parameter is included. This param-
eter is available only on computers with adapters that are configured to obtain an
IP address automatically. To specify an adapter name, type the adapter name that
appears when you use ipconfig without parameters.

Q /release [Adapter]: Sends a DHCPRELEASE message to the DHCP server to release
the current DHCP configuration and discard the IP address configuration for either
all adapters (if an adapter is not specified) or for a specific adapter if the Adapter
parameter is included. This parameter disables TCP/IP for adapters configured to
obtain an IP address automatically. To specify an adapter name, type the adapter
name that appears when you use ipconfig without parameters.

Q fflushdns: Flushes and resets the contents of the DNS client resolver cache. During
DNS troubleshooting, you can use this procedure to discard negative cache entries
from the cache, as well as any other entries that have been added dynamically.

Q /displaydns: Displays the contents of the DNS client resolver cache, which includes
both entries preloaded from the local host’s file and any recently obtained resource
records for name queries resolved by the computer. The DNS client service uses this
information to resolve frequently queried names quickly, before querying its config-
ured DNSservers.

Q /registerdns: Initiates manual dynamic registration for the DNS names and IP
addresses that are configured at a computer. You can use this parameter to trouble-
shoot a failed DNS name registration or resolve a dynamic update problem between
a client and the DNS server without rebooting the client computer. The DNS settings
in the advanced properties of the TCP/IP protocol determine which names are regis-
tered in DNS.
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Q /showclassid Adapter: Displays the DHCP class ID for a specified adapter. To see

the DHCP class ID for all adapters, use the asterisk (*) wildcard character in place of
Adapter. This parameter is available only on computers with adapters that are con-
figured to obtain an IP address automatically.

/setclassid Adapter [ClassID]: Configures the DHCP class ID for a specified adapt-
er. To set the DHCP class ID for all adapters, use the asterisk (*) wildcard character in
place of Adapter. This parameter is available only on computers with adapters that
are configured to obtain an IP address automatically. If a DHCP class ID is not speci-

fied, the current class ID is removed.

Q /?: Displays help at the command prompt.

Example 7-1 shows a sample of ipconfig usage.

Example 7-1 Using ipconfig in Windows 8

Microsoft Windows [Version 6.2.9200]

C:\Users\anthonysequeira> ipconfig

Windows IP Configuration

Ethernet adapter Ethernet:

Connection-specific DNS Suffix
IPv6 Address.

Temporary IPv6 Address.
Link-local IPv6 Address

IPv4 Address.

Subnet Mask .

Default Gateway .

Tunnel adapter isatap.localdomain:

Media State

specific DNS Suffix . : localdomain
Tunnel adapter Teredo Tunneling Pseudo-

Connection-specific DNS Suffix

IPv6 Address.

Link-local IPv6 Address

Default Gateway .

C:\Users\anthonysequeira>

(c) 2012 Microsoft Corporation. All rights reserved.

localdomain
fdb2:2c26:f4e4:0:ad9d:b9cf:5a36:2712
fdb2:2c26:f4e4:0:d021:1229:7056:bcal
fe80::ad9d:b9cf:5a36:2712%12
10.211.55.6

: 255.255.255.0

10.211.55.1

: Media disconnected Connection-

Interface:

2001:0:9d38:953¢c:2479:3cd8:£52¢c:c8f9
fe80::2479:3cd8:f52c:c8£9%14
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Chapter Summary

This chapter examined the Internet layer of the TCP/IP protocol suite in much greater
detail than we did in previous chapters. This is critically important because IP addresses
and the services that accompany them are absolutely imperative in the operation of
internetworks. You should consider making flash cards to assist you in memorizing many
of the facts shared in this chapter. This includes the details in the many important tables
presented.

Additional Resources
Q The Internet Layer Video, http://ajsnetworking.com/internet

Q RFC 1918 — IETF.ORG, http://tools.ietf.org/html/rfc1918

Review Questions

Use the questions here to review what you learned in this chapter. The correct answers
and solutions are found in Appendix A, “Answers to Chapter Review Questions.”
1. How many bits are in an IPv4 address?
a. 16

b. 32
c. 48
d. 64
e. 128

2. InaClass B address, which of the octets are the host address portion and are
assigned locally?

a. The first octet is assigned locally.

b. The first and second octets are assigned locally.

c. The second and third octets are assigned locally.
d. The third and fourth octets are assigned locally.

3. Theaddress 172.16.128.17 is of which class?
a. Class A
b. Class B
c. Class C
d. Class D


http://ajsnetworking.com/internet
http://tools.ietf.org/html/rfc1918
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Which of the following statements is true of a directed broadcast address?
a. A broadcast address is an address that has all Os in the host field.

b. Any IP address in a network can be used as a broadcast address.

c. Adirected broadcast address is an address that has all 1s in the host field.
d. None of these answers are correct.

Which of the following addresses are private IP addresses? (Choose two.)
a. 10.215.34.124

b. 17216.71.43

c. 176.1710.10

d. 225.200.15.10

Which of the following statements about IP are accurate? (Choose three.)
IP is a connectionless protocol.

IP uses relational addressing.

IP delivers data reliably.

IP operates at Layer 2 of the TCP/IP stack and OSI model.

IP does not provide any recovery functions.

"o 20 T

IP delivers data on a best-effort basis.

Which of the following addresses is not a private address?
a. 196.100.1.100

b. 10.100.1.100

c. 17216.1100

d. 192168.1.100

In a Class C address, which of the octets are the host address portion and are
assigned locally?

a. The first three octets
b. The last octet
c. The first octet
d. The last three octets

A Class A address begins with what decimal number in the first octet?
a. 128-191

b. 192-224

c. 1-192

d. 1-126
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10. What message is used to respond to a DHCP OFFER message?
a. REPLY
b. DISCOVER
c. REQUEST
d. ACKNOWLEDGMENT

Production Network Simulation Questions

Production Network Simulation Question 7-1

Your colleague has suggested that he use 27 bits for the identification of the network
portion of an IP address. He wants to confirm with you regarding the number of hosts
that this networking scheme can accommodate. Provide him with the correct number.

Production Network Simulation Question 7-2

You want confirmation that you have memorized the correct RFC 1918 private address
space. List the complete private address ranges.

Production Network Simulation Question 7-3

Your supervisor needs a method to clear DHCP leased addresses from local hosts, and
then renew addresses from the DHCP server. Provide your supervisor with a method for
doing this from the command-line interface of a Windows 7 machine.
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IP Addressing and Subnets

This chapter includes the following sections:
Q Chapter Objectives
Q Understanding Binary Numbering

Q Constructing a Network Addressing Scheme

e}

Implementing Variable-Length Subnet Masks
Q Chapter Summary

Q Additional Resources

Q Review Questions

Q Production Network Simulation Question 8-1

Subnetworks, or subnets, are very common in all but the smallest network environments.
These subnetworks segment larger networks into smaller divisions that have their own
network address space. To create subnet addresses, some of the bits that are used for the
host portion of an IP address are “borrowed” to create the subnet address. | prefer to use
the expression “stolen;” | mean after all, do we really plan on giving those bits back? No
matter how you describe using bits of the host portion to create additional subnetworks
in your infrastructure, this chapter reveals the exact process of creating and assigning
subnets in your organization. This chapter also examines variable-length subnet masking
(VLSM) and route summarization for more efficient use of network addressing.

Chapter Objectives

Upon completing this chapter, you will be able to describe the need for subnetting, and
you will be able to perform the exact steps to make this addressing approach function
perfectly. These abilities include meeting these objectives:
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Describe the purposes and functions of subnets and their addressing schemes
Explain the role of a subnet mask

Describe the octet values of a subnet mask

Describe how end systems use subnet masks and default gateways

Determine the number of subnets and hosts

Identify a procedure to determine subnet addresses

Show how to determine a subnet address

Determine an addressing scheme

Describe the role of VLSM

Use VLSM to subnet a network

o O O o0 o o0 O O o0 O O

Use route summarization in the network

Understanding Binary Numbering

All computers function using a system of switches that can be in one of two positions, on
or off. This is called a binary system, with “off” being represented by the digit 0 and “on”
being represented by the digit 1. A binary number will include only the digits 0 and 1.

Network device addresses also use this binary system to define their location on the
network. The IP address is based on a dotted-decimal notation of a binary number. You
must have a basic understanding of the mathematical properties of a binary system to
understand networking. The following sections describe the mathematics involved in the
binary numbering system and explain how to convert a decimal (base 10) number to a
binary (base 2) number and vice versa.

Decimal and Binary Systems

The decimal (base 10) system is the numbering system used in everyday mathematics, and
the binary (base 2) system is the foundation of computer operations.

In the decimal system, the digitsare 0, 1, 2, 3, 4, 5, 6, 7, 8, and 9. When quantities higher
than 9 are required, the decimal system begins with 10 and continues all the way to 99.
Then the decimal system begins again with 100, and so on, with each column to the left
raising the exponent by 1.

The binary system uses only the digits 0 and 1. Therefore, the first digit is O, followed by
1. If a quantity higher than 1 is required, the binary system goes to 10, followed by 11.
The binary system continues with 100, 101, 110, 111, 1000, and so on. Table 8-1 shows
the binary equivalents of the decimal numbers 0 through 19.
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Table 8-1 Decimal Versus Binary Numbers

Decimal Number Binary Number
0 0

1 1

2 10

3 11

4 100

5 101

6 110

7 111

8 1000
9 1001
10 1010
11 1011
12 1100
13 1101
14 1110
15 1111
16 10000
17 10001
18 10010
19 10011

Least Significant Bit and Most Significant Bit

Most people are accustomed to the decimal numbering system. While the base number
is important in any numbering system, it is the position of a digit that confers value. The
number 10 is represented by a 1 in the tens position and a 0 in the ones position. The
number 100 is represented by a 1 in the hundreds position, a 0 in the tens position, and a
0 in the ones position.

In a binary number, the digit on the rightmost side is the least significant bit (LSB), and
the digit on the leftmost side is the most significant bit (MSB). The significance of any
digits in between these sides is based on their proximity to either the LSB or the MSB.
Figure 8-1 shows the relationships of bit significance to the values for base 10 and base 2
numbering systems.
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Base-10 Decimal Conversion - 63204829

MSB LSB
Base&xponent 107 10° 10° 10* 10® | 10% | 10* |10°
Column Value 6 3 2 0 4 8 2 9
Decimal Weight 10000000 1000000 100000 10000 | 1000 | 100 | 10 | 1
Column Weight 60000000 3000000 200000 0 4000 | 800 | 20 | 9

60000000 + 3000000 + 200000 + 0 + 4000 + 800 + 20 + 9 = 63204829
Base-2 Binary Conversion - 1110100 (233)

MSB LSB
BaseExponent o7 26 25 24 23 22 21 | 20
Column Value 1 1 1 0 1 0 0 1
Decimal Weight 128 64 32 16 8 4 2 1
Column Weight 128 64 32 0 8 0 0 1

128+64+32+0+8+0+0+1=233

Figure 8-1 Bit Significance

Base 2 Conversion System

Understanding the base 2 system is important because an IP version 4 (IPv4) address
consists of 32 binary bits. Each digit is 1 bit. The 32 bits are divided into four sets of 8
bits, called octets. A dot (period) is placed between each set to separate them. (A byte is
another name for 8 bits; however, for the purposes of this section, 8 bits will be referred

to as an octet.)

The various classes of addresses are based on the octet boundaries, so it is helpful to get
used to such groupings. It is also an ease-of-use issue, because 8-bit binary numbers are
easier to convert than 32-bit binary numbers. When converting a binary IP address, you
only convert one octet at a time. The highest possible binary octet is 11111111, which
converts to the decimal number 255. The lowest possible binary octet is 00000000, which
is the decimal number 0. That means that with 8 bits, you can have 256 different number
combinations, 0 to 255 inclusive.

Powers of 2

To understand how binary numbers are used in IP addressing, you must understand the
mathematical process of converting a decimal number to a binary number and vice versa.

Calculator batteries run down and charts can be misplaced, but if you know the math-
ematical principles, a piece of paper and pencil are all that you need to convert binary
numbers to decimal numbers and to convert decimal numbers to binary numbers. There
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are charts available to help with decimal-to-binary conversion, showing, for example, 20 =
decimal 1, 21 = decimal 2, 22 = decimal 4, and so on. Table 8-2 illustrates which decimal
numbers are produced for powers of 2.

Table 8-2 Powers of 2

Power of 2 Calculation Value
20 Mathematical identity 1

21 2 2

22 2*2 4

23 2%2*2 8

24 2%2*2*2 16

25 2%2*2*%2*2 32

26 2%2*2F2*2*2 64

27 2%2*2x2*2*2*2 128

Decimal-to-Binary Conversion

Decimal numbers can be converted to binary numbers through a specific process, as
shown in Figure 8-2.

BaseExponent 27 26 25 24 23 22 21 | 20
Place Value 128 64 32 16 8 4 2 1
Example:
Convert Decimal 0 0 1 0 0 0 1 1
35 to Binary
35 = 25 + 21 + 20
35 = (32*1) + 2*1)+@1*1)
35 = 0 + 0 1 + 0 + 0 + 0 + 1+1
35 = 00100011

Figure 8-2 Decimal-to-Binary Conversion

This example shows a simple binary conversion of the decimal number 35. The base
exponent line shows base 2 numbers and their exponents (2 * 2 =4 * 2 =8, and so on).
The decimal value of the base exponent number is listed in the second row, and the bina-
ry number is displayed in the third row. The table describes the steps to determine the
binary number. Notice that the first 2 bits of the binary number are Os; these are known
as leading Os. In reality, the decimal number 35 would only be a 6-bit binary number.
Because IP addresses are laid out as four sets of octets, the binary number is made into
an octet by placing 0s to the left of the 6-bit number.
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The steps used in converting the number 35 to a binary number are as follows:

1.

o > w DN

10.

Looking at Figure 8-2, what is the greatest power of 2 that is less than or equal to
35? 128 does not go into 35, so place a 0 in that column.

64 does not go into 35, so place a 0 in that column.
25 (32) is smaller than 35. 32 goes into 35 one time. Place a 1 in that column.
Calculate how much is left over by subtracting 32 from 35. The result is 3.

Check to see whether 16 (the next lower power of 2) fits into 3. Because it does
not, a 0 is placed in that column.

The value of the next number is 8, which is larger than 3, so a 0 is placed in that
column, too.

The next value is 4, which is still larger than 3, so it too receives a 0.

The next value is 2, which is smaller than 3. Because 2 fits into 3 one time, place a
1 in that column.

Subtract 2 from 3, and the result is 1.

The decimal value of the last bit is 1, which fits in the remaining number.
Therefore, place a 1 in the last column. The binary equivalent of the decimal num-
ber 35 is 00100011.

Binary-to-Decimal Conversion

As with decimal-to-binary conversion, there is usually more than one way to convert
binary numbers to decimal numbers. You can convert binary numbers to decimal num-
bers using the positional values based on the powers of 2 and identifying the columns
with nonzero values, which contribute to the final numerical value. Figure 8-3 illustrates
this process.

BaseExponent 27 26 25 24 23 22 21 | 20
Place Value 128 64 32 16 8 4 2 1
Example: 1 0 1 1 1 o | o1

Binary Number

Decimal Number
Total: 185

128 0 32 16 8 0 0 1

10111001=(128*1)+(64*0)+(32* 1)+ (16* 1) + (8* 1) + (4 *0) + (2* 0) + (1 * 1)
10111001=128+0+32+16+8+0+0+1
10111001=185

Figure 8-3 Binary-to-Decimal Conversion
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The steps used for converting the binary number 10111001 to a decimal number are as
follows:

1. Find the place value that corresponds to any 1 bit in the binary number, according to
its position. For example, as shown in Figure 8-3, the binary bit in the 27 column is
1, so the decimal total is 128.

2. There is a 0 in the 26 (64) column. The decimal equation is 128 + 0 = 128.

3. There is now a 1 in the 25 (32) column. The decimal equation becomes
128 + 32 = 160.

4. There is a 1 in the 24 (16) column. Adding the value to the decimal total gives
160 + 16 = 176.

5. The next column, 23, has a 1, so add the value 8 to the decimal total, giving
176 + 8 = 184.

6. There are Os in the 22 and 21 columns. Add Os to the decimal total:
184+ 0+ 0 =184.

7. Finally, there is a 1 in the 20 (1) column. Now, add 1 to 184. The result is 185.
The decimal equivalent of the binary number 10111001 is 185.

Constructing a Network Addressing Scheme

Subnetworks, also known as subnets, are very common in all but the smallest of net-
work environments, segmenting the network into smaller divisions that have their own
addresses. To create subnet addresses, some of the bits used for the host portion of an
IP address are “borrowed” to create the subnet address. The following sections describe
how subnets function and how they are computed.

Subnetworks

Network administrators often need to divide networks, especially large networks, into
subnetworks, or subnets, to provide addressing flexibility. This topic describes the pur-
poses and functions of subnets and their addressing schemes.

A company that occupies a three-story building might have a network divided by floors,
with each floor divided into offices. Think of the building as the network, the floors as
the three subnets, and the offices as the individual host addresses.

A subnet segments the hosts within the network. With no subnets, the network has a flat
topology. A flat topology has a short routing table and relies on Layer 2 MAC addresses
to deliver packets. MAC addresses have no hierarchical structure. As the network grows,
the use of the network bandwidth becomes less and less efficient.
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The disadvantages of a flat network are as follows:

Q All devices share the same bandwidth.
Q All devices share the same Layer 2 broadcast domain.

Q It is difficult to apply security policies because there are no boundaries between
devices.

On an Ethernet network connected by hubs, every host on the same physical network sees

all the packets on the network. On a switch-connected network, the host sees all broad-
casts. In heavy traffic situations, on a shared segment connected by hubs, there can be

many collisions caused by two or more devices transmitting simultaneously. The devices
detect the collision, stop transmitting, and then begin transmitting at a random interval

later. To users, this process is perceived as the network slowing down. Routers can be used

in these situations to separate networks by breaking the network into multiple subnets.
Figure 8-4 shows an example of a small network broken into three separate subnets.

0 01 01
= = =

Finance
Subnetwork 3

L) L4 L Ly L L)
T/ T’ TI T’ T’ T’
Engineering @ Manufacturing
Subnetwork 1 Subnetwork 2

WAN Interface

Figure 8-4 Network Subnets

The advantages of subnetting a network are as follows:

Q Smaller networks are easier to manage and map to geographical or functional
requirements.

Q Overall network traffic is reduced, which can improve performance.
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Q You can more easily apply network security measures at the interconnections
between subnets than throughout the entire network.

In multiple-network environments, each subnetwork can be connected to the Internet
through a single router, as shown in Figure 8-5. In this example, the network is subdivided
into multiple subnetworks. The actual details of the internal network environment and
how the network is divided into multiple subnetworks are inconsequential to other IP
networks.

IP addresses provide an identifier for both the network and the host of an IP subnet. As
Figure 8-5 illustrates, the router must have some way of determining how much of the
address is the network portion.

Destination IP address
172.16.55.87

2 How much of this address
Netw rrk Host is the network part?

=

Figure 8-5 Determining Network Addresses

Each device on an IP network is configured with both an IP address and a subnet mask.
The subnet mask identifies the network-significant portion of an IP address. The network-
significant portion of an IP address is, simply, the part that identifies what network the
host device is on (that is, the network address). This is important for the routing opera-
tion to be efficient.

Two-Level and Three-Level Addresses

When the IPv4 method of identifying addresses and address classes was developed, a
two-level address (network and host) seemed sufficient. Each address class (A, B, and C)
had a default mask associated with it, and because the mask was predefined, it was not
necessary to explicitly configure the mask.

As the number of network-connected devices grew, it became clear that this was an inef-
ficient use of network addresses. To overcome this problem, a third level of addressing,
consisting of subnets, was developed.

A subnet address includes the original classful network portion plus a subnet field. This
is also known as the extended network prefix. The subnet field and the host field are cre-
ated from the original classful host portion. To create a subnet address, you can borrow
bits from the original host field and designate them as the subnet field.

However, subnets cannot work without a way to identify the part of the address that is
network significant and the part that is host significant. For this reason, explicit subnet
masks need to be configured.
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Subnet Creation

The subnet address is created by taking address bits from the host portion of Class A,
Class B, and Class C addresses. Usually, a network administrator assigns the subnet
address locally. Like IP addresses, each subnet address must be unique.

When creating subnets, many potential individual host addresses (endpoints) are lost.
For this reason, you must pay close attention to the percentage of addresses that are lost
when you create subnets. The algorithm used to compute the number of subnets uses
powers of 2.

When taking (borrowing) bits from the host field, it is important to note that the number
of additional subnets that is being created will double each time one more bit is bor-
rowed. Borrowing 1 bit creates two possible subnets (21 = 2). Borrowing 2 bits creates
four possible subnets (22 = 4). Borrowing 3 bits creates eight possible subnets (23 = 8),
and so on.

Each time another bit is borrowed from the host field, the number of possible subnets
created increases by a power of 2 and the number of individual possible host addresses
on each subnet decreases by a power of 2. Some examples are as follows:

Q Using 1 bit for the subnet field results in 2 possible subnets (21 = 2).

Q Using 2 bits for the subnet field results in 4 possible subnets (22 = 4).

Q Using 3 bits for the subnet field results in 8 possible subnets (23 = 8).

Q Using 4 bits for the subnet field results in 16 possible subnets (24 = 16).
Q Using 5 bits for the subnet field results in 32 possible subnets (25 = 32).
Q Using 6 bits for the subnet field results in 64 possible subnets (26 = 64).

In general, the following formula can be used to calculate the number of usable subnets,
given the number of subnet bits used:

Number of subnets = 2s (where s is the number of subnet bits borrowed)

Computing Usable Subnetworks and Hosts

One of the decisions you must make when creating subnets is to determine the optimal
number of subnets and hosts. To accomplish this, you need to understand the classes of
IP networks and know how to use the bits within these classes to create networks and
allocate address space for hosts. This is done by borrowing bits from the host field in a
network address space.

Computing Hosts for a Class C Subnetwork

Each time 1 bit is borrowed from a host field, there is one less bit remaining in the host
field that can be used for host numbers, and the number of host addresses that can be
assigned decreases by a power of 2.
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As an example, consider a Class C network address in which all 8 bits in the last octet are
used for the host ID. Therefore, there are 256 possible numbers. The actual number of
possible addresses available to assign to hosts is 254 (256 — 2 reserved addresses).

Now, imagine that this Class C network is divided into subnets. If 2 bits are borrowed
from the default 8-bit host field, the size of the host field decreases to 6 bits. All possible
combinations of 0s and 1s that could occur in the remaining 6 bits produce a total num-
ber of possible hosts that could be assigned in each subnet. This number, which formerly
was 256, is now 64. (You “borrowed” 2 bits to make subnets from 8 host bits total in a
Class C network, so with 6 bits remaining for hosts, 26 = 64.) The number of usable host
numbers decreases to 62 (64 — 2).

In the same Class C network, if 3 bits are borrowed, the size of the host field decreases
to 5 bits, and the total number of assignable hosts for each subnet decreases to 32 (25).
The number of usable host numbers decreases to 30 (32 — 2). The number of possible
host addresses that can be assigned to a subnet is related to the number of subnets that
have been created. In a Class C network, for example, with 3 bits borrowed to make
subnets, the usable subnets created are 8, each having 30 (25 = 32 — 2 = 30) usable host
addresses. Figure 8-6 shows the number of subnets and hosts that can be computed in a
Class C address space by borrowing host bits.

Network Network Network

Bits to Borrow

Number of Bits Number of Subnets Numbe_r .Of B_|ts Numbe_r oAl
. Remaining in Possible Per
Borrowed Possible

) (25) Host ID Subnet
(8-s=h) (2h-2)

1 2 7 126

2 4 6 62

3 8 5 30

4 16 4 14

5 32 3 6

6 64 2 2

7 128 1 2

Figure 8-6 Borrowing Bits in a Class C Network Address Space

Computing Hosts for a Class B Subnetwork

Now consider a Class B network address, in which 16 bits are used for the network ID
and 16 bits are used for the host ID. Therefore, there are 65,536 (216) possible addresses
available to assign to hosts (65,534 usable addresses, after subtracting the two addresses,
the broadcast and the subnet addresses, that cannot be used).
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Now, imagine that this Class B network is divided into subnets. If 2 bits are borrowed
from the default 16-bit host field, the size of the host field decreases to 14 bits. All pos-
sible combinations of Os and 1s that could occur in the remaining 14 bits produce a total
number of possible hosts that could be assigned in each subnet. Thus, the number of
hosts assigned to each subnet is now 16,382.

In the same Class B network, if 3 bits are borrowed, making the mask 3 bits longer, the
size of the host field decreases from 16 bits to 13 bits, because you borrowed 3 bits to
make subnets, and now the total number of host addresses for each subnet decreases to
8192 (213). The number of usable host numbers decreases to 8190 (8192 — 2). In this
Class B network, for example, the usable subnets created are 6 (23 = 8 — 2), each having
8190 (8192 — 2) usable host addresses. Figure 8-7 shows the number of subnets and hosts
that can be computed in a Class B address space by borrowing host bits.

Network . Network . .

\ 4

Bits to Borrow

Number of Bits Number of Subnets Numbe_r pf B.Its Numbe_r @ilrizsE
. Remaining in Possible Per
Borrowed Possible

©) 25 Host ID Subnet
(16-s=h) (2h-2)

1 2 15 32,766

2 4 14 16.382

3 8 13 8,190

4 16 12 4,094

5 32 11 2,046

6 64 10 1,022

7 128 9 510

Figure 8-7 Borrowing Bits in a Class B Network Address Space

Computing Hosts for a Class A Subnetwork

Finally, consider a Class A network address, in which by default 8 bits are used for the
network 1D and 24 bits are used for the host ID. Therefore, there are 16,777,216 (224)
possible addresses available to assign to hosts (16,777,214 usable addresses, after sub-
tracting the two addresses, the broadcast and the subnet addresses, that cannot be used).
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Now, imagine that this Class A network is divided into subnets. If 6 bits are borrowed
from the default 24-bit host field, the size of the host field decreases to 18 bits. All
possible combinations of Os and 1s that could occur in the remaining 18 bits produce

a total number of possible hosts that could be assigned in each subnet. This number is
now 262,142, while it was formerly 16,777,216. The number of usable hosts decreases
t0 262,140 (262,142 — 2). Figure 8-8 shows the number of subnets and hosts that can be
computed in a Class A address space by borrowing host bits.

Network

Bits to Borrow

Number of Bits Number of Subnets Numbe_r .Of B.'ts Numbe_r EilFIaEs
. Remaining in Possible Per
Borrowed Possible

©) 25 Host ID Subnet
(24-s=h) (2"-2)

1 2 23 8,388,606

2 4 22 4,194,302

3 8 21 2,097,150

4 16 20 1,048,574

5 32 19 524,286

6 64 18 262,142

7 128 17 131,070

Figure 8-8 Borrowing Bits in a Class A Network Address Space

How End Systems Use Subnet Masks

The end system uses the subnet mask to compare the network portion of the local net-
work address with the destination network address of the packet to be sent. Before an
end system can send a packet to its destination, it must first determine whether the desti-
nation address is on the local network. This is done by comparing the bits in the destina-
tion address with the network bits of the sending station. Figure 8-9 shows how host A
and host B are local because their subnetwork addresses are both 10.1.1.0.
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Figure 8-9 Local Hosts

Because these hosts are on the same subnet, the source end system will use the Address
Resolution Protocol (ARP) process to bind the destination IP address to the destination
MAC address. If it was not on the same subnet, the packet (frame) must be forwarded to
the MAC address of the default gateway, the router on the subnet, for transmission to the
destination network.

How Routers Use Subnet Masks

The subnet mask identifies the network-significant part of an IP address. Routers, like all
IP hosts, need this information to determine how to get a packet to the desired destina-
tion. When a device determines that a packet does not belong on the local subnet (which
would be called off-net), it will send the packet to the router (its default gateway) on its
subnet. The router must then determine where to send the packet.
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All routers have routing tables. Depending on the location of the router in the network
hierarchy, the table can be small and simple or large and complex. Figure 8-10 shows

a packet traveling from host A to host B on different networks. As the packet travels
between the adjoining networks, the routers must reference their routing tables to deter-
mine where to send the packet next.

HostA Host B
10.1.1.77/2 10.3.1.23/24

-l 0

| ? — —_—

10.1.1.0 10.3.1.0

wm/u rmwﬁm—
- 10.2.2.0 o

Router Table A
10.1.1.0/24 Fa0/2
10.2.2.0/24 Fa0/0

Router Table B
10.1.1.0/24 Fa0/1
10.2.2.0/24 Fa0/1

3T a 3L
10.3.2.0/24 Fa0/0 10.3.2.1 /24 Fa0/0

Figure 8-10 Routing Tables

The router populates the routing table with the network-significant part of all known
networks, to compare the destination network addresses of packets that need to be for-
warded. If the network is not directly attached to the router, the router stores the address
of the next-hop router to which the packet should be forwarded. For routers to function
without the need to store all destination networks in their tables, they use a default route
to which packets not matching any entry in the route table are forwarded. The following
list describes this behavior:

1. Host A determines that the destination network is off-net and requires the use of its

default gateway router (Router A). So host A must ARP for, and deliver the frame to,
Router A.

Note Router A has a route to the destination network 10.3.1.0 and forwards the packet to
Router B through the indicated interface.

2. Because the 10.3.1.0/24 network is directly connected to Router B interface Fa0/2,
Router B will use ARP to determine the MAC address of host B.

When configuring routers, each interface is connected to a different network or sub-

net segment. An available host address from each different network or subnet must be
assigned to the interface of the router that connects to that network or subnet. In Figure 8-
11, RouterA has two Ethernet interfaces, one connected to the host network and one to
the network connecting RouterA to RouterB.
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172.16.2.200 172.16.3.5
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172.16.2.2 172.16.3.100
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172.16.2.160 172.16.3.150
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New Routing Table
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Network Subnet Host
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172.16.3.0/24 | Fa0/1

Figure 8-11 IP Addressing on a Router Interface

Notice Figure 8-11, the interface that is connected to the 172.16.2.0 subnetwork is
assigned the IP address of 172.16.2.1, and the other interface that is connected to the
172.16.3.0 subnetwork is assigned the IP address of 172.16.3.1. All the attached hosts
need to have their addresses within the range of the subnet. Any host configured with an
address outside of this would not be reachable.

Mechanics of Subnet Mask Operation

Although subnet masks use the same format as IP addresses, they are not IP addresses
themselves. Each subnet mask is 32 bits long, divided into four octets, and is usually rep-
resented in the dotted-decimal notation like IP addresses. In their binary representation,
subnet masks have all 1s in the network and subnetwork portions (on the left) and all Os
in the host portion (on the right).
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There are only eight valid subnet mask values per octet. The subnet field always imme-
diately follows the network number. That is, the borrowed bits must be the first n bits,
starting with the most significant bit (MSB) of the default host field, where n is the
desired size of the new subnet field. The subnet mask is the tool used by the router to
determine which bits are routing (network and subnet) bits and which bits are host bits.

If all 8 bits in any octet are binary 1s, the octet has a decimal equivalent of 255. This is
why there is a 255 in a decimal representation of a default subnet. In Class A, the default
subnet mask is 255.0.0.0 in decimal, 11111111.00000000.00000000.00000000 in binary,
and /8 in shorthand; all three mean the same thing. If the three highest-order bits (bits to
the left) from the next highest-order host octet are borrowed (add three more 1s to the
default mask), they add up to 224 (128 + 64 + 32). This translates to 255.224.00, or 1111
1111.11100000.00000000.00000000. Figure 8-12 shows the common values used in sub-

net masking.

128 64 32 16 8 4 2 1

[ 0 0 0 0 0 0 0o = 128
N B 0 0 0 0 0 0o = 192
1 1 1 0 0 0 0 0 = 224
1 1 1 1 0 0 0 0 = 240
1 1 1 1 1 0 0 0 = 248
1 1 1 1 1 1 0 0 = 252
1 1 1 1 1 1 1 0 = 254
(o] [ [ [ [ [&] [] [ = =

Figure 8-12 Subnet Mask Octet Values

With IP addressing, the subnet mask identifies the network addressing information that
is necessary to send packets toward their final destinations. The subnet mask identifies
which bits within the IP address are the network and subnet bits.

Figure 8-13 shows the default subnet masks for Class A, Class B, and Class C addresses.
The subnet mask itself is indicated with 1s in the binary notation for the mask, with all
other bits indicated as 0s.
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Example Class A Address (Binary):
Default Class A Mask (Binary):

Example Class A Address (Decimal):

10.0.0.0
00001010.00000000.00000000.00000000
11111111.00000000.00000000.00000000

Example Class B Address (Binary):
Default Class B Mask (Binary):

Default Class A Mask (Decimal): 255.0.0.0
Default Classful Prefix Length: /8
Example Class B Address (Decimal): 172.16.0.0

10101100.00010000.00000000.00000000
11111111.11111111.00000000.00000000

Example Class C Address (Binary):
Default Class C Mask (Binary):
Default Class C Mask (Decimal):
Default Classful Prefix Length:

Default Class B Mask (Decimal): 255.255.0.0
Default Classful Prefix Length: /16
Example Class C Address (Decimal): 192.168.42.0

11000000.10101000.00101010.00000000
11111111.11111111.11111111.00000000
255.255.255.0

124

Figure 8-13 Class A, B, and C Default Subnet Masks

Applying Subnet Mask Operation

Most network administrators work with existing networks, complete with subnets and
subnet masks in place. Network administrators need to be able to determine, from an
existing IP address, which part of the address is the network and which part is the subnet.
Applying the subnet mask operation provides this information.

The procedure described in the following steps explains how to select the number of sub-
nets you need for a particular network and then apply a mask to implement subnets:

1.

Determine the IP address for your network as assigned by the registry authority.
Assume that you are assigned a Class B address of 172.16.0.0.

. Based on your organization and administrative requirements and structure, determine

the number of subnets required for the network. Be sure to plan for future growth.
Assume that you are managing a worldwide network in 25 countries. Each country
has an average of four locations. Therefore, you will need 100 subnets.

. Based on the address class and the number of subnets you selected, determine the

number of bits you need to borrow from the host ID. To create 100 subnets, you
need to borrow 7 bits (27 = 128).

. Determine the binary and decimal values of the subnet mask you select. For a Class

B address with 16 bits in the network ID, when you borrow 7 bits, the mask is /23.
Binary value of the mask: 11111111.11111111.11111110.00000000. Decimal value
of the mask: 255.255.254 0.

. Apply the subnet mask for the network IP address to determine the subnet and host

addresses. You will also determine the network and broadcast addresses for each subnet.

. Assign subnet addresses to specific subnets on your network.
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Determiningthe Network Addressing Scheme

When working in a classful networking environment that uses fixed-length subnet masks,
you can determine the entire network addressing based on a single IP address and its cor-
responding subnet mask. Figure 8-14 shows an example of the first three steps, given the
following network address and mask:

Q Network address: 192.168.221.37
Q Subnet mask: 255.255.255.248

IP Address: 192.168.221.37 Subnet Mask /29

Step

Description

Example

Write the octet that is being
split in binary.

4th Octet: 00100101

2. Write the mask or classful Assigned Mask: 255.255.255.248 (/29)
prefix length in binary. 4th Octet: 11111000
3. Draw aline to delineate the

significant bits in the assigned
IP address. Cross out the mask
S0 you can view the significant
bits in the IP address.

Split Octet (Binary): 00100 {101
Split Mask (Binary): 11111 P00

Figure 8-14 Determining the Addressing Scheme, Steps 1-3

After using the subnet mask to determine the significant bits used in the host address

portion, you will use Steps 4 through 8 to determine the subnetwork network address,
broadcast address, first host address, last host address, and next subnet address. This is
illustrated in Figure 8-15.

Step Description Example
4. | Copy the significant bits 00100 000 (Network Address)
four times. 00100 001 (First Address in Subnet)
00100 110 (Last Address in Subnet)
5, In the first line, define the 00100 111 (Broadcast Address)?
network a_lddress_ by_ placmg_ Completed Subnet Addresses
all zeros in the significant bit.
- - Network Address: 192.168.221.32
6. | Inthe lastline, define the Subnet Mask: 255.255,255.248
broadcast address by placing First Subnet: 192.168.221.32
all ones in the significant bits. First Host Address: 192.168.221.33
. . . Last Host Address: 192.168.221.38
7. In the middle lines, define the

first and last host number.

Broadcast Address: 192.168.221.39
Next Subnet: 192.168.221.40

Increment the subnet bits
by one.

00101000 (Next Subnet)

Figure 8-15 Determining the Addressing Scheme, Steps 4-8
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After converting the addresses from binary to decimal, the addresses for the subnets are
as follows:

Q Subnet address: 192.168.221.32

Q First host address: 192.168.221.33
Q Last host address: 192.168.221.38
Q Broadcastaddress: 192.168.221.39

Q Nextsubnet address: 192.168.221.40

Notice that the range of the address block, including the subnet address and directed broad-
cast address in this example, is from 192.168.221.32 through 192.168.221.39, which includes
eight addresses. The address block is the same size as the number of host bits (2h = 23 = 8).

Class C Example

In Figure 8-16, we will determine the addressing for a Class C network with a nonde-
fault mask. Given the address of 192.168.5.139 and knowing that the subnet mask is
255.255.255.224, the subnet number is 1111111111111111.11111111.11100000, or /27.

IP Address 192.168.5.139 Subnet Mask 255.255.255.224

IP Address 192 168 5 139
IP Address 11000000 10101000 00000101 100(01011
Subnet Mask 11111111 11111111 11111111 111{00000 127

Subnetwork 11000000 10101000 00000101 10000000

Subnetwork 192 168 5 128

First Host 192 168 5 10000001=129
Last Host 192 168 5 10011110=158
Pl 192 168 5 10011111=159
Broadcast

Next Subnet 192 168 5 10100000=160

Figure 8-16 Class C Addresses with Nondefault Mask

The following outlines the steps and shows the details of each operation in the eight-step
process:

1. Write the octet that is being split in binary (10001011).
2. Write the mask bits of the same octet (11100000).
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3. Draw a vertical line to delineate the network-significant bits in the assigned IP
address. Put a line under the mask so that you can view the significant bits in the IP
address (10000000).

4. Copy the significant bits four times.

5. In the first line, define the network address by placing Os in the remaining host bits
(10000000).

6. In the last line, define the directed broadcast address by placing all 1s in the host bits
(10011112).

7. In the middle lines, define the first and last host ID for this subnet: 10000001 and
10011110.

8. Increment the subnet bits by 1 to determine the next subnet address. Repeat Steps 4
through 8 for all subnets (10100000).

Table 8-3 shows the range of subnets and broadcast addresses that would be available
with the given subnet mask. Note that the subnet in Figure 8-16 is subnet 4 in the follow-
ing table.

Table 8-3 Subnet Addresses Table

Subnet No. SubnetID Host Range Broadcast Address
1 192.168.5.0 192.168.5.1 to 192.168.5.30 192.168.5.31

2 192.168.5.32 192.168.5.33 t0 192.168.5.62 192.168.5.63

3 192.168.5.64 192.168.5.65 t0 192.168.5.94 192.168.5.95

4 192.168.5.96 192.168.5.97 t0 192.168.5.126 192.168.5.127

5 192.168.5.128 192.168.5.128 t0 192.168.5.158 192.168.5.159

6 192.168.5.160 192.168.5.161 to 192.168.5.190 192.168.5.191

7 192.168.5.192 192.168.5.193 t0 192.168.5.222 192.168.5.223

8 192.168.5.224 192.168.5.225 t0 192.168.5.254 192.168.5.255

Class B Example

In Figure 8-17, we will determine the addressing for a Class B network with a nonde-
fault mask. Given the address of 172.16.139.46 and knowing that the subnet mask is
255.255.240.0, or /20, you can determine the subnet and host addresses for this network.
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Base-10 Decimal Conversion - 63204829

MSB LSB
BaseExponent 107 10° 10° 10* 10° | 102 | 10% |10°
Column Value 6 3 2 0 4 8 2 9
Decimal Weight 10000000 | 1000000 | 100000 | 10000 | 1000 | 100 | 10 | 1
Column Weight 60000000 | 3000000 | 200000 0 4000 | 800 | 20 | 9

60000000 + 3000000 + 200000 + 0 + 4000 + 800 + 20 + 9 = 63204829

Base-2 Binary Conversion - 1110100 (233)

MSB LSB
BaseExponent 27 26 25 24 28 22 21 | 20
Column Value 1 1 1 0 1 0 0 1
Decimal Weight 128 64 32 16 8 4 2 1
Column Weight 128 64 32 0 8 0 0 1

128+64+32+0+8+0+0+1=233

Figure 8-17 Class B Address with Nondefault Subnet Mask

The following outlines the steps and shows the details of each operation in the eight-step
process:

1.
2.
3.

Write the octet that is being split in binary (10001011).
Write the mask bits of the same octet (11110000).

Draw a vertical line to delineate the network-significant bits in the assigned IP
address. Put a line under the mask so that you can view the significant bits in the IP
address (10000000).

. Copy the significant bits four times.

. In the first line, define the network address by placing Os in the remaining host bits

(10000000.00000000).

. In the last line, define the directed broadcast address by placing all 1s in the host bits

(10001111.11111111).

. In the middle lines, define the first and last host ID for this sub-

net—10000000.00000001 and 10001111.11111110.

. Increment the subnet bits by 1 to determine the next subnet address. Repeat Steps 4

through 8 for all subnets (10100000.00000000).

Table 8-4 shows the range of subnets and broadcast addresses that would be available
with the given subnet mask.
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Subnet No. SubnetID Host Range Broadcast Address
All Os 17216.0.0 17216.011t0 172.16.15.254 172.16.15.255

1 17216.16.0 17216.16.1t0 172.16.31.254 17216.31.255

2 172.16.320 17216.3211t017216.47.254 172.16.47.255

13 172.16.208.0 172.16.208.1t017216.223.254 172.16.223.255

14 17216.224.0 172.16.224.1t0 172.16.239.254 172.16.239.255

All 1s 172.16.240.0 172.16.240110 172.16.255.254 172.16.255.255

Class A Example

In Figure 8-18, we will determine the addressing for a Class A network with a nondefault
mask. Given the address of 10.172.16.211 and knowing that the subnet mask is /18, you
can determine the subnet and host addresses for this network.

IP Address 172.16.139.46 Subnet Mask /20
IP Address 172 16 139 46
IP Address 10101100 | 00010000 | 10001011 | 00101110
SubnetMask | 11111111 | 11111111 | 1111/0000 | 00000000 120
Subnetwork | 10101100 | 00010000 | 10000000 | 00000000
Subnetwork 172 16 128 0
First Host 172 16 10000000 00000001=128.1
Last Host 172 16 10001111 11111110=143.254
g:g:f:st 172 16 10001111 11111111=143.255
Next Subnet 172 16 10010000 00000000=144.0

Figure 8-18 Class A Address with Nondefault Subnet Mask

The following outlines the steps and shows the details of each operation in the eight-step

process:

1. Write the octet that is being split in binary (00010000).
2. Write the mask bits of the same octet (11000000).

3. Draw a vertical line to delineate the network-significant bits in the assigned IP
address. Put a line under the mask so that you can view the significant bits in the IP

address (00000000).
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4. Copy the significant bits four times.

5. In the first line, define the network address by placing Os in the remaining host bits
(00000000.00000000).

6. In the last line, define the directed broadcast address by placing all 1s in the host bits
(00111111111111211).

7. In the middle lines, define the first and last host ID for this sub-
net—00000000.00000001 and 00111111.11111110.

8. Increment the subnet bits by 1 to determine the next subnet address. Repeat Steps 4
through 8 for all subnets (01000000.00000000).

Table 8-5 shows the range of subnets and broadcast addresses that would be available
with the given subnet mask.

Table 8-5 Subnet Addresses Table

Subnet No. SubnetID Host Range Broadcast Address
All 0s 10.0.0.0 10.00.1 t0 10.0.63.254 10.0.63.255

1 10.0.64.0 10.064.11t010.0127.254 10.0127.255

2 10.0128.0 10.0128.1t0 10.0.191.254 10.0191.255

1021 10.255.64.0 10.255.64.1 t0 10.255.127.254 10.255.127.255

1022 10.2551280  10.255.128.1 to 10.255.191.254 10.255.191.255

All 1s 10.2551920  10.255.1921 to 10.255.255.254 10.255.255.255

Note There are many shortcuts to subnetting that can be implemented for faster
calculations in the exam. To see a popular shortcut method, be sure to watch the videos in
the Additional Resources section.

Implementing Variable-Length Subnet Masks

Variable-length subnet masks (VLSM) were developed to enable multiple levels of sub-
networked IP addresses within a single network. This strategy can be used only when it
is supported by the routing protocol in use, such as Routing Information Protocol ver-
sion 2 (RIPv2), Open Shortest Path First (OSPF), and Enhanced Interior Gateway Routing
Protocol (EIGRP). VLSM is a key technology on large, routed networks. Understanding
its capabilities is important when planning large networks.

Introducing VLSMs

When an IP network is assigned more than one subnet mask for a given major network,
it is considered a network with VL SMs, overcoming the limitation of a fixed number
of fixed-size subnetworks imposed by a single subnet mask. Figure 8-19 shows the
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172.16.0.0 network with four separate subnet masks.

172.16.1.0/24
172.16.14.32/27 172.16.14.132/30 _172.16.1.0/24

172.16.14.64/27 - N

172.16.14.136/30 % 172.16.0.0/16

T172.16.2.0124

172.16.14.96/27 172.16.14.140/30

¢ & 0

Figure 8-19 VLSM Network

VL SMs provide the capability to include more than one subnet mask within a network
and the capability to subnet an already subnetted network address. In addition, VLSM
offers the following benefits:

Q Even more efficient use of IP addresses: Without the use of VLSMs, companies must
implement a single subnet mask within an entire Class A, B, or C network number.

For example, consider the 172.16.0.0/16 network address divided into subnets using
/24 masking, and one of the subnetworks in this range, 172.16.14.0/24, further
divided into smaller subnets with the /27 masking, as shown in Figure 8-19. These
smaller subnets range from 172.16.14.0/27 to 172.16.14.224/27. In the figure, one of
these smaller subnets, 172.16.14.128/27, is further divided with the /30 prefix, creat-
ing subnets with only two hosts to be used on the WAN links. The /30 subnets range
from 172.16.14.128/30 to 172.16.14.156/30. In Figure 8-19, the WAN links used the
172.16.14.132/30, 172.16.14.136/30, and 172.16.14.140/30 subnets out of the range.

Q Greater capability touse route summarization: VLSM allows more hierarchi-
cal levels within an addressing plan, allowing better route summarization within
routing tables. For example, in Figure 8-19, subnet 172.16.14.0/24 summarizes all
the addresses that are further subnets of 172.16.14.0, including those from subnet
172.16.14.0/27 and from 172.16.14.128/30.

As already discussed, with VLSMs, you can subnet an already subnetted address. Consider,
for example, that you have a subnet address 172.16.32.0/20, and you need to assign address-
es to a network that has ten hosts. With this subnet address, however, you have more than
4000 (212 — 2 = 4094) host addresses, most of which will be wasted. With VLSMs, you
can further subnet the address 172.16.32.0/20 to give you more network addresses and
fewer hosts per network. If, for example, you subnet 172.16.32.0/20 to 172.16.32.0/26, you
gain 64 (26) subnets, each of which could support 62 (26 — 2) hosts.
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Figure 8-20 shows how subnet 172.16.32.0/20 can be divided into smaller subnets.

Subnetted Address: 172.16.32.0/20

In Binary

10101100.00010000.0010

VLSM Address: 172.16.32.0/26

In Binary

1st subnet:
2nd subnet:
3rd subnet:
4th subnet:
5th subnet:

10101100. 00010000.0010})000.00 !
I
172 16 |.0010 | 0000.00
172 16 |.0010 | 0000.01
172 16 |.0010 | 0000.10
172 16 |.0010 | 0000.11
172 16 |[.0010 | 001.00
Subnet  VLSM
Subnet

Figure 8-20 Calculating VLSM Networks

172.16.32.0/26
172.16.32.64/26
172.16.32.128/26
172.16.32.192/26
172.16.33.0/26

Host

The following procedure shows how to further subnet 172.16.32.0/20 to 172.16.32.0/26:

1. Write 17216.32.0 in binary form.

2. Draw a vertical line between the twentieth and twenty-first bits, as shown in Figure
8-20. (/20 was the original subnet boundary.)

3. Draw a vertical line between the twenty-sixth and twenty-seventh bits, as shown in
the figure. (The original /20 subnet boundary is extended 6 bits to the right, becom-

ing/26.)

4. Calculate the 64 subnet addresses using the bits between the two vertical lines, from
lowest to highest in value. Figure 8-20 shows the first five subnets available.

VLSMs are commonly used to maximize the number of possible addresses available for a
network. For example, because point-to-point serial lines require only two host address-
es, using a /30 subnet will not waste scarce IP addresses.

In Figure 8-21, the subnet addresses used on the Ethernets are those generated from sub-
dividing the 172.16.32.0/20 subnet into multiple /26 subnets. The figure illustrates where
the subnet addresses can be applied, depending on the number of host requirements.
For example, the wide-area network (WAN) links use subnet addresses with a prefix of
/30. This prefix allows only two hosts: just enough hosts for a point-to-point connection
between a pair of routers.
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Entire Region Subnet
172.16.32.0/20

172.16.32.0/26
50 Hosts

LAN Subnets 172.16.33.0/30
Derived from
172.16.32.0/20 2 Hosts

172.16.32.64/26
50 Hosts

172.16.33.4/30

ﬂ
N

172.16.33.8/30

172.16.32.128/26
50 Hosts

WAN Subnets
Derived from

172.16.33.0/26 172.16.33.12/30

2 Hosts
172.16.32.192/26

50 Hosts

0 ¢ 0 €

Figure 8-21 VLSM Example

To calculate the subnet addresses used on the WAN links, further subnet one of the
unused /26 subnets. In this example, 172.16.33.0/26 is further subnetted with a prefix of
/30. This provides four more subnet bits, and therefore 16 (24) subnets for the WANS.

Note Remember that only subnets that are unused can be further subnetted. In other
words, if you use any addresses from a subnet, that subnet cannot be further subnetted.
In the example, four subnet numbers are used on the LANs. Another unused subnet,
172.16.33.0/26, is further subnetted for use on the WANSs.

Route Summarization with VLSM

In large internetworks, hundreds or even thousands of network addresses can exist. In
these environments, it is often not desirable for routers to maintain many routes in their
routing table. Route summarization, also called route aggregation or supernetting, can
reduce the number of routes that a router must maintain by representing a series of net-
work numbers in a single summary address. This section describes and provides examples
of route summarization, including implementation considerations.

Figure 8-22 shows that Router A can either send three routing update entries or summa-
rize the addresses into a single network number.

187



188 Interconnecting Cisco Network Devices, Part 1 (ICND1) Foundation Learning Guide

172.16.25.0124 =

| can route to the
172.16.0.0/16 network.

Wz
&

Routing Table
172.16.0.0/16

172.16.26.0/24——

172.16.27.0124 ——

Routing Table

172.16.25.0/24
172.16.26.0/24
172.16.27.0/24

Figure 8-22 VLSM Route Summarization

The figure illustrates a summary route based on a full octet: 172.16.25.0/24,
17216.26.0/24, and 172.16.27.0/24 could be summarized into 172.16.0.0/16.

Note Router A can route to network 172.16.0.0/16, including all subnets of that
network. However, if there were other subnets of 172.16.0.0 elsewhere in the network (for
example, if 172.16.0.0 were discontiguous), summarizing in this way might not be valid.
Discontiguous networks and summarization are discussed later in this chapter.

Another advantage to using route summarization in a large, complex network is that

it can isolate topology changes from other routers. That is, if a specific link in the
172.16.27.0/24 domain were “flapping,” or going up and down rapidly, the summary route
would not change. Therefore, no router external to the domain would need to keep modi-
fying its routing table because of this flapping activity. By summarizing addresses, you
also reduce the amount of memory consumed by the routing protocol for table entries.

Route summarization is most effective within a subnetted environment when the network
addresses are in contiguous blocks in powers of 2. For example, 4, 16, or 512 addresses can
be represented by a single routing entry because summary masks are binary masks—just
like subnet masks—so summarization must take place on binary boundaries (powers of 2).

Routing protocols summarize or aggregate routes based on shared network numbers within
the network. Classless routing protocols, such as RIPv2, OSPF, Intermediate System—to—
Intermediate System (1S-1S), and EIGRP, support route summarization based on subnet
addresses, including VLSM addressing. Classful routing protocols, such as RIPv1 and
Interior Gateway Routing Protocol (IGRP), automatically summarize routes on the classful
network boundary and do not support summarization on any other boundaries.
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RFC 1518, “An Architecture for IP Address Allocation with CIDR,” describes summariza-
tion in full detail.

Suppose that a router receives updates for the following routes:

17216.168.0/24
17216.169.0/24
17216.170.0/24
17216.171.0/24
17216.172.0/24
17216.173.0/24
17216.174.0/24

o O o O o O O QO

17216.175.0/24

To determine the summary route, the router determines the number of highest-order bits
that match in all the addresses. By converting the IP addresses to the binary format, as
shown in Figure 8-23, you can determine the number of common bits shared among the

IPaddresses.
172.16.168.0/24 = | 10101100 00010000 10101 | 000 00000000
172.16.169.0/24 = 172 . 16 . 10101 | o001 0
172.16.170.0/24 = 172 . 16 . 10101 | o010 0
172.16.171.0/24 = 172 . 16 . 10101 011 0
172.16.172.0/24 = 172 . 16 . 10101 100 0
172.16.173.0/24 = 172 . 16 . 10101 101 0
172.16.174.0/24 = 172 . 16 . 10101 110 0
172.16.175.0/24 = 172 . 16 . 10101 111 0
Number of Common Bits = 21 Noncommon
Summary: 172.16.168.0/21 Bits = 11

Figure 8-23 Summarizing Within an Octet

In Figure 8-23, the first 21 bits are in common among the IP addresses. Therefore, the
best summary route is 172.16.168.0/21. You can summarize addresses when the number
of addresses is a power of 2. If the number of addresses is not a power of 2, you can
divide the addresses into groups and summarize the groups separately.

To allow the router to aggregate the highest number of IP addresses into a single route
summary, your IP addressing plan should be hierarchical in nature. This approach is par-
ticularly important when using VLSMs.
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A VLSM design allows maximum use of IP addresses, as well as more efficient routing
update communication when using hierarchical IP addressing. In Figure 8-24, for exam-
ple, route summarization occurs at two levels:

Q Router C summarizes two routing updates from networks 172.16.32.64/26 and
172.16.32.128/26 into a single update, 172.16.32.0/24.

Q Router A receives three different routing updates but summarizes them into a single
routing update before propagating it to the corporate network.

172.16.128.0/20 %

o
&
/gd)a
172.16.32.64/26 <

“ 172.16.32.0/24 “ 172.16.0.0/16

172.16.32.128/26

Corporate
Network

172.16.64.0/20 % O

Figure 8-24 Summarizing Addresses in a VLSM-Designed Network

Route summarization reduces memory use on routers and routing protocol network traf-
fic. Requirements for summarization to work correctly are as follows:

Q Multiple IP addresses must share the same highest-order bits.

Q Routing protocols must base their routing decisions on a 32-bit IP address and a pre-
fix length that can be up to 32 bits.

Q Routing protocols must carry the prefix length (subnet mask) with the 32-bit IP address.
Cisco routers manage route summarization in two ways:

Q Sending route summaries: Routing protocols, such as RIP and EIGRP, perform auto-
matic route summarization across network boundaries. Specifically, this automatic
summarization occurs for those routes whose classful network address differs from the
major network address of the interface to which the advertisement is being sent. For
OSPF and IS-IS, you must configure manual summarization. For EIGRP and RIPv2,
you can disable automatic route summarization and configure manual summarization.
Whether routing summarization is automatic or not depends on the routing protocol.
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It is recommended that you review the documentation for your specific routing proto-
cols. Route summarization is not always a solution. You would not use route summa-
rization if you needed to advertise all networks across a boundary, such as when you
have discontiguous networks.

Q Selecting routes from route summaries: If more than one entry in the routing table
matches a particular destination, the longest prefix match in the routing table is used.
Several routes might match one destination, but the longest matching prefix is used.

For example, if a routing table has different paths to 192.16.0.0/16 and to 192.16.5.0/24,
packets addressed to 192.16.5.99 would be routed through the 192.16.5.0/24 path
because that address has the longest match with the destination address.

Classful routing protocols summarize automatically at network boundaries. This behavior,
which cannot be changed with RIPv1 and IGRP, has important results, as follows:

Q Subnets are not advertised to a different major network.

Q Discontiguous subnets are not visible to each other.

In Figure 8-25, RIPv1 does not advertise the 172.16.5.0 255.255.255.0 and 172.16.6.0
255.255.255.0 subnets because RIPv1 cannot advertise subnets; both Router A and
Router B advertise 172.16.0.0. This leads to confusion when routing across network
192.168.14.0. In this example, Router C receives routes about 172.16.0.0 from two differ-
ent directions, so it cannot make a correct routing decision.

172.16.5.0 192.168.14.16 172.16.6.0
255.255.255.0 255.255.255.240 255.255.255.0

&

RIPv1 will advertise
network 172.16.0.0.

RIPv1 will advertise
network 172.16.0.0.

Figure 8-25 Classful Summarization in Discontiguous Networks

You can resolve this situation by using RIP-2, OSPF, IS-1S, or EIGRP and not using sum-
marization because the subnet routes would be advertised with their actual subnet masks.

Note Cisco IOS Software also provides an IP unnumbered feature that permits
discontiguous subnets to be separated by an unnumbered link.
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Chapter Summary

This chapter examined IP addresses and subnetting in great detail. It also examined the
concept of variable-length subnet masking and route summarization for addressing mod-
ern networks in the most efficient manner possible.

Additional Resources

Q CCENT Subnetting Part 1 of 2 Video, AJS Networking: http://ajsnetworking.com/
subnetl

Q CCENT Subnetting Part 2 of 2 Video, AJS Networking: http://ajsnetworking.com/
subnet2

Q IP Subnet Calculator: www.subnet-calculator.com

Review Questions

Use the questions here to review what you learned in this chapter. The correct answers
and solutions are found in Appendix A, “Answers to Chapter Review Questions.”
1. The decimal number 10 converts to the binary number____
a. 10

b. 1010
c. 110
d. 1000
2. 2to the fifth poweris__ .

a. 2*5

b. 128
c. 2 multiplied by itself 5 times
d. None of these answers are correct.

3. The decimal number 205 converted into a binary numberis__
a. 11011101
b. 11001101
c. 110001019
d. 11000101


http://ajsnetworking.com/subnet1
http://ajsnetworking.com/subnet1
http://ajsnetworking.com/subnet2
http://ajsnetworking.com/subnet2
http://www.subnet-calculator.com/
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What is the decimal equivalent of the binary number 11000111?
a. 218

b. 199
c. 179
d. 208

What is the practical minimum number of bits that can be borrowed to form a
subnet?

a1
b. 2
c.3
d. 4

Using 6 subnet bits, how many usable subnets are created?
a. 58

b. 62

c. 64

d. 128

How many host addresses can be used in a Class C network?
a. 253

b. 254

c. 255

d. 256

e. Discards the packet

Which part of the IP address 172.17.128.47 does the subnet mask 255.255.00 tell
the router to look for regarding the network portion?

a. 17217128.47
b. 17217128
c. 17217

d. 10172.47
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9. What is the last usable host address on the third subnet for the following address
and mask combination: 192.168.1.0 255.255.255.248?

192.168.1.24
192168.1.23
192168.1.25
192168.1.22
192168.1.16
192.168.1.14

- o 20 T

10. Which of the following is an accurate description of variable-length subnet
masking?
a. Taking an unused subnet and further subnetting it
b. Taking the last used subnet and further subnetting it
c. Subnetting using only major classful network addresses
d. None of these answers are correct.

Production Network Simulation Question 8-1

You had a peer configure the IP addressing for your subnet, and several systems are
unable to communicate. You check his documentation for your PC and he indicates the
following:

IP Address: 192.168.1.73

Subnet Address: 255.255.255.240
You need to reconfigure the addressing for your subnet. Calculate the subnet address, the
first usable host address on the subnet, the last usable host address on the subnet, and

finally, the broadcast address for the subnet. Because you do not have an Internet connec-
tion and you are not at your PC, make this calculation using only pencil and paper.
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The TCP/IP Transport Layer

This chapter includes the following sections:
Q Chapter Objectives
Q Understanding TCP/IP’s Transport Layer
Q Chapter Summary
Q Additional Resources
Q Review Questions

Q Production Network Simulation Questions 9-1 and 9-2

Data networks and the Internet provide seamless and reliable communication between
people (locally and around the globe). Applications such as email, web browsers, and
instant messaging allow people to use computers and networks to send messages and
find information. Data from applications is packaged, transported, and delivered to
the appropriate server or application on the destination device. The processes that

are described in the TCP/IP transport layer accept data from the application layer and
prepare it for addressing at the Internet layer. The transport layer is responsible for the
overall end-to-end transfer of application data. The transport layer also encompasses
functions to enable multiple applications to communicate over the network at the same
time on a single device. This layer uses error-processing mechanisms (if required) to
ensure that all the data is received reliably and in order by the correct application.

Chapter Objectives

Upon completing this chapter, you will be able to describe the transport layer of the OSI
and TCP/IP models. These abilities include meeting these objectives:

Q Explain the purpose and major functions of the TCP/IP transport layer

Q Contrast connection-oriented transport with connectionless transport
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Q Explain the basic difference between TCP and UDP

Q List the characteristics of UDP

Q List the characteristics of TCP

Q List the common applications that are provided by TCP/IP

Understanding TCP/IP’s TransportLayer

When computers communicate with one another, certain rules, or protocols, are required
to allow them to transmit and receive data in an orderly fashion. Throughout the world,

the most widely adopted protocol suite is TCP/IP. Understanding how TCF/IP functions is
important for a larger understanding of how data is transmitted in network environments.

The way in which IP delivers a packet of data across a network is a fundamental concept
in the TCP/IP architecture used in large networks. Understanding how data is transmit-
ted through IP is central to understanding how the TCP/IP suite of protocols functions
overall. This, in turn, adds to an understanding of how data that is communicated across
networks can be prioritized, restricted, secured, optimized, and maintained. This section
describes the sequence of steps in IP packet delivery and the concepts and structures
involved, such as packets, datagrams, and protocol fields, to provide a view of how data is
transmitted over large networks.

For the Internet and internal networks to function correctly, data must be delivered
reliably. You can ensure reliable delivery of data through development of the applica-
tion and by using the services provided by the network protocol. In the Open Systems
Interconnection (OSI) reference model, the transport layer manages the process of reli-
able data delivery. The transport layer hides details of any network-dependent informa-
tion from the higher layers by providing transparent data transfer. The User Datagram
Protocol (UDP) and TCP operate between the transport layer and the application layer.
Learning how UDP and TCP function between the network layer and the application
layer provides a more complete understanding of how data is transmitted in a TCP/IP net-
working environment. This section describes the function of the transport layer and how
UDP and TCP operate.

The Transport Layer

Residing between the application and network layers, the transport layer, Layer 4, is in
the core of the TCP/IP layered network architecture. The transport layer has the critical
role of providing communication services directly to the application processes running
on different hosts. Learning how the transport layer functions provides an understanding
of how data is transmitted in a TCP/IP networking environment.

The transport layer protocol places a header on data that is received from the application
layer. The purpose of this protocol is to identify the application from which the data was
received and create segments to be passed down to the Internet layer. Some transport
layer protocols also perform two additional functions: flow control (provided by sliding
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windows) and reliability (provided by sequence numbers and acknowledgments). Flow
control is a mechanism that enables the communicating hosts to negotiate how much data
is transmitted each time. Reliability provides a mechanism for guaranteeing the delivery
of each packet.

Two protocols provided at the transport layer that we must be aware of are as follows:

Q TCP: A connection-oriented, reliable protocol. In a connection-oriented environ-
ment, a connection is established between both ends before transfer of information
can begin. TCP is responsible for breaking messages into segments, reassembling
them at the destination station, resending anything that is not received, and reassem-
bling messages from the segments. TCP supplies a virtual circuit between end-user
applications.

Q UDP: A connectionless and unacknowledged protocol. Although UDP is responsible
for transmitting messages, no checking for segment delivery is provided at this layer.
UDP depends on upper-layer protocols for reliability.

When devices communicate with one another, they exchange a series of messages. To
understand and act on these messages, devices must agree on the format and the order of
the messages exchanged, as well as the actions taken on the transmission or receipt of a
message.

An example of a how a protocol can be used to provide this functionality is a conversa-
tion exchange between a student and a teacher in a classroom:

1. The teacher is lecturing on a particular subject. The teacher stops to ask, “Are there
any questions?” This question is a broadcast message to all students.

2. You raise your hand. This action is an implicit message back to the teacher.

3. The teacher responds with “Yes, what is your question?” Here, the teacher has
acknowledged your message and signals you to send your next message.

4. You ask your question. You transmit your message to the teacher.

5. The teacher hears your question and answers it. The teacher receives your message
and transmits a reply back to you.

6. You nod to the teacher that you understand the answer. You acknowledge receipt of
the message from the teacher.

7. The teacher asks if everything is all clear.

The transmission and receipt of messages and a set of conventional actions taken when
sending and receiving these messages are at the heart of this question-and-answer protocol.

TCP provides transparent transfer of data between end systems using the services of the
network layer below to move packets between the two communicating systems. TCP is a
transport layer protocol. IP is a network layer protocol.
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Similar to the OSI reference model, TCP/IP separates a full network protocol suite into
a number of tasks. Each layer corresponds to a different facet of communication.
Conceptually, you can envision TCP/IP as a protocol stack.

The services provided by TCP run in the host computers at either end of a connection,
not in the network. Therefore, TCP is a protocol for managing end-to-end connections.
Because end-to-end connections can exist across a series of point-to-point connections,
these end-to-end connections are called virtual circuits. The characteristics of TCP are as
follows:

Q Connection-oriented: Two computers set up a connection to exchange data. The end
systems synchronize with one another to manage packet flows and adapt to conges-
tion in the network.

Q Full-duplex operation: A TCP connection is a pair of virtual circuits, one in each
direction. Only the two synchronized end systems can use the connection.

Q Error checking: A checksum technique verifies that packets are not corrupted.

Q Sequencing: Packets are numbered so that the destination can reorder packets and
determine whether a packet is missing.

Q Acknowledgments: Upon receipt of one or more packets, the receiver returns an
acknowledgment to the sender indicating that it received the packets. If packets are
not acknowledged, the sender can retransmit the packets or terminate the connection
if the sender thinks the receiver is no longer on the connection.

Q Flow control: If the sender is overflowing the buffer of the receiver by transmitting
too quickly, the receiver drops packets. Failed acknowledgments alert the sender to
slow down or stop sending. The receiver can also reduce the flow to slow the sender
down.

Q Packet recovery services: The receiver can request retransmission of a packet. If
packet receipt is not acknowledged, the sender resends the packets.

TCP is a reliable transport layer protocol. Reliable data delivery services are critical for
applications such as file transfers, database services, transaction processing, and other
mission-critical applications in which delivery of every packet must be guaranteed.

An analogy to TCP protocol services would be sending certified mail through the postal
service. For example, someone who lives in Lexington, Kentucky, wants to send this book
to a friend in New York City, New York, but for some reason, the postal service handles
only letters. The sender could rip the pages out and put each one in a separate envelope.
To ensure that the receiver reassembles the book correctly, the sender numbers each
envelope. Then, the sender addresses the envelopes and sends the first envelope by certi-
fied mail. The postal service delivers the first envelope by any truck and any route. Upon
delivery of that envelope, the carrier must get a signature from the receiver and return
that certificate of delivery to the sender.
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The sender mails several envelopes on the same day. The postal service again delivers
each envelope by any truck using any route. The sender returns to the post office each
day, sending several envelopes each requiring a return receipt. The receiver signs a sepa-
rate receipt for each envelope in the batch as they are received. If one envelope is lost in
transit, the sender would not receive a certificate of delivery for that numbered envelope.
The sender might have already sent the pages that follow the missing one, but would still
be able to resend the missing page. After receiving all the envelopes, the receiver puts the
pages in the right order and pastes them back together to make the book. TCP provides
these levels of services.

UDP is another transport layer protocol that was added to the TCP/IP protocol suite. This
transport layer protocol uses a smaller header and does not provide the reliability avail-
able with TCP.

The early IP suite consisted only of TCP and IP, although IP was not differentiated as
a separate service. However, some end-user applications needed timeliness rather than
accuracy. In other words, speed was more important than packet recovery. In real-time
voice or video transfers, a few lost packets are tolerable. Recovering packets creates
excessive overhead that reduces performance.

To accommodate this type of traffic, TCP architects redesigned the protocol suite to
include UDP. The basic addressing and packet-forwarding service in the network layer
was IP. TCP and UDP are in the transport layer on top of IP, and both use IP services.

UDP offers only minimal, nonguaranteed transport services and gives applications direct
access to the IP layer. UDP is used by applications that do not require the level of service
of TCP or that want to use communications services such as multicast or broadcast deliv-
ery, not available from TCP.

An analogy of the UDP protocol services would be using the postal service to send fli-
ers notifying all your neighbors of your garage sale. In this example, you make a flier
advertising the day, time, and location of your garage sale. You address each flier with the
specific name and address of each neighbor within a two-mile radius of your house. The
postal service delivers each flier by any truck and any route. However, it is not important
if a flier is lost in transit or if a neighbor acknowledges receipt of the flier.

TCP/IP Applications

In addition to including the IP, TCP, and UDP protocols, the TCP/IP protocol suite also
includes applications that support other services such as file transfer, email, and remote
login. Some of the applications that TCP/IP supports include the following:

o FTP: FTPisareliable, connection-oriented service that uses TCP to transfer files
between systems that support FTP. FTP supports bidirectional binary and ASCII file
transfers.

Q TFTP: TFTP is an application that uses UDP. Routers use TFTP to transfer configura-
tion files and Cisco 10S images and to transfer files between systems that support
TFTP.
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Q Terminal Emulation (Telnet): Telnet provides the capability to remotely access
another computer. Telnet enables a user to log on to a remote host and execute com-
mands. Telnet relies upon TCP.

Q Email (SMTP): Simple Mail Transfer Protocol allows users to send and receive mes-
sages to email applications throughout the internetwork. As you might guess, SMTP
uses the reliable TCP protocol.

Transport Layer Functionality

The transport layer hides details of any network-dependent information from the higher
layers by providing transparent data transfer. Learning how the TCP/IP transport layer
and the TCP and UDP protocols function provides a more complete understanding of
how data is transmitted with these protocols in a TCP/IP networking environment.

Transport services enable users to segment and reassemble several upper-layer applica-
tions onto the same transport layer data stream. This transport layer data stream provides
end-to-end transport services. The transport layer data stream constitutes a logical con-
nection between the endpoints of the internetwork, the originating or sending host and
the destination or receiving host.

A user of a reliable transport layer service must establish a connection-oriented session
with its peer system. For reliable data transfer to begin, both the sending and the receiv-
ing applications inform their respective operating systems that a connection is to be initi-
ated, as shown in Figure 9-1.

One machine initiates a connection that must be accepted by the other. Protocol soft-
ware modules in the two operating systems communicate by sending messages across the
network to verify that the transfer is authorized and that both sides are ready.

Host Host
y A
DI In a Connection l
y——— y———
[ —] —’
A—— A/

& &

Figure 9-1 Connection-Oriented Protocol
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After successful synchronization has occurred, the two end systems have established a
connection, and data transfer can begin. During transfer, the two machines continue to
verify that the connection is still valid.

Encapsulation is the process by which data is prepared for transmission in a TCP/IP net-
work environment. This section describes the encapsulation of data in the TCP/IP stack.

The data container looks different at each layer, and at each layer the container goes by a
different name, as shown in Figure 9-2.

Application Application
< Message —>

Transport <—| Segment |—> Transport
Network <—| Packet |—> Network
Data Link “ Data Link

Y=

‘ Physical

Figure 9-2 Protocol Data Unit (PDU) Names

The names for the data containers created at each layer are as follows:

Q Message: The data container created at the application layer is called a message.

Q Segmentor datagram: The data container created at the transport layer, which
encapsulates the application layer message, is called a segment if it comes from the
transport layer’s TCP protocol. If the data container comes from the transport layer’s
UDP protocol, it is called a datagram. Both TCP and UDP rely upon addressing
called port numbers to carry out their functions.

Q Packet: The data container at the network layer, which encapsulates the transport
layer segment, is called a packet. Remember, the packet contains IP addressing to
allow routing to function.

Q Frame: The data container at the data link layer, which encapsulates the packet,
is called a frame. This frame is then turned into a bit stream at the physical layer.
Remember, the frame contains layer 2 addressing. In Ethernet networks, this layer 2
addressing is MAC addresses.
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A segment or packet is the unit of end-to-end transmission containing a transport header
and the data and header from the applications and protocols above in the OSI model. In
general, in discussion about transmitting information from one node to another, the term
packet is used loosely to refer to as a piece of data. However, this book refers to data
formed in the transport layer as a segment, data at the network layer as a datagram or
packet, and data at the link layer as a frame.

To provide communications between the segments, each protocol uses a particular head-
er, as discussed in the next section.

TCP/UDP Header Format

TCP is known as a connection-oriented protocol because the end stations are aware of
each other and are constantly communicating about the connection. A classic nontechni-
cal example of connection-oriented communication is a telephone conversation between
two people. First, a protocol lets the participants know that they have connected and can
begin communicating. This protocol is analogous to an initial conversation of “Hello.”

UDP is known as a connectionless protocol. An example of a connectionless conversation
is the normal delivery of the U.S. postal service. You place the letter in the mail and hope
that it gets delivered.

Figure 9-3 illustrates the TCP segment header format, the field definitions of which are
described in Table 9-1. These fields provide the communication between end stations to
control the conversation.

Bit O Bit 15 Bit 16 Bit 31
Source Port (16) Destination Port (16)
Sequence Number (32)
20
Acknowledgment Number (32) Bytes
Header . .
Length (4) Reserved (6) | Code Bits(6) Window (16)

Checksum (16) Urgent (16)

Options (0 or 32 If Any)

Data (Varies)

Figure 9-3 TCP Header Fields
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Table 9-1 TCP Header Field Descriptions

TCP Header Field Description Number of Bits
Source Port Number of the calling port 16
Destination Port ~ Number of the called port 16
Sequence Number Number used to ensure correct sequencing of the 32

arriving data

Acknowledgment  Next expected TCP octet 32
Number

Header Length Number of 32-bit words in the header 4
Reserved Set to zero 6
Code Bits Control functions such as setup and termination ofa 6

session

Window  Number of octets that the device is willing to accept 16

Checksum Calculated checksum of the header and data fields 16
Urgent Indicates the end of  the urgent  data
16
Options One currently defined: maximum TCP segment size 0 or 32, if any
Data Upper-layer protocol data Varies

The TCP header is 20 bytes. Transporting multiple packets with small data fields results
in less efficient use of available bandwidth than transporting the same amount of data
with fewer, larger packets. This situation is like placing several small objects into sev-
eral boxes, which could hold more than one object, and shipping each box individually
instead of filling one box completely with all the objects and sending only that box to
deliver all the objects.

Figure 9-4 shows the UDP header fields.

Bit 0 Bit 15 Bit 16 Bit 31
Source Port (16) Destination Port (16) T
Length (16) Checksum (16) 8
Bytes
Data (If Any)

No Sequence Or Acknowledgment Fields

Figure 9-4 UDP Header Fields

The field definitions of the UDP header are described in Table 9-2. The UDP header
length is always 64 bits.
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Table 9-2 UDP Header Field Descriptions

UDP Header Field  Description Number of Bits
Source Port Number of the calling port 16
Destination Port Number of the called port 16
Length Length of the UDP header and 16
UDP data
Checksum Calculated checksum of the 16

header and data fields

Data Upper-layer protocol data Varies

Protocols that use UDP include TFTP, SNMP, Network File System (NFS), and Domain
Name System (DNS).

How TCP and UDP Use Port Numbers

Both TCP and UDP use port numbers to pass information to the upper layers. Port num-
bers keep track of different conversations crossing the network at the same time. Figure
9-5 defines some of the port numbers as used by TCP and UDP.

T4

Application
Layer

i PO OOO GO

Transport Number

- ® > —® —
THZ W
nwzZz0
T4 Td
TZZW0m

)

ICcP

Layer

Figure 9-5 Port Number Example

Application software developers agree to use well-known port numbers that are con-
trolled by the Internet Assigned Numbers Authority (IANA). For example, any conversa-
tion bound for the FTP application uses the standard port number 21. Conversations that
do not involve an application with a well-known port number are assigned port numbers
randomly chosen from within a specific range instead. These port numbers are used as
source and destination addresses in the TCP segment.

Some ports are reserved in both TCP and UDP, but applications might not be written to
support them. Port numbers have the following assigned ranges:

Q Numbers below 1024 are considered well-known or assigned ports.
Q Numbers 1024 and above are dynamically assigned ports.

Q Registered ports are those registered for vendor-specific applications. Most are
above 1024.
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Note Some applications, such as DNS, use both transport layer protocols. DNS uses
UDP for name resolution and TCP for server zone transfers. Perhaps the most famous well-
known port assignment is www at TCP port 80.

Figure 9-6 shows how well-known port numbers are used by hosts to connect to the
application on the end station. It also illustrates the selection of a source port so that the
end station knows how to communicate with the client application.

Source | Dest.

Port Port

Host A Host Z

. .

4 4
I I
A A
|
SP DP

Dest. Port = 23.
Send packet to my
Telnet
application.

—> 1028 | 23| ..

Figure 9-6 Using Port Numbers

RFC 1700, “Assigned Numbers,” defines all the well-known port numbers for TCPF/IP. For
a listing of current port numbers, refer to the IANA website at www.iana.org.

End systems use port numbers to select the proper application. Originating source port
numbers are dynamically assigned by the source host, some number greater than 1023.

Establishing a TCP Connection: The Three-Way Handshake

TCP is connection oriented, so it requires connection establishment before data transfer
begins. For a connection to be established or initialized, the two hosts must synchronize
on each other’s initial sequence numbers (ISN). Synchronization is done in an exchange
of connection-establishing segments carrying a control bit called SYN (for synchronize)
and the initial sequence numbers. As shorthand, segments carrying the SYN bit are also
called SYNs. Hence, the solution requires a suitable mechanism for picking an initial
sequence number and a slightly involved handshake to exchange the ISN.

The synchronization requires each side to send its own initial sequence number and to
receive a confirmation of its successful transmission within the acknowledgment (ACK)
from the other side. Here is the sequence of events:
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1. Host A to Host B SYN: My sequence number is 100, ACK number is 0, and ACK bit
is not set. SYN bit is set.

2. Host B to Host A SYN, ACK: | expect to see 101 next, my sequence number is 300,
and ACK bit is set. Host B to Host A SYN bit is set.

3. Host A to Host B ACK: | expect to see 301 next, my sequence number is 101, and
ACK bitis set. SYN bit is not set.

Note The initial sequence numbers are actually large random numbers chosen by each
host.

This exchange is called the three-way handshake, which is illustrated in Figure 9-7.

Host A Host B
y—— /] y—— /]
— —

@ Send SYN
(seq=100ctl=SYN)

SYN Received

Send SYN, ACK @)

SYN Received (seq=300 ack=101 ctl=syn, ack)

(3 Established
(seq=101 ack=301 ctl=ack)

[ ]

Figure 9-7 Three-Way Handshake of TCP

Figure 9-8 shows a data capture of the three-way handshake. Notice the sequence num-
bers in the three frames.
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Ml J Resetj App\yilFi\é' topl
Figure 9-8 Three-Way Handshake Captured

A three-way handshake is necessary because sequence numbers are not tied to a global
clock in the network, and IP stacks might have different mechanisms for picking the ISN.
Because the receiver of the first SYN has no way of knowing whether the segment was an
old delayed one, unless it remembers the last sequence number used on the connection
(which is not always possible), it must ask the sender to verify this SYN. Figure 9-9 illus-
trates the acknowledgment process.

Send 1 \
Receive 1
- | Send ACK 2
Receive ACK 2

Send 2 |
Receive 2
/ Send ACK 3
Receive ACK 3

Send 3 5
Receive 3
- Send ACK 4
Receive ACK 4

Window Size =1

Figure 9-9 TCP Acknowledgment Process
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The window size determines how much data, in bytes, the receiving station accepts at one
time before an acknowledgment is returned. With a window size of 1 byte (as shown in
Figure 9-9), each segment must be acknowledged before another segment is transmitted.
This results in inefficient use of bandwidth by the hosts.

TCP provides sequencing of segments with a forward reference acknowledgment. Each
datagram is numbered before transmission. At the receiving station, TCP reassembles the
segments into a complete message. If a sequence number is missing in the series, that seg-
ment is retransmitted. If segments are not acknowledged within a given time period, that
results in retransmission. Figure 9-10 illustrates the role that acknowledgment numbers
play when datagrams are transmitted.

Source | Dest. | Sequence | Acknowledgment

Port Port # #
| just
got #11.
Now, |
need #12.
| .
4 4
— —

Source Dest. Seq. Ack.
1028 | 23 |10 1| —>

Source Dest. Seq. Ack.
Source Dest. Seq. Ack. I E— ‘ 23 ‘ 1028‘ 1 ‘ 1 ‘

(w28 B[ 2| —>

Source Dest. Seq. Ack.
<«—— | 23 [1028] 2 |12 |

Figure 9-10 Acknowledgments in Use with TCP

Session Multiplexing

Session multiplexing is an activity by which a single computer, with a single IP address,
is able to have multiple sessions occur simultaneously. A session is created when a source
machine needs to send data to a destination machine. Most often, this involves a reply,
but a reply is not mandatory. The session is created and controlled within the IP network
application, which contains the functionality of OSI Layers 5 through 7.

A best-effort session is very simple. The session parameters are sent to UDP. A best-effort
session sends data to the indicated IP address using the port numbers provided. Each
transmission is a separate event, and no memory or association between transmissions is
retained.
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When using the reliable TCP service, a connection must first be established between the
sender and the receiver before any data can be transmitted. TCP opens a connection and
negotiates connection parameters with the destination. During data flow, TCP maintains
reliable delivery of the data and, when complete, closes the connection.

For example, you enter a Uniform Resource Locator (URL) for Yahoo! into the address
line in the Internet Explorer window, and the Yahoo! site corresponding to the URL
appears. With the Yahoo! site open, you can open the browser again in another window
and type in another URL (for example, Google). You can open another browser window
and type the URL for Cisco.com, and it will open. Three sites are open using only one IP
connection, because the session layer is sorting the separate requests based on the port
number.

Segmentation

TCP takes data chunks from the application layers and prepares them for shipment onto
the network. Each chunk is broken up into smaller segments that fit the maximum trans-
mission unit (MTU) of the underlying network layers. UDP, being simpler, does no check-
ing or negotiating and expects the application process to give it data that works.

Flow Control for TCP/UDP

To govern the flow of data between devices, TCP uses a flow control mechanism. The
receiving TCP reports a “window” to the sending TCP. This window specifies the number
of bytes, starting with the acknowledgment number, that the receiving TCP is currently
prepared to receive.

TCP window sizes are variable during the lifetime of a connection. Each acknowledgment
contains a window advertisement that indicates how many bytes the receiver can accept.
TCP also maintains a congestion control window that is normally the same size as the
receiver’s window but is cut in half when a segment is lost (for example, when you have con-
gestion). This approach permits the window to be expanded or contracted as necessary to
manage buffer space and processing. A larger window size allows more data to be processed.

Note TCP window size is documented in RFC 793, “Transmission Control Protocol,” and
RFC 813, “Window and Acknowledgment Strategy in TCP,” which you can find at www.
ietf.org/rfc.html.

In Figure 9-11, the sender sends three 1-byte packets before expecting an ACK. The
receiver can handle a window size of only 2 bytes (because of available memory). So, it
drops packet 3, specifies 3 as the next byte to be received, and specifies a window size of
2. The sender resends packet 3 and also resends the next 1-byte packet, but still specifies
its window size of 3. (For example, it can still accept three 1-byte packets.) The receiver
acknowledges bytes 3 and 4 by requesting byte 5 and continuing to specify a window
size of 2 bytes.
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Figure 9-11 TCP Windowing

Many of the functions described in these sections, such as windowing and sequencing,
have no meaning in UDP. Recall that UDP has no fields for sequence numbers or window
sizes. Application layer protocols can provide reliability. UDP is designed for applications
that provide their own error recovery process. It trades reliability for operational effi-
ciency.

TCP, UDP, and IP and their headers are key in the communications between networks.
Layer 3 devices use an internetwork protocol like TCP/IP to provide communications
between remote systems.

Acknowledgment

TCP performs sequencing of segments with a forward reference acknowledgment. A for-
ward reference acknowledgment comes from the receiving device and tells the sending
device which segment the receiving device is expecting to receive next.

For the purpose of this section, the complex operation of TCP is simplified in a number
of ways. Simple incremental numbers are used as the sequence numbers and acknowledg-
ments, although in reality the sequence numbers track the number of bytes received. In
a TCP simple acknowledgment, the sending computer transmits a segment, starts a timer,
and waits for acknowledgment before transmitting the next segment. If the timer expires
before receipt of the segment is acknowledged, the sending computer retransmits the
segment and starts the timer again.

Imagine that each segment is numbered before transmission (remember that it is really
the number of bytes that are tracked). At the receiving station, TCP reassembles the
segments into a complete message. If a sequence number is missing in the series, that
segment and all subsequent segments can be retransmitted. The steps involved with the
acknowledgment process are as follows:
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1. The sender and receiver agree that each segment must be acknowledged before
another can be sent. This occurs during the connection setup procedure by setting
the window size to 1.

2. The sender transmits segment 1 to the receiver. The sender starts a timer and waits
for acknowledgment from the receiver.

3. The receiver receives segment 1 and returns ACK = 2. The receiver acknowledges the
successful receipt of the previous segment by stating the expected next segment
number.

4. The sender receives ACK = 2 and transmits segment 2 to the receiver. The sender
starts a timer and waits for acknowledgment from the receiver.

5. The receiver receives segment 2 and returns ACK = 3. The receiver acknowledges the
successful receipt of the previous segment.

6. The sender receives ACK = 3 and transmits segment 4 to the receiver. This process
continues until all data is sent.

Windowing

The TCP window controls the transmission rate at a level where receiver congestion and
data loss do not occur.

Fixed Windowing

In the most basic form of reliable, connection-oriented data transfers, ignoring network
congestion issues, the recipient acknowledges the receipt of each data segment to ensure
the integrity of the transmission. However, if the sender must wait for an acknowledg-
ment after sending each segment, throughput is low, depending on the round-trip time
(RTT) between sending the data and receiving the acknowledgment.

Most connection-oriented, reliable protocols allow more than one segment to be out-
standing at a time. This approach can work because time is available after the sender com-
pletes a segment transmission and before the sender processes any acknowledgment of
receipt. During this interval, the sender can transmit more data, provided that the window
at the receiver is large enough to handle more than one segment at a time. The window is
the number of data segments the sender is allowed to send without getting acknowledg-
ment from the receiver, as shown in Figure 9-12.
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Figure 9-12 Fixed Windowing

Windowing enables a specified number of unacknowledged segments to be sent to the
receiver, thereby reducing latency. Latency in this instance refers to the amount of time it
takes for data to be sent and the acknowledgment to be returned.

Example: Throwing a Ball

Think of two people standing 50 feet apart. One person throws a football to the other,
and that portion of the trip takes 3 seconds. The second person receives the football and
throws a ball back (acknowledgment), and that portion of the trip takes 3 seconds. The
round trip takes a total of 6 seconds. To do this process three times would take a total of
18 seconds. Now imagine that the first person has three balls and throws them one after
the other. This part of the trip still takes 3 seconds. The second person throws back one
ball to acknowledge the receipt of the third ball, and that portion of the trip again takes
3 seconds. The round trip takes a total of 6 seconds. (Of course, this ignores processing
time and so on.)

The following steps describe the windowing process in a TCP connection:

1. The sender and receiver set an initial window size: three segments before an acknowl-
edgment must be sent. This occurs during the connection setup procedure.

2. The sender transmits segments 1, 2, and 3 to the receiver. The sender transmits the
segments, starts a timer, and waits for acknowledgment from the receiver.

3. The receiver receives segments 1, 2, and 3 and returns ACK = 4. The receiver
acknowledges the successful receipt of the previous segments.
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4. The sender receives ACK = 4 and transmits segments 4, 5, and 6 to the receiver. The
sender transmits the segments, starts a timer, and waits for acknowledgment from the
receiver.

5. The receiver receives segments 4, 5, and 6 and returns ACK = 7. The receiver
acknowledges the successful receipt of the previous segments.

The numbers used in this example are simplified for ease of understanding. These num-
bers actually represent octets (bytes) and would be increasing in much larger numbers
representing the contents of TCP segments, not the segments themselves.

TCP Sliding Windowing

TCP uses a sliding window technique to specify the number of segments, starting with
the acknowledgment number that the receiver can accept.

In fixed windowing, the window size is established and does not change. In sliding win-
dowing, the window size is negotiated at the beginning of the connection and can change
dynamically during the TCP session. A sliding window results in more efficient use of
bandwidth because a larger window size allows more data to be transmitted pending
acknowledgment. Also, if a receiver reduces the advertised window size to 0, this effec-
tively stops any further transmissions until a new window greater than 0 is sent.

If communications begin and the window size is 3, the sender can transmit three seg-
ments to the receiver. At that point, the sender must wait for acknowledgment from the
receiver. After the receiver acknowledges receipt of the three segments, the sender can
transmit three more. However, if resources at the receiver become scarce, the receiver can
reduce the window size so that it does not become overwhelmed and have to drop data
segments.

Each acknowledgment transmitted by the receiver contains a window advertisement that
indicates the number of bytes the receiver can accept (the window size). This allows the
window to be expanded or contracted as necessary to manage buffer space and processing.

TCP maintains a separate congestion window size (CWS) parameter, which is normally the
same size as the window size of the receiver, but the CWS is cut in half when segments
are lost. Segment loss is perceived as network congestion. TCP invokes sophisticated
back-off and restart algorithms so that it does not contribute to network congestion. The
following steps are taken during a sliding window operation:

1. The sender and the receiver exchange their initial window size values. In this exam-
ple, the window size is three segments before an acknowledgment must be sent. This
occurs during the connection setup procedure.

2. The sender transmits segments 1, 2, and 3 to the receiver. The sender waits for an
acknowledgment from the receiver after sending segment 3.

3. The receiver receives segments 1 and 2, but now can handle a window size of only
2 (ACK =3 WS = 2). The receiver’s processing might slow down for many reasons,
such as when the CPU is searching a database or downloading a large graphic file.
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4. The sender transmits segments 3 and 4. The sender waits for an acknowledgment from
the receiver after sending segment 4, when it still has two outstanding segments.

5. The receiver acknowledges receipt of segments 3 and 4, but still maintains a window
size of 2 (ACK =5, WS = 2). The receiver acknowledges the successful receipt of
segments 3 and 4 by requesting transmission of segment 5.

Maximize Throughput

The congestion windowing algorithm manages the rate of sent data. This minimizes both
data drop and the time spent recovering dropped data; therefore, efficiency is improved.

Global Synchronization

While the congestion windowing algorithm improves efficiency in general, it can also
have an extremely negative effect on efficiency by causing global synchronization of the
TCP process. Global synchronization is when all the same senders use the same algorithm
and their behavior synchronizes. The senders all perceive the same congestion and all
back off at the same time. Then, because the senders are all using the same algorithm,
they all come back at the same time, which creates waves of congestion.

Chapter Summary

UDP is a protocol that operates at the transport layer and provides applications with
access to the network layer without the overhead and reliability mechanisms of TCP. UDP
is a connectionless, best-effort delivery protocol.

TCP is a protocol that operates at the transport layer and provides applications with
access to the network layer. TCP is connection oriented, provides error checking, delivers
data reliably, operates in full-duplex mode, and provides some data recovery functions.
TCP/IP supports a number of applications, including FTP, TFTP, and Telnet.

IP uses a protocol number in the datagram header to identify which protocol to use for a
particular datagram. Port numbers map Layer 4 to an application. If you use TCP as the
transport layer protocol, before applications can transfer data, both sending and receiving
applications inform their respective operating systems that a connection will be initiated.
After synchronization has occurred, the two end systems have established a connection
and data transfer can begin.

Flow control avoids the problem of a transmitting host overflowing the buffers in the
receiving host and slowing network performance. TCP also provides sequencing of seg-
ments with a forward reference acknowledgement. When a single segment is sent, receipt
is acknowledged, and the next segment is then sent. TCP window size decreases the
transmission rate to a level at which congestion and data loss do not occur. The TCP
window size allows a specified number of unacknowledged segments to be sent. A fixed
window is a window with an unchanging size that can accommodate a specific flow of
segments. A TCP sliding window is a window that can change size dynamically to accom-
modate the flow of segments.
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Additional Resource
Q TCPversus UDP Video, AJS Networking: http://ajsnetworking.com/tcpudp

Review Questions

Use the questions here to review what you learned in this chapter. The correct answers
and solutions are found in Appendix A, “Answers to Chapter Review Questions.”

1. Which of the following statements about TCP are accurate? (Choose three.)

2.

3.

4.

a.

b
c.
d

(]

TCP operates at Layer 3 of the TCP/IP stack.
. TCP is a connection-oriented protocol.
TCP provides no error checking.

. TCP packets are numbered and sequenced so that the destination can reorder
packets and determine whether a packet is missing.

. TCP provides no recovery service.

Upon receipt of one or more TCP packets, the receiver returns an acknowledg-
ment to the sender, indicating that it received the packets.

When a single computer with one IP address has several websites open at once, this
is called

a.

b
c.
d

windowing

. session multiplexing
segmenting

. connection-oriented protocol

TCP is best for which of the following applications? (Choose two.)

a

b
c
d

. Email

. Voice streaming
. Downloading

. Videostreaming

Which of the following characteristics apply to UDP? (Choose three.)

a.

b
c.
d

Packets are treated independently.

. Packet delivery is guaranteed.

Packet delivery is not guaranteed.

. Lost or corrupted packets are not resent.
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5. Which of the following characteristics apply to TCP? (Choose two.)
a. Packet delivery is not guaranteed.
b. Lost or corrupted packets are not resent.
c. Lost or corrupted packets are resent.
d. A TCP segment contains a sequence number and an acknowledgment number.

6. Proprietary applications use which kind of port?
a. Dynamically assigned ports
b. Well-known ports
c. Registered ports
d. Assignedports

7. Ports that are used only for the duration of a specific session are called__
a. Dynamically assigned ports
b. Well-known ports
c. Registered ports
d. Assignedports

8. The source port in both a UDP header and a TCP headerisa__ .
a. 16-bit number of the called port
b. 16-bit length of the header
c. 16-bit sum of the header and data fields
d. 16-bit number of the calling port

9. Which field in a TCP header ensures that data arrives in the correct order?
a. Acknowledgmentnumber
b. Sequence number
c. Reserved
d. Options

10. In a TCP connection setup, the initiating device sends which message?
a. ACK
b. Receive SYN
c. Send SYN
d. Discover
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Production Network Simulation Questions

Production Network Simulation Question 9-1

A peer at work is studying for the Network+ exam and has asked you to describe the dif-
ference between TCP and UDP in plain English so that he can understand it. Provide this
assistance.

Production Network Simulation Question 9-2

Your work peer has graciously thanked you for your assistance with TCP and UDP. Now
this peer has come to you for confirmation of which protocol is used for the network ser-
vices in the list below and what port number is assigned to each. Provide this assistance.

Q FTP
Q TFTP
Q Telnet
Q SMTP
Q SNMP
Q RIP

Q DNS

Q

Www
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Chapter 10

The Functions of Routing

This chapter includes the following sections:
Q Chapter Objectives
Q Exploring the Functions of Routing
Q Chapter Summary
Q Additional References
Q Review Questions

Q Production Network Simulation Question 10-1

Routing is the process that forwards data packets between networks or subnetworks, using
a TCP/IP Internet layer device. As you probably know by now from previous chapters,

this device is a router. The routing process uses network routing tables, protocols, and
algorithms to determine the most efficient path for forwarding an IP packet. The routing
protocols use a routing algorithm to ensure these efficient paths. Remember that routing
protocols function for a routed protocol. There is only one routed protocol we need to
worry about here and that is TCF/IP, either version 4, version 6, or both.

Routers gather routing information and update other routers about changes in the
network. Routers greatly expand the scalability of networks by terminating Layer 2
collisions and broadcast domains. Understanding how routers function will help you to
understand the broader topic of how networks are connected and how data is transmitted
over networks. This chapter describes the operation of routing.
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Chapter Objectives

Upon completing this chapter, you will be able to describe the functions of routing.
These abilities include meeting these objectives:

Describe the role of a router in the IP packet delivery process
Describe the physical characteristics of a router

Describe the functions of a router

o O O O

Describe the method that is used to determine the optimal path for forwarding IP
packets

O

Describe the functions of the routing table in the routing process
Q List the types of routes

Q Describe the function of dynamic routing protocols

Exploring the Functions of Routing

Routing is the process that forwards data packets between networks or subnetworks
using a Layer 3 device: a router or gateway. The routing process uses network routing
tables, protocols, and algorithms to determine the most efficient path for forwarding a
given packet. Routers greatly expand the scalability of networks by terminating Layer

2 collisions and broadcast domains. Understanding how routers function will help you
understand the broader topic of how networks are connected and how data is transmitted
over networks. The following sections describe the operation of routers.

Routers

A router or gateway is a network device that determines the optimal path for transmit-
ting data from one network to another. A router is a specialized computing device run-
ning programs and algorithms that aid in the optimal delivery of network traffic. Certain
characteristics are common to all routers. Figure 10-1 shows a picture of various Cisco
2800 Series routers.
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Figure 10-1 Cisco 2800 Series Routers

Routers are essential components of large networks that use TCP/IP, because routers pro-
vide the ability to accommodate growth across wide geographical areas. The following
characteristics are common to all routers:
Q Routers have these components, which are also found in computers and switches:

Q CPU

Q Motherboard

Q RAM

Q ROM

Q Routers have network adapters to which IP addresses are assigned.

Q Routers can have these types of ports:

Q Console port: The router uses a console port for the attachment of a terminal

used for management, configuration, and control. A console port might not be
found on all routers.

Q Network port: The router has a number of network ports, including different
LAN or WAN media ports.

Routers have the following two key functions:

Q Path determination: Routers must maintain their routing tables and ensure that
other routers know about changes in the network. Routers do this by using a routing
protocol to communicate the network information to other routers from a routing
table on the router. It is possible to statically populate the routing tables, but stati-
cally populating does not scale and leads to problems when the network topology
changes, either by design or as a result of outages.
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Q Packet forwarding: Routers use the routing table to determine where to forward
packets. Routers forward packets through a network interface toward the destination
network identified by the destination IP address in the packet.

Path Determination

During the path determination part of transmitting data over a network, routers evaluate
the available paths to remote destinations. This section describes how routers determine
the most efficient path for forwarding packets.

There can be many paths to get from one network to another. These paths, also known as
routes, can have many different characteristics, such as speed, latency, and media type.
The purpose of a router is to communicate with other routers to learn and select the best
path, as shown in Figure 10-2.
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Figure 10-2 Routers Perform Path Selection
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These routes are held in routing tables within the software of the router and are then used
to determine where to send a packet based on the destination addressing. The following
three types of entries in routing tables can be used to select the best path to a remote
destination:

Q Static routing: This type of routing requires that you manually enter route informa-
tion into a routing table.

Q Dynamic routing: This type of routing builds a routing table dynamically, using
routing information that is obtained from routing protocols.

Q Default routing: This type of routing replaces the need to hold an explicit route to
every network. The default route entry can be either statically configured or learned
from a dynamic routing protocol.

The routing table can hold one or more entries per network. Different routing protocols
use different metrics to measure the distance and desirability of a path to a destination
network. Because it is not possible to directly select from information provided by differ-
ent routing protocols, the Cisco routing process assigns a weight, known as the admin-
istrative distance, to each source of information. The best, most trusted source has the
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lowest administrative distance score and is the routing protocol that is “believed.” For
example, if your Cisco router learns of a remote prefix from Enhanced Interior Gateway
Routing Protocol (EIGRP) (internal) and Open Shortest Path First (OSPF), it chooses the
EIGRP information as more believable and trustworthy than the OSPF information by
default. Why does it do this? Because Cisco wrote the EIGRP protocol.

Routing Tables

As part of the path determination process, the routing process builds a routing table that
identifies known networks and knows how to reach them. Figure 10-3 shows how a rout-
ing table maintains network locations.

Network
10.1.2.0
1|
y—— /|
—’ Network
A— 10.8.3.0
Network
10.1.1.0 |
—’
_l S0/0/0 ——
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E 10.8.3.0 | Directly Connected S0/0/0
Network 10.1.3.0 | ViaR2(10.1.2.2)
10.1.3.0

Figure 10-3 Routing Tables

Routing metrics vary depending on the routing protocol used. Figure 10-3 shows how
routers keep a table of information used to decide how to forward packets.

Routing Table Information

The routing table consists of an ordered list of “known” network addresses—that is,
those addresses that have been learned dynamically by the routing process or the stati-
cally configured, directly connected networks. Routing tables also include information on
destinations and next-hop associations. These associations tell a router that a particular
destination is either directly connected to the router or that it can be reached through
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another router, called the next-hop router, on the way to the final destination. When

a router receives an incoming packet, it uses the destination address and searches the
routing table to find the best path. If no entry can be found, the router will discard the
packet after sending an Internet Control Message Protocol (ICMP) message to the source
address of the packet.

In Figure 10-3, the routing table of the router in the middle shows that when it receives a
packet with a destination address on the 10.1.3.0 network, it must forward the packet to R2.

Routing Update Messages

Routers communicate with each other and maintain their routing tables by transmitting
routing update messages. Depending on the particular routing protocol, routing update
messages can be sent periodically or only when there is a change in the network topol-
ogy. The information contained in the routing update messages includes the destination
networks that the router can reach and the routing metric and the next-hop address to
reach each destination. By analyzing routing updates from neighboring routers, a router
can build and maintain its routing table.

Static, Dynamic, Directly Connected, and Default Routes

Routers can learn about other networks through static, dynamic, directly connected, and
default routes. The routing tables can be populated by the following methods:

Q Directly connected networks: This entry comes from having router interfaces or
subinterfaces (loopback) directly attached to network segments and is the most cer-
tain method of populating a routing table. If the interface fails or is administratively
shut down, the entry for that network will be removed from the routing table. The
administrative distance is 0 and, therefore, will preempt all other entries for that
destination network, because the entry with the lowest administrative distance is the
best, most trusted source.

Q Static routes: Static routes are manually entered directly into the configuration of
a router by a system administrator. The default administrative distance for a static
route is 1; therefore, the static routes will be included in the routing table unless
there is a direct connection to that network. Static routes can be an effective method
for small, simple networks.

Q Dynamic routes: Dynamic routes are learned by the router, and the information is
responsive to changes in the network so that it is constantly being updated. There
is, however, always a lag between the time that a network changes and when all the
routers become aware of the change. The time delay for a router to match a network
change is called convergence time. The shorter the convergence time, the better,
and different routing protocols perform differently in this regard. Larger networks
require the dynamic routing method because there are usually many addresses and
constant changes, which, if not acted upon immediately, would result in loss of con-
nectivity.



Chapter 10: The Functions of Routing 225

Q Default route: A default route is used when no explicit path to a destination is found
in the routing table. The default route can be manually inserted or populated from
a dynamic routing protocol. The default route is typically used in stub networks. A
stub network is one in which there is only one single path into and out of the stub
network section. It makes perfect sense, therefore, to route everything over this one
“bridge” into and out of the network section.

Dynamic Routing Protocols

Some routing protocols use their own rules and metrics to build and update routing
tables automatically. These protocols are known as dynamic routing protocols because
they can adjust dynamically to changes in the network topology.

Routing Metrics

When a routing protocol updates a routing table, the primary objective of the protocol is
to determine the best information to include in the table. The routing algorithm generates
a number, called the metric value, for each path through the network. Sophisticated rout-
ing protocols can base route selection on multiple metrics, combining them in a single
metric. Typically, the smaller the metric number, the better the path. Figure 10-4 shows
some network criteria that can be used to establish metrics.
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Figure 10-4 Establishing Routing Metrics

Metrics can be based on either a single characteristic or several characteristics of a path.
The metrics that are most commonly used by routing protocols are as follows:
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Q Bandwidth: The data capacity of a link (the connection between two network devices).

Q Delay: The length of time required to move a packet along each link from source to
destination—depends on the bandwidth of intermediate links, port queues at each
router, network congestion, and physical distance.

Q Hop count: The number of routers that a packet must travel through before reaching
its destination. (In Figure 10-4, the hop count from host A to host B would be 1 or 2
depending on the path.)

Q Cost: An arbitrary value assigned by a network administrator or operating system,
usually based on bandwidth, administrator preference, or other measurement.

Routing Methods

In addition to the metrics used to select paths, there are also a variety of routing protocol
methods. Most routing protocols are designed around one of the following two routing
methods: distance vector or link-state.

Distance vector routing: In this method, a router does not have to know the entire path to
every network segment; the router only has to know the direction, or vector, in which to
send the packet. The distance vector routing approach determines the direction (vector) and
distance (hop count) to any network in the internetwork. Distance vector algorithms periodi-
cally (such as every 30 seconds by default for Routing Information Protocol [RIP]) send all or
portions of their routing table to their adjacent neighbors. Routers running a distance vector
routing protocol will send periodic updates, even if there are no changes in the network. By
receiving the routing table of a neighbor, a router can verify all the known routes and make
changes to its local routing table based on updated information received from the neighbor-
ing router. This process is also known as “routing by rumor,” because the understanding that
a router has of the network topology is based on the perspective of the routing table of a
neighbor router. Figure 10-5 shows how distance vector protocols determine routes.
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Figure 10-5 Distance Vector Protocols



Chapter 10: The Functions of Routing 227

An example of a distance vector protocol is RIP, which is a commonly used routing pro-
tocol that uses hop count as its routing metric.

Link-state routing: In this method, each router tries to build its own internal map of the
network topology. Each router sends messages into the network when it first becomes
active, listing the routers to which it is directly connected and providing information
about whether the link to each router is active. The other routers use this information to
build a map of the network topology and then use the map to choose the best path to
the destination. Link-state routing protocols respond quickly to network changes, send-
ing triggered updates when a network change has occurred and sending periodic updates
(link-state refreshes) at long time intervals, such as every 30 minutes.

When a link changes state, the device that detected the change creates an update message
regarding that link (route), and that update message is propagated to all routers (running
the same routing protocol). Each router takes a copy of the update message, updates its
routing tables, and forwards the update message to all neighboring routers. This flooding
of the update message is required to ensure that all routers update their databases before
creating an updated routing table that reflects the new topology. Figure 10-6 shows how
link-state protocols determine routes.

S

N\

N

| Link-State Packets ‘

Topological
Database

Routing

Table
SPF X

Algorithm

ét ’ Shortest Path First Tree

Figure 10-6 Link-State Protocols

Examples of link-state routing protocols are OSPF and Intermediate System—to—
Intermediate System (IS-IS).
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Note Cisco developed EIGRP, which combines the best features of distance vector and
link-state routing protocols. Many consider this protocol as a new category of routing
protocols called hybrid protocols. There is much debate on whether EIGRP is more
distance vector than it is link-state or vice versa. For our purposes, just know that EIGRP
does indeed provide features of both forms.

Chapter Summary

Routers have certain components that are also found in computers and switches. These
components include the CPU, motherboard, RAM, and ROM. Routers have two primary
functions in the IP packet delivery process: maintaining routing tables and determining
the best path to use to forward packets. Routers determine the optimal path for forward-
ing IP packets between networks. Routers can use different types of routes to reach the
destination networks, including static, dynamic, directly connected, and default routes.

Routing tables provide an ordered list of best paths to known networks and include infor-
mation such as destination, next-hop associations, and routing metrics.

Routing algorithms process the received updates and populate the routing table with the
best route. Commonly used routing metrics include bandwidth, delay, hop count, and cost.

Distance vector routing protocols build and update routing tables automatically by send-
ing all or some portion of their routing table to neighbors. The distance vector routing
approach determines the direction (vector) and distance to any network in the internetwork.

Link-state routing protocols build and update routing tables automatically, running the
shortest path first (SPF) algorithms against the link-state database to determine the best
paths, and flood routing information about their own links to all the routers in the network.

Cisco developed EIGRP, which combines the best features of distance vector and link-
state routing protocols.

Additional Reference
Q Routing Video, AJS Networking: http://ajsnetworking.com/routing

Review Questions

Use the questions here to review what you learned in this chapter. The correct answers
and solutions are found in Appendix A, “Answers to Chapter Review Questions.”

1. Which of the following components is used by a router and a PC to store informa-
tion during a session and is erased when the device is rebooted?
a. RAM
b. CPU
c. Motherboard
d. Keyboard


http://ajsnetworking.com/routing
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2. Which of the following statements best describe the functions of a router in a net-
work? (Choose two.)

a. Routers maintain their routing tables and ensure that other routers know of
changes in the network.

. Routers use the routing table to determine where to forward packets.
. Routers strengthen the signal over large distances in a network.
. Routers create larger collision domains.

. Routers use ICMP to communicate network information from their own routing
table with other routers.

O o O T

3. Which of the following statements about the path determination process are accu-
rate? (Choose three.)

a. Routers evaluate the available paths to a destination.

b. The routing process uses metrics and administrative distances when evaluating
network paths.

c. Dynamic routing occurs when the network administrator configures information
on each router.

d. Dynamic routing occurs when information is learned using routing information
that is obtained from routing protocols.

e. A default route holds an explicit route to every network.

4. Arrange the following steps of the routing process in the correct order.

Step 1
Step 2
Step 3
Step 4
Step 5

a. The router deencapsulates the frame and uses the protocol information of the
frame to determine that the network layer packet will pass to the IP process.

b. If the destination network is on a directly attached network, the router will use
the ARP process to obtain the MAC address of the host and forward it to the
network segment. If the network is reachable through another router, the router
will use the MAC address of the next-hop router and forward the packet out the
interface indicated in the routing table.

c. The router checks the destination address in the IP header. Either the packet is des-
tined for the router itself or it needs to be forwarded. If the packet needs to be for-
warded, the router searches its routing table to determine where to send the packet.

d. The outgoing interface process encapsulates the packet appropriately to the me-
dia and sends the packet onto the network segment.

e. The router receives a packet on one of its interfaces.
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5. Which of the following is the criterion used by a router to select the best path and

varies from routing protocol to routing protocol?
a. IP address
b. The metric
c. Routing table
d. Routing protocol
6. Which of the following statements describe the function of routing tables? (Choose
three.)
a. Routing tables provide an ordered list of known network addresses.
b. Routing tables are maintained through the transmission of MAC addresses.
c. Routing tables contain metrics that are used to determine the desirability of the
route.
d. Routing table associations tell a router that a particular destination is either
directly connected to the router or that it can be reached through another router
(the next-hop router) on the way to the final destination.
e. When a router receives an incoming packet, it uses the source address and
searches the routing table to find the best path for the data from that source.
f. Although routing protocols vary, routing metrics do not.
7. Match each of the following method of populating a routing table to its definition.

1.

This entry comes from having interfaces attached to network segments. This
entry is obviously the most certain; if the interface fails or is administratively shut
down, the entry for that network will be removed from the routing table.

2. This is an optional entry that is used when no explicit path to a destination is

found in the routing table. This entry can be manually inserted or be populated
from a dynamic routing protocol.

. These routes are entered manually by a system administrator directly into the
configuration of a router.

4. These routes are learned by the router, and the information is responsive to

o O T 9

changes in the network so that the router is constantly being updated.

. Staticrouting

. Dynamicrouting

. Default route

. Directly connected network
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8. Which of the following metrics are most commonly used by routing protocols to
determine a network path? (Choose three.)

Hop count
Bandwidth
Delay

Packet length
Distance

-~ o 20 T

Quantity

9. Which of the following statements accurately describe a distance vector protocol?
(Choose two.)

a. Anexample of this protocol includes RIP.

b. Using these protocols, a router needs to know the entire path to every network
segment.

c. This process is also known as “routing by rumor.”

d. Routers running a distance vector routing protocol send periodic updates only
when there are changes in the network.

10. Which of the following statements accurately describe a link-state routing protocol?
(Choose three.)

a. The link-state database is used to calculate the paths with the highest bandwidths
on the network.

b. Link-state routing protocols respond quickly to network changes.

c. Inlink-state routing protocols, each router periodically sends messages to the
network, listing the routers to which it is directly connected and also information
about whether the link to each router is active.

d. Link-state routing protocols send periodic updates (link-state refreshes) at long
time intervals, approximately once every 30 minutes.

e. In link-state routing protocols, every router tries to build its own internal map of
the network topology.

f. Link-state routing protocols send periodic updates even if no network changes
have occurred.

Production Network Simulation Question 10-1

You need to present to the junior administrators in your consulting agency. They are
struggling with the difference between metrics and administrative distances in routing
architectures. Present this information to them in plain language.
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Chapter 11

The Packet Delivery Process

This chapter includes the following sections:
Q Chapter Objectives
Q Exploring the Packet Delivery Process
Q Chapter Summary
Q Additional Resources
Q Review Questions

Q Production Network Simulation Question 11-1

Understanding the packet delivery process is a fundamental part of understanding
networking devices. You must understand host-to-host communications to administer
a network. This chapter describes host-to-host communications through a router by
providing a graphic representation. The beginning of the chapter illustrates the role of
Layer 2 and Layer 3 addresses in packet delivery. The role of ARP follows. The chapter
ends with a step-by-step analysis of the packet delivery process that shows all the
mechanisms in a network scenario.

Chapter Objectives

Upon completing this chapter, you will be able to describe the packet delivery process in
IP-based networks. These abilities include meeting these objectives:

Q Describe Layer 2 addressing
Q Describe Layer 3 addressing
Q Explain the role of ARP

Q Describe the host-to-host packet delivery process
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Exploring the Packet Delivery Process

In this book up to now, you learned much about the elements that govern host-to-host
communications. You also need to understand how these elements interact. This section
covers host-to-host communications by providing a graphic representation. Although
much of this chapter might be review for you, remember to focus on the way in which
these elements interact.

Layer 1 Devices and Their Functions

Layer 1 defines the electrical, mechanical, procedural, and functional specifications for
activating, maintaining, and deactivating the physical link between end systems. Some
common examples are Ethernet segments and serial links like Frame Relay and T1.
Repeaters (Hubs) that provide signal amplification are also considered Layer 1 devices.
Figure 11-1 shows some common Layer 1 devices.

Physical
Layer 1

1
,.% LL

4 y 4 y 4

Figure 11-1 Layer 1 Devices

The physical interface on the network interface card (NIC) can also be considered part of
Layer1.

Layer 2 Devices and Their Functions

Layer 2 defines how data is formatted for transmission and how access to the physical
media is controlled. A common example of a Layer 2 device is a network interface card.
Even though these devices possess an IP address, these devices also provide an interface
between the Layer 2 device and the physical media. Layer 2 devices also include switches
and the devices that predate them, bridges. Figure 11-2 shows an example of Layer 2
devices.
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Data Link
Layer 2

.

Figure 11-2 Layer 2 Devices

Layer 2 Addressing

Host communications require a Layer 2 address. Figure 11-3 shows an example of a MAC
address for a Layer 2 Ethernet frame.

MAC Sublayer - 802.3

# Bytes 8 6 6 2 Variable 4
Preamble | DestAdd |Source Add | Length | Data | FCS ‘
Ethernet Il
Uses "Type"
Here and
0000.0C XX XXXX ‘ Does Not Use
T 1 I 802.2
T T Sublayers
IEEE Vendor
Assigned Assigned
MAC Address

Figure 11-3 Layer 2 MAC Address

When host-to-host communications were first developed, several network layer protocols
were called network operating systems (NOS). Early NOSs were NetWare, IP, ISO, and
Banyan-Vines. It became apparent that a need for a Layer 2 address that was independent
of the NOS existed, so the MAC address was created.

MAC addresses are assigned to end devices such as hosts, as well as the Layer 2 and
Layer 3 devices that forward their traffic, including switches and routers. Although MAC
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addresses are the Layer 2 addresses found in Ethernet LANS, it is important to realize
that other types of Layer 2 addresses are used in WAN environments. For example, a
type of Layer 2 address that has been used for decades in WAN technologies is the Data
Link Connection Identifier (DLCI) in Frame Relay environments.

Layer 3 Devices and Their Functions

The network layer provides connectivity and path selection between two host systems
that might be located on geographically separated networks. In the case of a host, this
is the path between the data link layer and the upper layers of the NOS. In the case of a
router, it is the actual path across the network. Figure 11-4 shows Layer 3 devices.

11 10 40 44
[ ] .
H’— —H’
A— 2.1 2.2 —)
1.2 13 GO ST 43 4.2
_a— EO VSO SO * EO
L) |
g — —
——7 Ll
Routing Table Routing Table
NET | INT | Metric NET | INT | Metric
1 EO 0 1 SO 1
2 SO 0 2 SO 0
4 SO 1 4 EO 0

Figure 11-4 Layer 3 Devices

Layer 3 Addressing

Each NOS has its own Layer 3 address format. For example, the Open Systems
Interconnection (OSI) reference model uses an identifying label for a service access point
(SAP) called a network service access point (NSAP), while TCP/IP uses an IP address.
Both concepts are roughly comparable and are used to specify devices attached to a net-
work. This text focuses on TCP/IP. Figure 11-5 shows an example of Layer 3 addressing.

Network Layer End-Station Packet

IP Header | Source Address | Destination Address Data

Logical Address | 172.15.1.1
|
T |
Network Node

Figure 11-5 Layer 3 Addressing
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Remember that the IP address shown in Figure 11-5 is hierarchical. This means it is
divided into parts. The subnet mask (not shown) designates that the first 16 bits (in our
example) represent the network portion of the host, and the last 16 bits designate a host
on that network.

Mapping Layer 2 Addressing to Layer 3 Addressing

For IP communication on Ethernet-connected networks to take place, the logical (IP)
address needs to be bound to the physical (MAC) address of its destination. This process
is carried out by the Address Resolution Protocol (ARP). Figure 11-6 shows an example
of mapping a Layer 2 address to a Layer 3 address.

I need the
Ethernet
address of
176.16.3.2.

jul

4

<« —

| heard that broadcast.
The message is for me.
Here is my Ethernet
address.

(1
4
———
72.16.3. 1721632 A| |

A\

K

ernet 77

IP:172.16.3.2 =
Ethernet: 0800.0020.1111

Map IP » Ethernet
Local ARP

Figure 11-6 ARP

To send data to a destination, a host on an Ethernet network must know the physical
(MAC) address of the destination. If the destination is on a remote network, the host
needs to know the physical MAC address of its default gateway (router). ARP provides
the essential service of mapping IP addresses to physical addresses on a network.

The term address resolution refers to the process of binding a network layer IP address
of a remote device to its locally reachable, data link layer MAC address. The address

is “resolved” when ARP broadcasts the known information (the target destination IP
address and its own IP address). The broadcast is received by all devices on the Ethernet
segment. When the target recognizes itself by reading the contents of the ARP request
packet, it responds with the required MAC address in its ARP reply. The address resolu-
tion procedure is completed when the originator receives the reply packet (containing the
required MAC address) from the target and updates the table containing all the current
bindings. (This table is usually called the ARP cache or ARP table.) The ARP table main-
tains a correlation between each IP address and its corresponding MAC address.
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The bindings in the table are kept current by a process of aging out unused entries after
a period of inactivity. The default time for this aging is usually 300 seconds (5 minutes),
ensuring that the table does not contain information for systems that might be switched
off or that have been moved. The ARP table is covered in much more detail for you next.

ARP Table

The ARP table, or ARP cache, keeps a record of recent bindings of IP addresses to MAC
addresses. Figure 11-7 shows an example of an ARP table.

ommand Prompt

IC:%\2arp —a

Interface: 192.168.1.112 —— B8x2
Internet Address Physical Address Type
8.1.1 BB-14-bf-8 dynanic
dynamic
dynanic
dynamic
dynanic
dynamic
dynanic

Figure 11-7 ARP Table

Each IP device on a network segment maintains an ARP table in its memory. This table
maps the IP addresses of other devices on the network with their physical (MAC)
addresses. When a host wants to transmit data to another host on the same network, it
searches the ARP table to see whether an entry exists. If an entry does exist, the host
uses it, but if not, ARP is used to get an entry.

The ARP table is created and maintained dynamically, adding and changing address rela-
tionships as they are used on the local host. The entries in an ARP table usually expire
after a period of time; however, when the local host wants to transmit data again, the
entry in the ARP table is regenerated through the ARP process.

Host-to-Host Packet Delivery

In Figure 11-8, an application on the host with a Layer 3 address of 192.168.3.1 wants to
send some data to the host with a Layer 3 address of 192.168.3.2. The application wants
to use a reliable connection. The application requests this service from the transport
layer.
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Application: Network, can you set up reliable
connection to 192.168.3.2. for me?

Transport: I'll use TCP.
/ Transport: TCP, set up a

session to 192.168.3.2.

TCP: IP, send this TCP

ﬁl SYN to 192.168.3.2. ﬁl
/ y——/
r_____/

— —

Layer 3 =192.168.3.1 Layer 3 =192.168.3.2
Layer 2 = 0800:0222:2222 Layer 2 = 0800:0222:1111

Figure 11-8 Host-to-Host Packet Delivery

The transport layer selects TCP to set up the session. TCP initiates the session by passing
a TCP header with the SYN bit set and the destination Layer 3 address (192.168.3.2) to
the IP layer.

The IP layer encapsulates the TCP’s SYN in a Layer 3 packet by prepending the local
Layer 3 address and the Layer 3 address that IP received from TCP. IP then passes the
packet to Layer 2. Figure 11-9 shows this operation.

IP: Layer 2, send this packet to 192.168.3.2.J

SRC IP DST IP TCP
192.168.3.1 | 192.168.3.2 SYN

Layer 3 =192.168.3.1 Layer 3 =192.168.3.2
Layer 2 = 0800:0222:2222 Layer 2 = 0800:0222:1111

Figure 11-9 Sending the Packetto Layer 2

Layer 2 needs to encapsulate the Layer 3 packet into a Layer 2 frame. To do this, Layer 2
needs to map the Layer 3 destination address of the packet to its MAC address. It does
this by requesting a mapping from the ARP program.

ARP checks its table. In this example, it is assumed that this host has not communicated
with the other host, so you see no entry in the ARP table. This results in Layer 2 holding
the packet until ARP can provide a mapping. Figure 11-10 shows this operation.
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Layer 2: ARP, do you have a mapping for 192.168.3.2?J

ARP: Is 192.168.3.2 in my ARP table? No, Layer 2 will
have to put the packet in the parking lot until | do an ARP.

SRC IP DST IP TCP
192.168.3. 192.168.3. SYN
(1
v
?
Layer 3 =192.168.3.1 Layer 3 =192.168.3.2
Layer 2 = 0800:0222:2222 Layer 2 = 0800:0222:1111

Figure 11-10 Checking the ARP Table

The ARP program builds an ARP request and passes it to Layer 2, telling Layer 2 to send
the request to a broadcast (all Fs) address. Layer 2 encapsulates the ARP request in a Layer
2 frame using the broadcast address provided by ARP as the destination MAC address and
the local MAC address as the source. Figures 11-11 and 11-12 show this operation.

ARP: Layer 2, send this using our MAC as the
ARP SRC MAC and a broadcast as the DST MAC.

Request

DST MAC SRC MAC ARP
Broadcast | 0800:0222:2222 Request

Layer 3 =192.168.3.1 Layer 3 = 192.168.3.2
Layer 2 = 0800:0222:2222 Layer 2 = 0800:0222:1111

Figure 11-11 Preparing the ARP Request

Parking Lot
[ Packe_;
A—— A
Dl ARP SRC MAC DST MAC E]I
— Request | 0800:0222:2222 | Broadcast r—
-%’ [ —_l,’
Layer 3 =192.168.3.1 Layer 3 = 192.168.3.2
Layer 2 = 0800:0222:2222 Layer 2 = 0800:0222:1111

Figure 11-12 ARP Request Sent
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When host 192.168.3.2 receives the frame, it notes the broadcast address and strips the
Layer 2 encapsulation. Figure 11-13 shows this operation.

Parking Lot

Layer 2: | just got a frame with a broadcast MAC, so I'll process it.
The protocol ID indicates that it belongs to ARP. Let me strip the
Layer 2 header and send it to ARP.

A—
-
H’ Request

SRC MAC

y
DST MAC DI

Broadcast
——

Layer 3 =192.168.3.1
Layer 2 = 0800:0222:2222

Figure 11-13 Sending the Frame to ARP

[ | 2
Layer 3 = 192.168.3.2

Layer 2 = 0800:0222:1111

The remaining ARP request is passed to ARP. Figure 11-14 shows this operation.

Parking Lot

[Layer 2: ARP, here is something for you. I

ARP
Request

D

!l

—

Layer 3 =192.168.3.1
Layer 2 = 0800:0222:2222

Figure 11-14 ARP Receives the Information

Layer 3 = 192.168.3.2
Layer 2 = 0800:0222:1111

Using the information in the ARP request, ARP updates its table. Figure 11-15 shows this

operation.

ARP: | just got an ARP request from 192.168.3.1.
Let me add its IP and MAC to my ARP table.
Now | can respond.

Parking Lot

ARP
Request

Layer 3 =192.168.3.1
Layer 2 = 0800:0222:2222

Figure 11-15 ARP Updates Its Table

Layer 3 = 192.168.3.2
Layer 2 = 0800:0222:1111

241



Interconnecting Cisco Network Devices, Part 1 (ICND1) Foundation Learning Guide

ARP builds a response and passes it to Layer 2, telling Layer 2 to send the response to
MAC address 0800:0222:2222 (host 192.168.3.1). Figure 11-16 shows this operation.

Parking Lot

ARP: The ARP reply will say that | am
192.168.3.2 with a MAC of 0800:0222:1111.

- ARP: Layer 2, send this using our MAC as the
SRC MAC and 0800:0222:222 as the DST MAC.

DST MAC
0800:0222:2222

SRC MAC
0800:0222:1111

ARP
Reply

Layer 3 =192.168.3.1
Layer 2 = 0800:0222:2222

Figure 11-16 ARP Prepares a Response

Layer 3 = 192.168.3.2

Layer 2 = 0800:0222:1111

Layer 2 encapsulates the ARP in a Layer 2 frame using the destination MAC address pro-
vided by ARP and the local source MAC address. Figure 11-17 shows this operation.

Layer 2: It is sent.

Parking Lot

DST MAC
0800:0222:2222

SRC MAC
0800:0222:1111

ARP
Reply

——

jm |
-

Layer 3 =192.168.3.1
Layer 2 = 0800:0222:2222

Figure 11-17 ARP Reply Is Sent

Layer 3 = 192.168.3.2

Layer 2 = 0800:0222:1111

When host 192.168.3.1 receives the frame, it notes that the destination MAC address is
the same as its own address. It strips the Layer 2 encapsulation. Figure 11-18 shows this
operation.

Parking Lot

Layer 2: | just got a frame with my MAC, so I'll process it.
The protocol ID indicates that it belongs to ARP.
Let me strip the Layer 2 header and send it to ARP.

DST MAC
0800:0222:2222

SRC MAC
0800:0222:1111

ARP
Reply

Layer 3 =192.168.3.1
Layer 2 = 0800:0222:2222

Figure 11-18 ARP Reply Is Received

Layer 3 = 192.168.3.2

Layer 2 = 0800:0222:1111

The remaining ARP reply is passed to ARP. Figure 11-19 shows this operation.
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Parking Lot

Repl Layer 2: ARP, here is something for you.

g a
-

——

Layer 3 =192.168.3.1 Layer 3 =192.168.3.2
Layer 2 = 0800:0222:2222 Layer 2 = 0800:0222:1111

Figure 11-19 ARP Reply Is Passed to ARP

ARP updates its table and passes the mapping to Layer 2. Figure 11-20 shows this operation.

ARP: | just got an ARP reply from 192.168.3.2.

_ ParkingLot |} ctne'add its IP and MAC to my ARP table.
ARP
ARP: Layer 2, | have 192.168.3.2 Request
mapped to 0800:0222:1111. l
——
A—)
Layer 3 =192.168.3.1 Layer 3 = 192.168.3.2
Layer 2 = 0800:0222:2222 Layer 2 = 0800:0222:1111

Figure 11-20 ARP Updatesthe Table

Layer 2 can now send the pending Layer 2 packet. Figure 11-21 shows this operation.

Layer 2: | can send out that pending packet.

TCP DST IP SRC IP SRC MAC DST MAC _l

SYN 192.168.3. 192.168.3. 0800:0222:2222 0800:0222:1111
2 1 ’
: _|/
Layer 3 =192.168.3.1 Layer 3 = 192.168.3.2
Layer 2 = 0800:0222:2222 Layer 2 = 0800:0222:1111

Figure 11-21 Sending the Pending Packet

At host 192.168.3.2, the frame is passed up the stack, where encapsulation is removed. The
remaining protocol data unit (PDU) is passed to TCP. Figure 11-22 shows this operation.
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TCP: I need to send a SYN ACK
to the TCP SYN that | received.

TCP
SYN
SRC IP DST IP TCP
192.168.3. 192.168.3. SYN
DST MAC SRC MAC SRC IP DST IP TCP —
0800:0222:1111 0800:0222:2222 | 192.168.3. 192.168.3. SYN | ||
1 2 4

Layer 3 =192.168.3.1 Layer 3 =192.168.3.2
Layer 2 = 0800:0222:2222 Layer 2 = 0800:0222:1111

Figure 11-22 Receivingthe TCP SYN

In response to the SYN, TCP passes a SYN ACK down the stack to be encapsulated.

Figure 11-23 shows this operation.
SYN

ACK
SRC IP DST IP SYN
192.168.3. 192.168.3. ACK
DST MAC SRC MAC SRCIP DST IP SYN
0800:0222:2222 0800:0222:1111 192.168.3. 192.168.3. ACK
2 1
A— DST MAT SRC MACT SRC TP DST 1P SYN =
l 0800:0222:2222 0800:0222:1111 192.168.3. 192.168.3. ACK E]l
2 1 %
| 2
Layer 3 =192.168.3.1 Layer 3 = 192.168.3.2
Layer 2 = 0800:0222:2222 Layer 2 = 0800:0222:1111

Figure 11-23 SYN ACK Is Sent

The sender receives the ACK from the receiver that it must respond to. This is shown in
Figure 11-24.
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SYN

ACK
SRC IP DST IP SYN
192.168.3. 192.168.3. ACK
DST MAC SRC MAC SRC IP DST IP SYN
0800:0222:2222 0800:0222:1111 192.168.3.2 | 192.168.3.1 ACK
_l _l
_|/ _|/
Layer 3 =192.168.3.1 Layer 3 =192.168.3.2
Layer 2 = 0800:0222:2222 Layer 2 = 0800:0222:1111

Figure 11-24 Sender Receives the ACK

The sender sends the ACK to the receiver that it must respond to. With the three-way
handshake completed, TCP can inform the application that the session has been estab-
lished. This is shown in Figure 11-25.

Layer 4: OK, application | have your session setup.J

——

Application: OK, I'll send you some data.J
[} .
4
A

Layer 3 =192.168.3.1 Layer 3 = 192.168.3.2
Layer 2 = 0800:0222:2222 Layer 2 = 0800:0222:1111

Figure 11-25 Informing the Application Layer

Now the application can send the data over the session, relying on TCP for error detec-
tion. Figures 11-26 through 11-28 show this operation.
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APP
DATA
TCP APP
SEQ=3 DAT
A
SRCIP DST IP TCP APP
192.168.3.1 | 19216832 | SEQ=3 DATA
DST MAC SRC MAC SRCIP DST IP TCP APP
0800:0222:1111 | 0800:0222:2222 | 192.168.3.1 | 192.168.3.2 | SEQ=3 DATA
APP TCP DST IP SRCIP SRC MAC DST MAC
DATA SEQ=3 |192.168.3.2 | 192.168.3.1 | 0800:0222:2222 | 0800:0222:1111

2

Layer 3=192.168.3.1
Layer 2 =0800:0222:2222

Figure 11-26 Data Is Sent

Layer 3=192.168.3.2

Layer 2 =0800:0222:1111

[ TCP: Hey application, here is some data.

APP
DATA

TCP APP
SEQ=3 DATA

SRCIP DST IP TCP APP

192.168.3.1 | 192.168.32 | SEQ=3 DATA

DST MAC SRC MAC SRCIP DST IP TCP APP
0800:0222:1111 | 0800:0222:2222 | 192.168.3.1 | 192.168.32 | SEQ=3 DATA

g8

Layer 2=0800:0222:2222
Layer3=192.168.3.1

Figure 11-27 Data Is Received

Layer 2=0800:0222:1111

Layer3=192.168.3.2
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[ I need to send an ACK to the DATA that | received.

ACK=4
SEQ=3

SRC IP DST IP ACK=4
192.168.3.2 | 192.168.3.1 SEQ=3

DST MAC SRC MAC SRC IP DST IP ACK=4
0800:0222:2222 0800:0222:1111 192.168.3.2 | 192.168.3.1 SEQ=3

A y
E]I| DST MAC SRC MAC SRC IP DST IP ACK = 4 |i ||
==t 0800:0222:2222 | 0800:0222:1111 | 192.168.3.2 | 192.168.3.1 | SEQ=3 ===y

Layer 3 =192.168.3.1 Layer 3 =192.168.3.2
Layer 2 = 0800:0222:2222 Layer 2 = 0800:0222:1111

Figure 11-28 Data Is Acknowledged

The data exchange continues until the application stops sending data.

Function of the Default Gateway

In the host-to-host packet delivery example, the host was able to use ARP to map a des-
tination’s MAC address to the destination’s IP address. However, this option is available
only if the two hosts are on the same network. If the IP is not local, the gateway (router)
will see this (remember, the ARP request is broadcast so that all hosts on the LAN will
see the request). The router will look in its routing table, and if it has a route to the des-
tination network, it will reply with its own MAC address. The sending host must send
the data to the default gateway, which forwards the data to the destination. Figure 11-29
shows role of the default gateway in data transfers.

OK, I have some data to send to 192.168.3.2]

That address isn’t in my local network table, and | can’t
ARP because it is on a different network.

Guess | have to send the data to the
default gateway and let the gateway forward it.

— —

— —
Layer 3=10.1.1.1 Layer 3 = 192.168.3.2 4

| Layer 2 = 0800:0222:2222 e Layer 2 = 0800:0222:1111 |

Default Gateway

Figure 11-29 Default Gateway
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Using Common Host Tools to Determine the Path Between Two
Hosts Across a Network

Ping is a computer network tool used to test whether a particular host is reachable across
an IP network. Ping works by sending Internet Control Message Protocol (ICMP) “echo
request” packets to the target host and listening for ICMP “echo response” replies. Using
interval timing and response rates, ping estimates the round-trip time (RTT) (generally

in milliseconds) and packet-loss rate between hosts. Figure 11-30 shows the ping output
from a Windows command line.

ommand Prompt

IC:~2>ping example.com

Pinging example._com [192_168.1 .11 with 32 hytes of data:

Reply from 192.168.1.1: i TTL=64
192.168 h i TTL=64
192.168. H i TTL=64
Reply from 192.168.1.1: 2 time=9ms TTL=64

Ping statistics for 192.168.1.1:

Packets: Sent = 4, Received = 4, Lost = 8 (B2 loss),
Approximate round trip times in milli-seconds

Hinimum = 3ms, Maximum = 9ms,. Average = bns

HER

Figure 11-30 Displaying the ARP Table

The syntax for a Windows ping is as follows:

ping [-t] [-a] [-n Count] [-1 Size] [-f] [-i TTL] [-v TOS] [-r Count] [-s
Count]
[{-J HostList | -k HostList}] [-w Timeout] [TargetName]

The syntax flags are as follows:

Q -t: Specifies that ping continues sending echo request messages to the destination
until interrupted. To interrupt and display statistics, press Ctrl-BREAK. To interrupt
and quit ping, press Ctrl-C.

Q -a: Specifies that reverse name resolution is performed on the destination IP address.
If this is successful, ping displays the corresponding host name.

Q -n Count: Specifies the number of echo request messages sent. The default is 4.

Q -l Size: Specifies the length, in bytes, of the Data field in the echo request messages
sent. The default is 32. The maximum size is 65,527.
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-f: Specifies that echo request messages are sent with the Don’t Fragment flag in the
IP header set to 1. The echo request message cannot be fragmented by routers in the
path to the destination. This parameter is useful for troubleshooting path maximum
transmissionunit(PMTU) problems.

-i TTL: Specifies the value of the Time-to-Live (TTL) field in the IP header for
echo request messages sent. The default is the default TTL value for the host. For
Windows XP hosts, this is typically 128. The maximum TTL is 255.

-v TOS: Specifies the value of the type of service (TOS) field in the IP header for
echo request messages sent. The default is 0. TOS is specified as a decimal value
from 0 to 255.

-r Count: Specifies that the Record Route option in the IP header is used to record
the path taken by the echo request message and corresponding echo reply message.

Each hop in the path uses an entry in the Record Route option. If possible, specify
a Count that is equal to or greater than the number of hops between the source and
destination. The Count must be a minimum of 1 and a maximum of 9.

-s Count: Specifies that the Internet Timestamp option in the IP header is used to
record the time of arrival for the echo request message and corresponding echo reply
message for each hop. The Count must be a minimum of 1 and a maximum of 4.

-J HostList: Specifies that the echo request messages use the Loose Source Route
option in the IP header with the set of intermediate destinations specified in
HostList. With loose source routing, successive intermediate destinations can be
separated by one or multiple routers. The maximum number of addresses or names
in the host list is nine. The HostList is a series of IP addresses (in dotted-decimal
notation) separated by spaces.

-k HostList: Specifies that the echo request messages use the Strict Source Route
option in the IP header with the set of intermediate destinations specified in
HostList. With strict source routing, the next intermediate destination must be
directly reachable (it must be a neighbor on an interface of the router). The maxi-
mum number of addresses or names in the host list is nine. The HostList is a series
of IP addresses (in dotted decimal notation) separated by spaces.

-w Timeout: Specifies the amount of time, in milliseconds, to wait for the echo reply
message that corresponds to a given echo request message to be received. If the echo
reply message is not received within the timeout, the “Request timed out” error
message is displayed. The default timeout is 4000 (4 seconds).

TargetName: Specifies the destination, which is identified by either IP address or
host name.

/?: Displays help at the command prompt.
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The Windows arp command, shown in Figure 11-31, displays and modifies entries in the
ARP cache, which contains one or more tables that store IP addresses and their resolved

Ethernet physical addresses. A separate table exists for each Ethernet or Token Ring net-
work adapter installed on your computer. Used without parameters, arp displays help.

v Command Prompt

IC:%2>arp —a

Interface: 192_168.1.112 —— Bx2
Internet Address Physical Address Type
192.168.1.1 BB8-14-hf-83 8. dynamic
dynamic

i.

. dynanic
. dynamic
i
i
i

dynanic
dynamic
dynanic

Figure11-31 arpcommand

The syntax for the command is as follows:

arp [-a [InetAddr] [-N IfaceAddr]] [-g [InetAddr] [-N IfaceAddr]] [-d InetAddr
[IfaceAddr]] [-s InetAddr EtherAddr [IfaceAddr]

The following are the parameters associated with the windows arp command:

Q -a [InetAddr] [-N IfaceAddr]: Displays current ARP cache tables for all interfaces. To
display the ARP cache entry for a specific IP address, use arp -a with the InetAddr
parameter, where InetAddr is an IP address. To display the ARP cache table for a
specific interface, use the -N IfaceAddr parameter, where IfaceAddr is the IP address
assigned to the interface. The -N parameter is case sensitive.

Q -g [InetAddr] [-N IfaceAddr]: Identical to -a.

Q -d InetAddr [IfaceAddr]: Deletes an entry with a specific IP address, where
InetAddr is the IP address. To delete an entry in a table for a specific interface, use
the IfaceAddr parameter, where IfaceAddr is the IP address assigned to the interface.
To delete all entries, use the asterisk (*) wildcard character in place of InetAddr.

Q -s InetAddr EtherAddr [lfaceAddr]: Adds a static entry to the ARP cache that
resolves the IP address InetAddr to the physical address EtherAddr. To add a static
ARP cache entry to the table for a specific interface, use the IfaceAddr parameter,
where IfaceAddr is an IP address assigned to the interface.

Q /?: Displays help at the command prompt.
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The TRACERT (traceroute) diagnostic utility determines the route to a destination by
sending ICMP echo packets to the destination. In these packets, TRACERT uses varying
IP TTL values. Because each router along the path is required to decrement the packet’s
TTL by at least 1 before forwarding the packet, the TTL is effectively a hop counter.
When the TTL on a packet reaches zero (0), the router sends an ICMP “Time Exceeded”
message back to the source computer.

TRACERT sends the first echo packet witha TTL of 1 and increments the TTL by 1 on
each subsequent transmission until the destination responds or until the maximum TTL is
reached. The ICMP “Time Exceeded” messages that intermediate routers send back show
the route. Note, however, that some routers silently drop packets with expired TTL val-
ues, and these packets are invisible to TRACERT.

TRACERT prints out an ordered list of the intermediate routers that return ICMP “Time
Exceeded” messages. Using the -d option with the tracert command instructs TRACERT
not to perform a DNS lookup on each IP address so that TRACERT reports the IP
address of the near-side interface of the routers.

The syntax for a Windows traceroute is as follows:

tracert -d -h maximum hops -j HostList -w Timeout target host

The following are the parameters associated with the Windows traceroute command:

Q -d: Specifies to not resolve addresses to host names

Q -hmaximum_hops: Specifies the maximum number of hops to search for the target
Q -j HostList: Specifies loose source route along the host list

Q -w Timeout: Waits the number of milliseconds specified by timeout for each reply

Q target_host: Specifies the name or IP address of the target host

Figure 11-32 demonstrates the use of TRACERT on a Windows 7 machine.

[&+] G\Windows\system32\cmd.exe =13 x|

C:sUsers~Anthony>tracert www.yahoo.com

Tracing route to ds—any—fpl-real.wal.b.yahoo.com [98.139.183.241
over a maximum of 38 hops:

<1 ms <1 ms 192.168.1.1
7 ms ? ms L308.TAMPFL-UFTTP-93.verizon—gni.net [96.228.183

GB-13-8-6 . TAMPFL-LCR-21 .verizon—gni.net [130.81.

138.81.199.26
20-5-3-8-8.8JCAL-BB-RTR1 .verizon—gni.net [136.81

z0—6—-8-8-8.8JC7-PEER-RTR2 .verizon—gni.net [130.8

138.81.15.54
as—1.pat2.da3.yahoo.com [216.115.181.1581
ae—7.patl.che.vahoo.conm [216.115.96.1281
ae—2—di81.pat2.da3.yahoo.com [216.115.184.1151
z.yahoo.com [216.115.1A8.741
ae—4.msr2.bfl.yahoo.con [216.115.188.731
polb.basl-3-yst.hfl.yahoo.comn [?8.13%.13A.51]
UNKNOWN-98- 139 128-H¥.yahoo.com [98.139.128.951
po—7?.bas2-7-prd.bhfl.yahoo.con [98.13%.12%.1471
ir2.fp.vip.bfi.yahoo.com [98.139.183.241

Trace complete.

C:sUserssAnthony>

Figure 11-32 TRACERT
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Summary

Layer 1 devices provide the connection to the physical media and its encoding. Layer 2
devices provide an interface between the Layer 2 device and the physical media. Layer 2
addresses are MAC addresses.

The network layer provides connectivity and path selection between two host systems.
Layer 3 addresses provide identification of a hetwork and a host, such as an IP address.

Before a host can send data to another host, it must know the MAC address of the other
device or the default gateway. ARP is a protocol that maps IP addresses to MAC address-
es. Most operating systems offer tools to view the device ARP table as well as tools like
ping and traceroute to test IP connectivity.

Additional Resource

Q The Packet Delivery Process Video, AJS Networking: http://ajsnetworking.com/
packetdelivery

Review Questions

Use the questions here to review what you learned in this chapter. The correct answers
and solutions are found in Appendix A, “Answers to Chapter Review Questions.”
1. Which of the following is an example of a Layer 1 network device?
a. Bridge
b. Switch
c. Router
d. Hub

2. Which of the following are examples of a Layer 2 network device? (Choose two.)
a. Repeater
b. Switch
c. Router
d. NIC in host

3. What is an example of a Layer 2 network address?
a. IP address
b. MAC address
c. IPv6 address
d. TCP port address


http://ajsnetworking.com/packetdelivery
http://ajsnetworking.com/packetdelivery
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What protocol is responsible for mapping Layer 2 addresses to Layer 3 addresses?
a. DNS

b. DHCP

c. NAT

d. ARP

When an ARP request is sent, what is the destination MAC address field populated
with?

a. The destination MAC of the default gateway
b. The destination MAC of the host

c. The multicast ARP group address

d. The broadcast MAC address

When an ARP reply is sent, what is the destination MAC address field populated
with?

a. The MAC address of the host that sent the ARP request
b. The broadcast MAC address

c. The multicast ARP group address

d. None of these answers are correct.

What is an example of a network address that is used at Layer 3?
a. MAC address

b. IP address

c. TCP port address

d. Winsocket address

What protocol is used by ping?
a. DHCP

b. DNS

c. RIP

d. ICMP

What command on a PC allows you to view the ARP cache?
a. arp-a

b. arp -l
c. arp-v
d. arp-s
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10. What diagnostic tool allows you to see the network path that a packet has taken
through an internetwork?

a. traceroute

b. ping

c. arp

d. debug ip packet

Production Network Simulation Question 11-1

Your supervisor has asked you for your recommendation on tools that can be used from
a Windows 7 machine for troubleshooting the network. Specifically, your boss wants to
know an appropriate tool for each of the situations listed below. Provide her with this
information and be specific with the commands required.

1. Examine the Layer 2—to—Layer 3 name resolution cache information.

2. Display the current configuration at the command of the TCP/IP information includ-
ing DNS information.

3. Confirm the reachability of the default gateway at the IP address 10.10.10.1.

4. See the various routers that a packet will pass through in route to a destination of
WWW.Cisco.com.


http://www.cisco.com/

Chapter 12

Configuring a Cisco Router

This chapter includes the following sections:
Q Chapter Objectives
Q Starting a Cisco Router
Q Configuring a Cisco Router
Q Chapter Summary
Q Additional Resources
Q Review Questions

Q Production Network Simulation Question 12-1

After hardware installation, when a Cisco router is turned on, it goes through its startup
procedure. After the operating system is loaded, you can start configuring the router. This
chapter describes basic configuration, how to configure interfaces, and how to use Cisco
Discovery Protocol to discover connected neighboring devices.

Chapter Objectives

Upon completing this chapter, you will be able to describe how a router is started and the
basic configurations you perform on these devices. These abilities include meeting these
objectives:

Q Describe router startup
Q Perform initial router setup
Q Configure router interfaces

Q Configure a router interface IP address
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Q \erify the router interface configuration
Q Describe the need for a network discovery protocol
Q Describe Cisco Discovery Protocol

Q Use the CLI to discover neighbors on a network using Cisco Discovery Protocol

Starting a Cisco Router

When you remove your shiny new Cisco router from its packaging, plug it in, and turn
it on, the router goes through its startup, sees that there is no previously saved configu-
ration, and prompts you to enter a startup configuration guide or wizard. Recognizing
correct router startup is the first step in installing a Cisco router. The router must start
successfully and have a valid configuration to operate on the network. This chapter
describes how the router starts up and explains how to verify its initial operation.

Initial Startup of a Cisco Router

The startup of a Cisco router requires verifying the physical installation, powering up the
router, and viewing the Cisco I0S Software output on the console. To start router opera-
tions, the router completes the following tasks:

Q Runs the power-on self test (POST) to test the hardware
Q Finds and loads the Cisco 10S Software that the router uses for its operating system

Q Finds and applies the configuration statements about router-specific attributes, pro-
tocol functions, and interface addresses

When a Cisco router powers up, it performs a POST. During the POST, the router exe-

cutes diagnostics to verify the basic operation of the CPU, memory, and interface
circuitry.

After verifying the hardware functions, the router proceeds with software initialization,
during which it finds and loads the Cisco 10S image, and then it finds and loads the con-
figuration file, if one exists.

The following list describes the steps required for the initial startup of a Cisco router:
1. Before starting the router, verify the following:
Q All network cable connections are secure.
Q Your terminal is connected to the console port.

Q Your console terminal application, such as HyperTerminal, is selected.

2. Move the power switch to “On” or plug in the device if there is no On/Off switch.

3. Observe the boot sequence and the Cisco I0S Software output on the console.
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Initial Setup of a Cisco Router

Upon boot, the Cisco router looks for a device configuration file. If it does not find one,
the router executes a question-driven initial configuration routine, called “setup.” Setup is
a prompt-driven program that allows a minimal device configuration. After a router com-
pletes the POST and loads a Cisco 10S image, it looks for a device configuration file in its
NVRAM. The NVRAM of the router is a type of memory that retains its contents even
when power is turned off. If the router has a startup configuration file in NVRAM, the
user-mode prompt appears after entering the console password, if one has been set.

Obviously when starting a new Cisco router, there is no configuration file. If no valid
configuration file exists in NVRAM, the operating system executes a question-driven ini-
tial configuration routine, referred to as the system configuration dialog, or setup mode.

Setup mode is not intended for entering complex protocol features in the router. Use
setup mode to bring up a minimal configuration. Rather than using the setup mode, you
can use other various configuration modes to configure the router.

The primary purpose of the setup mode is to rapidly bring up a minimal-feature con-
figuration for any router that cannot find its configuration from some other source.
Setup mode can be entered when the router boots up without a configuration, or it can
be entered at any time after the router is booted and operational, by entering the setup
privileged EXEC mode command. Example 12-1 shows how to enter setup from the
privileged EXEC mode prompt.

Example 12-1 Entering Setup

Router# setup

--- System Configuration Dialog ---

Continue with configuration dialog? [yes/nol: yes

At any point you may enter a question mark '?' for help.

Use ctrl-c to abort configuration dialog at any prompt.

Default settings are in square brackets '[]'.

Basic management setup configures only enough connectivity
for management of the system, extended setup will ask you

to configure each interface on the system

Would you like to enter basic management setup? [yes/nol: no

For many of the prompts in the dialog of the setup command facility, default answers
appear in square brackets ([ ]J) following the question. Pressing Enter allows the use of the
defaults.
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When prompted with “Would you like to enter basic management setup?” the system
configuration dialog can be discontinued by entering no at the prompt. To begin the
initial configuration process, enter yes. Normally, you enter no at the “basic management
setup” prompt so that extended setup can be entered to configure more specific system
parameters.

Pressing Ctrl-C will terminate the process and start over at any time. When using the
command form of setup (Router# setup), Ctrl-C returns to the privileged EXEC prompt
(Router#).

If you enter yes at the “Would you like to enter basic management setup?”” prompt, you
are prompted with “First, would you like to see the current interface summary?” Enter
yes to view the router interfaces. Example 12-2 shows the output indicating the current
status of each router interface. This information includes the interface IP address and cur-
rent configuration.

Example 12-2 Current Status of Interfaces

Any interface listed with OK? value "NO" does not have a valid configuration

Interface IP-Address OK? Method Status Protocol
FastEthernet0/0 unassigned NO unset up up
FastEthernet0/1 unassigned NO unset wup up
Serial0/0/0 unassigned NO unset up up
Serial0/0/1 unassigned NO unset down

Continuing through the setup dialog, you are prompted for global parameters. Enter the
global parameters at the prompts, using the configuration values that were determined for
the router.

The first global parameter sets the router host name. This host name will precede Cisco
I0S prompts for all configuration modes. The default router name is shown between the
square brackets as [Router].

Use the next global parameters shown to set the various passwords used on the router.
Example 12-3 illustrates the default settings in brackets and shows entering global param-
eters.

Example 12-3 Default Settings and Global Parameters

Configuring global parameters:

Enter host name [Router]: RouterA

The enable secret is a password used to protect access to privileged EC and
configuration modes. This password, after entered, becomes encrypted in the
configuration.

Enter enable secret: Ciscol
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The enable password is used when you do not specify an enable secret password,
with some older software versions, and some boot images.

Enter enable password: SanFran3

The virtual terminal password is used to protect access to the router over a network
interface.

Enter virtual terminal password: SanjOse

Configure SNMP Network Management? [no]:

Continuing through the setup dialog, you are prompted for additional global parameters.
Enter the global parameters at the prompts, using the configuration values that were
determined for your router. The example shows the prompts for routing protocols as they
appear during setup.

If you enter yes at a prompt to indicate that you want to configure a protocol, additional
subordinate prompts appear about that protocol. Example 12-4 illustrates this feature.

Example 12-4 Additional Configuration Prompts

Configure IP? [yes]:
Configure RIP routing? [yes]: no
Configure CLNS? [no]:

Configure bridging? [no]:

Continuing through the setup dialog, you are prompted for parameters for each installed
interface. Use the configuration values that were determined for the interface to enter the
proper parameters at the prompts. Example 12-5 illustrates the configuration of interface
FastEthernet 0/0.

Example 12-5 Configuring Interface FastEthernet 0/0

Configuring interface parameters:

Do you want to configure FastEthernet0/0 interface? [yes]:
Use the 100 Base-TX (RJ-45) connector? [yes]:
Operate in full-duplex mode? [no]:
Configure IP on this interface? [yes]:
IP address for this interface: 10.2.2.11
Subnet mask for this interface [255.0.0.0] : 255.255.255.0

Class A network is 10.0.0.0, 24 subnet bits; mask is /24

Do you want to configure FastEthernet(0/1 interface? [yes]: no

Do you want to configure Serial0/0/0 interface? [yes]: no

Do you want to configure Serial0/0/1 interface? [yes]: no
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A newer feature in Cisco 10S is Cisco AutoSecure. Cisco AutoSecure is a Cisco 10S
security CLI command feature that is used to disable services most often used to attack
routers and networks. You can deploy one of these two modes, depending on your needs:

Q Interactive mode: Prompts the user with options to enable and disable services and
other security features

Q Noninteractive mode: Automatically executes a Cisco AutoSecure command with
the recommended Cisco default settings

Caution Cisco AutoSecure attempts to ensure maximum security by disabling the
services most commonly used by hackers to attack a router. However, some of these
services might be needed for successful operation in your network. For this reason, you
should not use the Cisco AutoSecure feature until you fully understand its operations and
the requirements of your network.

Cisco AutoSecure performs the following functions:

Q Disables these global services:
Q Finger
Q Packet assembler/disassembler (PAD)
Q Small servers
Q BOOTP (Bootstrap Protocol) servers
Q HTTP service
Q Identification service
Q Cisco Discovery Protocol
Q Network Time Protocol (NTP)
Q Source routing
Q Enables these global services:
Q Password encryption service
Q Tuning of scheduler interval and allocation
Q TCP synwait time
Q TCP keepalive messages
Q Security policy database (SPD) configuration

Q Internet Control Message Protocol (ICMP) unreachable messages
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Q Disables these services per interface:
Q ICMP
Q Proxy Address Resolution Protocol (ARP)
Q Directed broadcast
Q Maintenance Operation Protocol (MOP) service
Q ICMP unreachables
Q ICMP mask reply messages
Q Provides logging for security, including these functions:
Q Enables sequence numbers and timestamp
Q Provides a console log
Q Sets log buffered size
Q Provides an interactive dialog to configure the logging server IP address
Q Secures access to the router, including these functions:
Q Checks for a banner and provides the ability to add text for automatic configuration
Q Login and password
Q Transport input and output
Q exec-timeout commands
Q Local authentication, authorization, and accounting (AAA)
Q Secure Shell (SSH) timeouts and ssh authentication-retries commands

Q Enables only SSH and Secure Copy Protocol (SCP) for access and file transfers to
and from the router

Q Disables Simple Network Management Protocol (SNMP) if not being used

Q Secures the forwarding plane, including these functions:

Q Enables Cisco Express Forwarding or distributed Cisco Express Forwarding on
the router, when available

Q Antispoofing

Q Blocks all Internet Assigned Numbers Authority (IANA) reserved IP address blocks
Q Blocks private address blocks, if customer desires

Q Installs a default route to NullQ, if a default route is not being used

Q Configures a TCP intercept for a connection timeout, if the TCP intercept feature
is available and the user desires
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Q Starts an interactive configuration for Context-Based Access Control (CBAC) on

interfaces facing the Internet, when using a Cisco 10S Firewall image

Q Enables NetFlow on software forwarding platforms

When you complete the configuration process for all installed interfaces on the router,
the setup command shows the configuration command script that was created, as shown

in Example 12-6.

Example 12-6 Configuration Command Script

The following configuration command script was created:

hostname RouterX

enable secret 5 $1$aNMG$kV3mxjlWDRGXmfwjEBNAfL
enable password cisco

line vty 0 4

password sanjose

no snmp-server

!

ip routing

no clns routing

no bridge 1

!

interface FastEthernet0/0
media-type 100BaseX

half-duplex

ip address 10.2.2.11 255.255.255.0
no mop enabled

!

interface FastEthernet0/1

shutdown

no ip address

!

interface Serial0/0/0

shutdown

no ip address

!

interface Serial0/0/1

shutdown

no ip address

dialer-list 1 protocol ip permit

!

end

[0] Go to the IOS command prompt without saving this config.
[1] Return back to the setup without saving this config.

[2] Save this configuration to nvram and exit.

Enter your selection [2]: 2
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The setup command offers the following three choices:

Q [0]: Go to the EXEC prompt without saving the created configuration.
Q [1]: Go back to the beginning of setup without saving the created configuration.

Q [2]: Accept the created configuration, save it to NVRAM, and exit to the EXEC mode.

If you choose [2], the configuration is executed and saved to NVRAM, and the system is
ready to use. To modify the configuration, you must reconfigure it manually.

The script file generated by the setup command is additive. You can turn features on with
the setup command, but not off. In addition, the setup command does not support many
of the advanced features of the router or those features that require a more complex con-
figuration.

Logging In to the Cisco Router

When you configure a Cisco router from the CLI on a console or remote terminal, the
Cisco 10S Software provides acommand interpreter called the EXEC. The EXEC inter-
prets the commands that are entered and carries out the corresponding operations. You
must log in to the router before entering an EXEC command.

After you have configured a Cisco router from the setup utility, you can reconfigure it or
add to the configuration from the user interface that runs on the router console or auxiliary
port. You can also configure a Cisco router using a remote-access application such as SSH.

For security purposes, the EXEC has the following two levels of access to commands:

Q User mode: Typical tasks include those that check the router status.

Q Privileged mode: Typical tasks include those that change the router configuration.

When you first log in to the router, a user-mode prompt is displayed. EXEC commands
available in user mode are a subset of the EXEC commands available in privileged mode.
These commands provide a means to display information without changing router con-
figurationsettings.

To access the full set of commands, you must enable the privileged mode with the enable
command and supply the enable password, if it is configured.

Note The enable password is displayed in clear text using the show run command. The
secret password is encrypted, so it is not displayed in clear text. If both the enable and
secret passwords are configured, the secret password will override the enable password.

The EXEC prompt then displays as a pound sign (#) while in the privileged mode. From the
privileged level, you can access global configuration mode and the other specific configura-
tion modes, such as interface, subinterface, line, router, route-map, and several others.
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Use the disable command to return to the user EXEC mode from the privileged EXEC
mode. Use the exit or logout command to end the current session. Figure 12-1 illustrates
the navigation through these modes.

Console

S &

RouterX con0 is now available

Press RETURN to get started.

N RouterX>
RouterX>password
PTOMTP RouterX>enable
N RouterX#
RouterX#disable

RouterX>
RouterX>logout

Figure 12-1 User Mode Navigation

You can enter a question mark (?) at the user-mode prompt or the privileged-mode
prompt to display a list of commands available in the current mode. Example 12-7 shows
getting help at the user-mode prompt.

Example 12-7 Getting Help in User Mode

RouterX> ?
Exec commands:
access-enable Create a temporary Access-List entry
access-profile Apply user-profile to interface
clear Reset functions
connect Open a terminal connection
disable Turn off privileged commands
disconnect Disconnect an existing network connection
enable Turn on privileged commands
exit Exit from the EXEC
help Description of the interactive help system
lat Open a lat connection
lock Lock the terminal
login Log in as a particular user
logout Exit from the EXEC
-- More --
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Note The available commands vary with the different Cisco I0S Software versions.

Notice the -- More -- at the bottom of the sample display. This indicates that multiple
screens are available as output. Additional commands follow, and you can perform any of
the following tasks:

Q Press the spacebar to display the next available screen.
Q Press the Return key (or, on some keyboards, the Enter key) to display the next line.

Q Press any other key to return to the prompt.

Enter the enable user-mode command to access privileged EXEC mode. Normally, if an
enable password has been configured, you must also enter the enable password before
you can access privileged EXEC mode.

Enter the ? command at the privileged-mode prompt to display a list of the available
privileged EXEC commands. Example 12-8 shows getting privileged-mode help.

Example 12-8 Getting Help in Privileged Mode

RouterX# ?
Exec commands:
access-enable Create a temporary Access-List entry
access-profile Apply user-profile to interface
access-template Create a temporary Access-List entry
bfe For manual emergency modes setting
cd Change current directory
clear Reset functions
clock Manage the system clock
configure Enter configuration mode
connect Open a terminal connection
copy Copy from one file to another
debug Debugging functions (see also 'undebug'
delete Delete a file
dir List files on a filesystem
disable Turn off privileged commands
disconnect Disconnect an existing network connection
enable Turn on privileged commands
erase Erase a filesystem
exit Exit from the EXEC
help Description of the interactive help system
-- More --

Note The available commands vary with the different Cisco IOS Software versions.
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Showing the Router Initial Startup Status

After logging in to a Cisco router, the router hardware and software status can be verified
by using the following router status commands: show version, show running-config, and
show startup-config.

Use the show version EXEC command to display the configuration of the system hard-
ware, the software version, the memory size, and the configuration register setting.
Example 12-9 shows the output from a show version command.

Example 12-9 show version Command Output

Cisco IOS Software, 2800 Software (C2800NM-ADVIPSERVICESK9-M), Version 12.4(12),
RELEASE SOFTWARE (fcl)

Technical Support: http://www.cisco.com/techsupport
Copyright (c) 1986-2006 by Cisco Systems, Inc.
Compiled Fri 17-Nov-06 12:02 by prod rel team

ROM: System Bootstrap, Version 12.4(13r)T, RELEASE SOFTWARE (fcl)

RouterX uptime is 2 days, 21 hours, 15 minutes
System returned to ROM by power-on

System image file is "flash:c2800nm-advipservicesk9-mz.124-12.bin"

This product contains cryptographic features and is subject to United States and
local country laws governing import, export, transfer and use. Delivery of Cisco
cryptographic products does not imply third-party authority to import, export,
distribute or use encryption. Importers, exporters, distributors and users are
responsible for compliance with U.S. and local country laws. By using this
product you agree to comply with applicable laws and regulations. If you are

unable to comply with U.S. and local laws, return this product immediately.

A summary of U.S. laws governing Cisco cryptographic products may be found at:

http://www.cisco.com/wwl/export/crypto/tool/stqrg.html

If you require further assistance please contact us by sending email to

export@cisco.com.

Cisco 2811 (revision 53.50) with 249856K/12288K bytes of memory.
Processor board ID FTX1107A6BB

2 FastEthernet interfaces

2 Serial (sync/async) interfaces

1 Virtual Private Network (VPN) Module

DRAM configuration is 64 bits wide with parity enabled.

239K bytes of non-volatile configuration memory.



http://www.cisco.com/techsupport
http://www.cisco.com/wwl/export/crypto/tool/stqrg.html
http://www.cisco.com/wwl/export/crypto/tool/stqrg.html
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62720K bytes of ATA CompactFlash (Read/Write)
Configuration register is 0x2102

RouterX#

In the example, the RAM s assigned with 249,856 KB available for main memory and
12,288 KB available for YO memory (shared by all the interfaces). The /O memory is
used for holding packets while they are in the process of being routed.

Note When you order a new Cisco router with, let’s say, 256 MB of RAM and 64 MB
of flash memory, do not be surprised when the show version command displays a bit less
than this actual amount. Parts of the memory are reserved and consumed by the router
right away and will not display as available.

The router has two Fast Ethernet interfaces and two serial interfaces. This is useful for
confirming that the expected interfaces are recognized at startup and are functioning,
from a hardware perspective.

The router has 239 KB used for startup configuration storage in the NVRAM and 62,720
KB of flash storage for the Cisco 10S Software image.

Summary of Starting a Cisco Router

The following list summarizes the key points that were discussed in the previous sections:

Q The router startup sequence is similar to the startup sequence of the Catalyst switch.
The router first performs the POST, and then the router finds and loads the Cisco
I0S image. Finally, it finds and loads the device configuration file.

Q Use the enable command to access the privileged EXEC mode from the user EXEC
mode.

Q After logging in to a Cisco router, the initial startup status of a router can be verified
by using the router status commands show version, show running-config, and show.

Configuring a Cisco Router

When the hardware installation is complete and the Cisco router has the initial configura-
tion, you can begin configuring the router for a specific internetwork. You must be famil-
iar with the Cisco 10S command-line interface (CL1), its modes, and its operation before
configuring more advanced features such as IP routing. The following sections describe
how to implement a basic configuration for a Cisco router.
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Cisco Router Configuration Modes

From privileged EXEC mode, you can enter global configuration mode, providing access
to the specific router configuration modes. Figure 12-2 illustrates the different configura-
tion modes and shows how to navigate them.

User EXEC Mode |[Router>enable |
. | . - Ctrl-2Z d
Privileged EXEC Mode | Router#configure terminal (r—(en)
. . | ; Exit
Global Configuration Mode |Router (config) # | <%
Configuration Mode Prompt
Interface Router (config-if) #
Subinterface Router (config-subif) #
Controller Router (config-controller) #
Line Router (config-line) #
Router Router (config-router) #

Figure 12-2 Navigating Configuration Modes

From the privileged EXEC mode, you can enter the global configuration mode with the
configure terminal command. From the global configuration mode, you can access the
specific configuration modes, which include the following:

Q Interface: Supports commands that configure operations on a per-interface basis

Q Subinterface: Supports commands that configure multiple virtual interfaces on a
single physical interface

Q Controller: Supports commands that configure controllers (for example, E1 and T1
controllers)

Q Line: Supports commands that configure the operation of a terminal line, for exam-
ple, the console or the vty ports

Q Router: Supports commands that configure an IP routing protocol

If you enter the exit command, the router will back out one level, eventually logging out.
In general, you can enter the exit command from one of the specific configuration modes
to return to global configuration mode. Press Ctrl-Z to leave the configuration mode and
return the router to the privileged EXEC mode.

In terminal configuration mode, an incremental compiler is invoked. Each configuration
command entered is parsed as soon as the Enter key is pressed.

If there are no syntax errors, the command is executed and stored in the running configu-
ration, and it is effective immediately.
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Commands that affect the entire router are called global commands. The hostname and
enable password commands are examples of global commands.

Commands that point to or indicate a process or interface that will be configured are
called major commands. When entered, major commands cause the CLI to enter a specif-
ic configuration mode. Major commands have no effect unless a subcommand that sup-
plies the configuration entry is immediately entered. For example, the major command
interface serial 0 has no effect unless it is followed by a subcommand that tells what is to
be done to that interface.

The following are examples of some major commands and subcommands that go with
them:

Router (config) # interface serial 0 (major command)
Router (config-if)# shutdown (subcommand) Router (config-
if)# line console 0 (major command) Router (config-line)#
password cisco (subcommand) Router (config-line)# router
rip (major command) Router (config-router)# network

10.0.0.0 (subcommand)

Notice that entering a major command switches from one configuration mode to another.
It is not necessary to return to the global configuration mode first before entering anoth-
er configuration mode.

After you enter the commands to configure the router, you must save the running con-
figuration to NVRAM with the copy running-config startup-config command. If the
configuration is not saved to NVRAM and the router is reloaded, the configuration will
be l